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Abstract Bayesian prior probabilities have an important place in probabilistic and
statistical methods. In spite of this fact, the analysis of where these priors come from
and how they are formed has received little attention. It is reasonable to excuse the
lack, in the foundational literature, of detailed psychological theory of what are the
mechanisms by which prior probabilities are formed. But it is less excusable that there
is an almost total absence of a detailed discussion of the highly differentiating nature
of past experience in forming a prior. The focus here is on what kind of account, even
if necessarily schematic, can be given about the psychological mechanisms back of
the formation of Bayesian priors. The last section examines a detailed experiment
relevant to how priors are learned.
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1 The founding fathers: Ramsey, de Finetti and Savage

Bayesian prior probabilities have had an important place in the theoretical and
practical consideration of probabilistic and statistical methods since at least the middle
of the 20th century. In spite of this widespread interest in theoretically using Bayesian
priors, and often empirically eliciting them, the analysis of where do these priors come
from and how are they formed has received little attention.

The absence of such consideration can be seen in the rather laconic views about
prior probabilities themselves, as expressed by the three most important foundational
thinkers on the Bayesian viewpoint in the 20th century, namely, Ramsey, de Finetti
and Savage. I provide a quotation from each in chronological order, beginning with
Ramsey.
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Ramsey, In his well-known essay, “Truth and Probability”, written in 1926, but
published in 1931, the early section on degrees of belief begins this way:

The subject of our inquiry is the logic of partial belief, and I do not think we can
carry it far unless we have at least an approximate notion of what partial belief
is, and how, if at all, it can be measured. It will not be very enlightening to be
told that in such circumstances it would be rational to believe a proposition to
the extent of %, unless we know what sort of a belief in it that means. We must
therefore try to develop a purely psychological method of measuring belief. It is
not enough to measure probability; in order to apportion correctly our belief to
" the probability we must also.be able to measure our belief.
! (Ramsey, 1931, p. 166)

Several pages later {p. 170), Ramsey continues:

It could well be held that the difference between believing and not believing
lies in the presence or absence of introspectible feelings. But when we seek to
know what is the difference between believing more firmly and believing less
firmly, we can no longer regard it as consisting in having more or less of certain
observable feelings; at Ieast I personally cannot recognize any such feelings. The
difference seems to me to lie in how far we should act on these beliefs: this may
depend on the degree of some feeling or feelings, but I do not know exactly what
feelings and I do not see that it is indispensable that we should know.

{Ramsey, 1931, p. 170)

And then he adds some further remarks on the next page.

Suppose, however, I am wrong about this and that we can decide by introspec-
tion the nature of belief, and measure its degree; still, I shall argue, the kind of
measurement of belief with which probability is concerned is not this kind but
is a measurement of belief gua basis of action,

(Rawnsey, 1931, p. 171)

This remark about action is amplified further by an important passage two pages
later.

In order therefore to construct a theory of quantities of belief which shall be
both general and more exact, I propose to take as a basis a general psychologi-
cal theory, which is now universally discarded, but nevertheless coines, I think,
fairly close to the truth in the sort of cases with which we are most concerned.
I mean the theory that we act in the way we think most likely to realize the
objects of our desires, so that a person’s actions are completely determined by
his desires and opinions. This theory cannot be made adequate to all the facts,
but it seems to me a useful approximation to the truth particularly in the case
of our self-conscious or professional life, and it is presupposed in a great deal
of our thought. It is a simple theory and one which many psychologists would
obviously like to preserve by introducing unconscious desires and unconscious
opinions in order to bring it more into harmony with the facts. How far such
fictions can achieve the required result I do not attempt to judge: I only claim
for what follows approximate truth, or truth m relation to this artificial system
of psychology, which like Newtoman mechanics can, I think, still be profitably
used even though it is known to be false.

(Ramsey, 1931, p. 173)
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What is important for later consideration is Ramsey’s emphasis on action. It is
evident, at the same time, that the psychological theory of how beliefs are formed is
given no serious discussion whatsoever. What he has to say is always looking outward
to what is the measurement of belief going to be helpful for, not how are those beliefs,
in particular, those partial beliefs, formed and what is the basis of their being formed
in the way that they are.

de Finetti. There are several different passages to be quoted from de Finetti’s last
large work on the subject (1974). Here is the first.

Meanwhile, for those who are not aware of it, it is necessary to mention that in
the conception we follow and sustain here only subjective probabilities exist—
i.e., the degree of belief in the occurrence of an event attributed by a given person
at a given instant and with a given set of information. This isin contrast to other
conceptions which limit themselves to special types of cases in which they attri-
‘bute meaning to ‘objective probabilities’ (for instance, cases of symmetry, as for
dice, etc., ‘statistical’ cases of ‘repeatable’ events, etc.). This said, it is necessary
to add at once that we have no interest, at least for now, either in a discussion, or
in taking up a position, about the “philosophical’ aspects of the dispute: in fact, it
would be premature and prejudicial because it would entangle the examination
of each concrete point in a web of metaphysical misunderstandings.

Instead, we are interested, on the contrary, in clearly understanding what one
means according to one’s own conception and in one’s own language, and leatn-
ing to enter into this conception and language in its motivations and implications
(even if provisionally, in order to be able to make pertinent eriticism later on),
This is, it seems to me, an inviolable methodological need.

(de Finetti, 1974, pp. 3-4)

A few pages later, here is another clarifying passage amplifying the same line of
thought.

For the subjectivist everything is clear and rigorous when he is expressing some-
thing about somebody’s evaluation of probabilities; an evaluation which is, sim-
ply. what it is. For that somebody, it will have motivations that we might, or
might not, know; share, or not share; judge more or less reasonable, and that
might be more or less ‘close’ to those of a few, or many, or all people. All this can
be interesting, but it does not alter anything. To express this in a better way: all
these things matter in so far as they determined that unique thing that matters,
and that is the evaluation of probability to which, in the end, they have given
rise. :

From the theoretical, mathematical point of view, even the fact that the evalu-
ation of probability expresses somebody’s opinion is then irrelevant. Itis purely
a question of studying it and saying whether it is coherent or not; i.e., whether it

s free of, or affected by, intrinsic contradictions. In the same way, in the logic of
certainty one ascertains the correctness of the deductions but not the accuracy
of the factual data assumed as premisses.

(de Finetti, 1974, p. 8)

It is pretty clear from these passages, which I think are about as detailed as are to
be found on the psychologieal source of prior beliefs anywhere in de Finetti’s writings,
that a psychological causal account of how the beliefs are formed is not given. There
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is, however, one point in which I want to mention, something that I want to question,
from a common sens¢ standpoint, about what de Finetti has to say. This is that we
treat a person’s expressed opinion just in terms of coherence, just as we study the
correctness of our logical deductions and the consistency of the premises, but not
their factual accuracy. In fact, I think we learn, as a matter of experience, that one
person’s opinions, in a given domain of experience, are much better guides to the
future —therefore, more useful as guides to action—than the opinions of someone
else. But this point, on which I could expand, takes us in a different direction from
what I mainly want to concentrate on here.

Savage. I turn now to the sort of thing that Savage has to say in his well-known
and influential treatise, Foundations of Statistics (1954). (I cited de Finetti before
Savage, because his views were formed and also published earlier, which Savage
acknowledged.) In the very first pages, we find this characteristic short paragraph.

Personalistic views hold that probability measures the confidence that a par-
ticular individual has in the truth of a particular proposition, for example, the
proposition that it will rain tomorrow. These views postulate that the individual
concerned is in some ways “reasonable”, but they do not deny the possibility
that two reasonable individuals faced with the same evidence may have different
degrees of confidence in the truth of the samie proposition.

(Savage, 1954, p. 3)

The last point about reasonableness is well amplified a few pages later in Chapter 2.

...it is appealing to suppose that, if two individuals in the same situation, having
the same tastes and supplied with the same information, act reasonably, they will
act in the same way. Such agreement, belief in which amounts to a necessary (as
opposed to a personalistic) view of probability, is certainly worth looking for.
Personally, I believe that it does not correspond even roughly with reality, but,
having at the moment no strong argument behind my pessimism on this point,
Ido not insist on it. But I do insist that, until the contrary be demonstrated, we
must be prepared to find reasoning inadequate to bring about complete agree-
ment. In particular, the extensions of logic to be adduced in this book will not
bring about complete agreement; and whether enough additional principles to
do so, orindeed any additional principles of much consequence, can bé adduced,
Idonot know. It may be, and indeed I believe, that there is an element in decision
apart from taste, about which, like taste itself, there is no disputing.
(Savage, 1954,p. 7).

He then says this, at the bottom of the same page, as a prelude to the theory of
measurement of belief and utility that he sets forth:

I am about to build up a highly idealized theory of the behavior of a “rational”
person with respect to decisions. In doing so I will, of course, have to ask you to
agree with me that such and such maxims of behavior are “rational”. In so far as
“rational” means logical, there is no live question; and, if I ask your leave there
at all, it is only as a matter of form. But our person is going to have to make up
his mind in situations in which criteria beyond the ordinary ones of logic will be
necessary. So, when certain maxims are presented for your consideration, you
must ask yourself whether you try to behave in accordance with them, or, to put
it differently, how you would react if you noticed yourself violating them.
(Savage, 1954,p.7)
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What is remarkable about the views of these three foundational thinkers is that
none of them ventures very deeply into the psychological or common sense side of
how, in fact, subjective probabilities are formed. What is important about this question
is that it is a question that is missing in their discussion of priors. If we come to an
experiment and ask individuals for their prior beliefs, almost everyone will agree to
this summary of the situation. “Well, if this is an experiment in physics, it’s likely that
an experienced experimental physicist is going to have a much morc intcresting prior
about the outcome of the experiment than will, for exampie, the most distinguished
professor of philosophy or of English literature.” Why is this so? Because we believe,
well beyond any requirements of coherence or consistency, as it is sometimes called,
there is the really much more important matter of the background experience which
led to the formation of a given individual's prior.

I think it is reasonable to excuse the lack ‘of detailed psychological theory of what
are the mechanisms by which prior probabilities are formed, but it is less excusable
that there is an almost total absence of a detailed discussion of the highly differen-
tiating nature of past experience in forming a prior applicable to an experiment or,
more generally, almost any action about to be undertaken. Note, of course, that the
use of the term “prior™ is, in some sense, misleading. Of course, the partial belief we
are eliciting in the case of an experiment or an action is prior to the experiment being
conducted or the action being taken. But, it is not prior to experience refevant to the
experiment or action. There is, in fact, usually much relevant prior experience. There
is, if you wish, a beginning to the experience; we might say that we want to go back
to the very beginning and consider only priors, in some perfect state of ignorance.
This is not a point worth quarreling about, but it is a point worth noting in terms of
our linguistic usage. In fact, in talking about priors, we are almost always accepting
that there has been experience prior to the elicitation of the prior, I won’t return to
this point, but I do think it is soinething badly missing in the general discussion of
priors. (This is an old point of mine about the obvious unsatisfactory character of
many possible priors, Suppes, 1956, p. 72.)

From a broad psychological standpeint, we can certainly take the view that it is a
proper subject to investigate and to establish results about the relative accuracy of
priors of different individuals with different bases of experience. What Savage has to

‘say, in the last quotation, about comparisons with taste, is too simple. We can agree

that there will be differences in taste, even among experts. But it is also important
to make the point that we can properly and empirically assess whether or not the
accuracy of priors of experts in a subject are better or worse than beginners and, in
fact, who among the experts has a better record. Again, although this is a worthwhile
topic, it is one for another occasion.

What I want to focus on here is what kind of account, even if necessarily schematic,
can be given about the psychological mechanisms back of the formation of our Bayes-
ian priors. I have quoted extensively from the important early works of Ramsey, de
Finetti and Savage to show how little attention to the analysis of such mechanisms was
given in their thinking about subjective probability. I do not think that the topic of this
article has been much studied by very many people in the period in between, although
I shall not try to undertake a survey of the large literature on Bayesian questions in
the last half century.

The remainder of this article is organized into three sections. In section two, I
consider, first, as a simpler problem, the computation of the truth of ordinary sen-
tences. The focus is on the psychological mechanism at the basis of the computations.
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Section three directly concerns Bayesian priors and also the problem of estimating
expectations. Section four examines a detailed experiment relevant to how priors are
learned.

2 Computation of truth of ordinary empirical statements

The thesis advanced in this section is this. The method of computing the obvious truth
or falsity of ordinary empirical statements by a person who ordinarily should be quite
familiar with the basic facts is that sueh computations are a special case of the com-
putations used in computing prior probabilities. Admittedly, at this stage, the phrase,
“computing prior probabilitics” is a little vague and possibly misleading. I have in
mind, of course, computation of a degree of belief.

The theory of the computation of such truths, i.e., the truths of ordinary empirical
statements, or a partial belief in them, is an important aspect of how the mind works. It
is by no means anything like the whole story of the computations in which the mind, or
the brain, is involved. Very much more is mvolved in even the simplest computations
of perception. Just think of the necessary computations to decide that the perceptual
image from a certain perspective of a person 200 m away is indeed an image of your
oldest child. In many ways, what I shall have to say about the computation of partial
beliefs will be much simpler, at least as I shall sketch the computation, than that of
organizing such perceptual input into forming a partial belief about what I am seeing.
Put another way, because of the great importance of perception in all our activities, we
are continually forced to make a dazzling array of computations in processing stim-
ulus input that actually reaches the cortex of our brains as electromagnetic signals,
reflecting a degree of abstraction, in some sense, from the vivid language of ordinary
talk about processes and things, that is mind boggling when first encountered. Indeed,
the electromagnetic signals that the cortex processes seem inherently more difficult to
understand than the sensible forms of Aristotle’s theory, as set forth in the De Anima.
For the forms of sensible objects, without the matter, as Aristotle puts it, generate
immediately a kind of geometrical image.

In spite of my references to electromagnetic signals, discussion here will be at a
still more abstract psychological level most of the time, but I will turn back on several
occasions to the brain rather than the mind, because, historically, the literature on the
mind is almost entirely absent any serious theory of computation. So, to continue this
general point about computation and how the mind works, all the vast machinery of
perception that reduces observed features of things and processes to electromagnetic
signals sent to the cortex is ignored in ordinary or philosophical talk about experience.
And so modern philosophy of mind is not concerned with how we learn about the
ways in which phenomena in the world are connected. I choose the last word delib-
erately. The approach to computation about such things and processes, characteristic
of our minds, was well recognized by Hume, the godfather of the central mechanism
of association, and already foreshadowed by Aristotle. So, what I shall insist on here
is the universal role of association as the main method of computation about our
experience—the main method of computation in the brain, (and in the mind, if you
will) in dealing with ordinary experience. Some cognitive scientists will be aghast at
this universal claim, but in this age of connectionism and neural networks, there is
much on my side, and little on theirs. '
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The point is an important one, even if there is not space here to muster all the
arguments that I think are relevant. I will make the following general point about
computation. It is sometimes felt that a very clear criticism of behaviorism and con-
nectionism in relation to much cognitive behavior is easily made. Rules play too
central a role, it is claimed, to believe a connectionist account could be correct. This,
however, rests upon a deep mathematical misunderstanding of what can be done
with quite simple methods of association or conditioning. It is evident from the many
proofs that any computable function can be computed by a universal Turing machine,
by a universal register machine, or by any of six or seven other devices. Very simple
_ primitive ideas are quite sufficient, once there is any method of recursion available, to
prove that the basic device to do the computing can be quite simple in conception. This
is exactly what is true about the basic ideas of association, which go back a long way
in discussions of the mind and of the brain.. For something more rccent than Hume,
but eloquent on the importance of association, I recommend the wonderful chapter
on association in James’ Principles of Psychology, published in 1890. James, of course,
did not necessarily think that you eould build the whole story up from associations.
This is the thing that is new, and not really known in any serious way, until the work of
Turing, Church and others in the 1930s. It is now a well-established fact, and too often
ignored in cognitive circles, where the well-developed and elaborate foundational lit-
erature on elementary methods for computing any computable function do not seem
to be well known. (A reference for the proof of the computational power of neural
networks or associative networks is Siegelmann and Sontag, 1995.)

On the other hand, it is certainly appropriate to concede that it then becomes
a task for those of us who believe in association as fundamental, to prove that the
details can be worked out and indeed nothing else is needed. I should mention an
important psychological point about the foundations of mathematics in this connec-
tion. It isn’t a direct point about computation, but an indirect one. This is the fact
that all standard mathematics can be based on just the concept of set membership,
that is, of an element belonging to a set. From the standpoint of the rich development
of mathematics through the 19th century, reduction to this simple qualitative notion,
with all other concepts of mathematics following by definition, seems incredible when
first encountered. It is a lesson not often contemplated enough by cognitivists seeking
some primitive source of complex rules, still in all of their complexity. Of course, the
really shining example, currently, is what can be done with digital computers when
faced only with strings of zeroes and oncs. Well, I have hammered enough on this
point. I consider it obvious, but, somehow, in need of repetition rather often, in some
circles.

All of these remarks are a kind of prolegomena to what I say in a more detailed
way about the computation of the truth of ordinary empirical statements. I want to
deal with ordinary truths in a direct way, before considering the more complex case of
having probability judgments about such matters. One point I want to make is that I
shall not, in this discussion of truth, distinguish between beliet and truth. It is possible
to be too zealous, from a philosophical standpoint, and not accept a discussion of
the truth of ordinary statements, as opposed to “Which ones do you believe to be
true?”. In my vicw, for ordinary discourse and commerce in the world, there are all
kinds of statements that we say are true. We say this in a natural way, and there is
no fussing about “Do you believe it?” as opposed to “Is it true?”. In fact, in much
ordinary discourse, claims about belief are used to express doubts about truth, not as
a separale point of positive emphasis,
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Anyway, I want to give a sketch of the theory of how such ordinary computations
of truth are made. In doing so, I draw on a recent article of mine with Suppes and
Beziau (2004).

The basic idea is that the computations are made by an associative network with
brain representations of words being the nodes and the links between being the asso-
ciations. Of course, more complicated things than brain representations of words can
be on the nodes, but I will restrict myself mainly to that case in this brief discussion. In
the imitial state, not all nodes are linked, but what is important about this associative
network, as opposed to many to be encountered in discussions of artificial intelligence
or elsewhere, is that the network is dynamic, in the sense that we have a fundamental
change of state. Therc are, in this simple formulation, just two states, quiescent and
active. No learning or forgetting is considered. It is assumed, without being formu-
lated here, that, after a given sentence is responded to as being either true or false, all
the activated states return to quiescent. I don’t state that, but, intuitively, that is the
way to think about the process. The axioms are meant to be formulated just for the
evaluation of a single sentence, not for giving an account of how the process works
over alonger period of time. The way to think about the networks introduced is that a
person is asked to say whether a sentence about familiar phenomena is true or false. It
is very natural to ask that, and not to have a quibble about “Do you believe this, even
though you don’t know whether it is true?”. We take things that are so obvious every-
one accepts them as true. An example, much used in experiments on these matters,
are simple geography sentences. Here is one: Warsaw is not the capital of Austria. So,
what is input comes from outside the associative network in the brain. I will consider
only specken words forming a sentence, although what we are saying also applies to
visual presentation of words and sentences, as well. So, as the sentence is spoken, the
sound pressure image of each word that comes to the ear is drastically transformed by
a sequence of auditory computations leading to the auditory nerve fibers presenting
a certain electromagnetic signal to the cortex. Such electromagnetic signals are the
brain images mentioned here. In other work, I have been much concerned with seeing
if we can identify such brain signals as brain representations of words. But, I shall not
go into that work in any detail here. For references, see Suppes, Lu, and Han (1997)
and Suppes, Han, Epelboim, and Lu (199%a, 1999b). I also won’t go into detail about
current views of the best description of these brain representations of words, but 1
shall just refer to them in what follows as brain representations without saying meore.
The basic assumption is that we have brain representations of the individual words as
the representing electromagnetic signal entets the cortex.

In the axioms formulated below, we activate quiescent states, that is, we move them
from the quiescent to the active state by using the energy for this activation from that
brought into the eortex by the brain representation of the verbal stiinulus input. The
speed of this activation is important in detailed studies of such semantic phenomena
as listening with clear comprehension to a fast talker or reading quickly. However, the
parameters of activation will not be explored here, although the subject is important
for psychological and neural studies. After the activation of the brain representation
of words by external stimuli, we next assume that the links between two activated
brain representations are also activated using this same source of energy.

However, it is likely that the energy does not all come directly from the verbal
stimulus but can be passed along from one node to another by a phenomenon char-
acterized some decades ago in psychological research as spreading activation. For
example, in a sentence about a city like Rome or Paris, some familiar properties are
@ Springer
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closely associated with these cities and the brain representation of these properties
may well be activated shortly after the activation of the brain representations of the
words Rome or Paris, even though the names of these properties, or verbal descrip-
tions of them, did not occur in any current utterance. This is what goes under the
heading of spreading activation. Some form of it is essential to activate the nodes and
links needed injudging truth, for, often, we must depend upon a search for properties,
which means, in terms of processing, a search for brain rcpresentations of properties,
to settle a question of truth or falsity. A good instance of this, to be seen in the one
example considered here, is the 1-1 property, characteristic of such a word as capital:
x is capital of y. Where here, x is ordinarily a city and y a country. There are some
exceptions to this being 1-1, but they are quite rare and, in ordinary discourse, the 1-1
property is automatically assumed. But this is only one of hundreds of other examples,
easily given, that arise in ordinary conversation.

One other notion introduced in the axioms for computing truth to be given shortly
is the notion of the associative core of a sentence, in our notation, c(S) of a sentence
S. In much casual computation of truth, we strip away immediately in our processing,
50 it is conjectured, the brain representations of words not critical to the particu-
lar question of truth and not having direct relevance. For example, in the kinds of
geography sentences given in the experiments referenced above, where similar syn-
tactic forms are given and the sentences are given about every 4 s, persons apparently
quickly learn to consider only the key reference words, which vary in an otherwise
fixed sentential context, or oceur in a small number of such contexts. So, for example,
the associative core of the sentence Berlin is the capital of Germany is a string of brain
representations of the three words Berlin, capital and Germany, for which we use the
notation BERLIN/CAPITAL/GERMANY, with, obviously, the words in caps being
used to denote the brain representations of the words (or other external things and
processes).

As a matter of notation in formulating the axioms, we do not, in these simple
examnples, need to distinguish between the quiescent and activated state for nodes,
but we need to do so for links. We use the notation ~ for the quiescent state of a link,
as in Berlin ~ Germany, and = for the active state, as in Rome ~ [ialy.

‘The first axioms are for the initial state, which, as suggested earlier, we always
assume to be quiescent, before any activation of brain representations of words by
external stimuli,

Axioms for the Initial State

Axiom I1 No brain representations of words are activated, all those present are in
the quiescent state. .

Axiom I2 All the links between brain representations of words are quiescent.

Axiom I3 There are no links between brain representations of alethic words (true,
false) and proper words. . ) -

Axiom I4 There are quiescent links between the brain representations of fafse and
not, and between #rue and not.

Axioms for Activation

Axiom Al Given an input sentence S(w1, ..., wn), the probability of the brain repre-
sentation of a word w;(1 < { < n) of § in a quiescent state being activated
is equal to or greater than 1 — ¢.
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Axiom A2 Given an input sentence S(wy,...,W,), the events of the brain represen-
tations of words w; being activated are probabilistically independent of
each other.

Axiom A3 If the brain representations of two words are activated and there is a
quiescent link between them, then this link becomes activated.

Axioms for True

Axiom T1 If the associative core ¢{S) of a sentence S is activated, then-a link is
activated between the brain representations of frue and ¢(S), and the
brain representation of frue is activated.

Axioms for False

Axiom F1 If the brain representations of frue and nof are activated, then the brain
representation of false is activated.

Axiom F2 If there is an activated link between the brain representation of true and
the associative core ¢(5) of a sentence S, and the brain representation of
not is aetivated, then a link is activated between the brain representation
of false and the core c(not S) of the sentence not S.

Axioms for Spreading Activation

Axiom 51 If W is activated, then the most familiar properties associated with W are
also activated.

Axiom 82 If Wy = W; or W2 &~ Wi, and Wy ~ W3, then the associative core
W, Wa W5 is activated. '

Axiom S3 If the associative core Wy W2 W3 is activated, W or W1 is activated, W] #
W, and W # W3, and W5 &~ 1 — 1, then the brain representation of false
is activated and the link is activated between the brain representation of
false and the activated associative core W; W2 W3 or Wy W2 W2, as the case
may be.

Example. By Axiom I1, we have the same imtial state of the network, with alf the
links quiescent, e.g., PARIS ~ CAPITAL, and after activation we use the notation
PARIS ~ CAPITAL. In the example itself we show only the activated links. In the
notation, as remarked earlier, we do not distinguish between the quiescent and aeti-
vated state of brain representations, but only for their links. So in the first time point
t1 of the example, ROME, it is assumed, is activated in accordance with Axiom Al.

Initial State:

FPARIS ~ CAPITAL, ROME ~ CAPITAL
FRANCE ~ CAPITAL, ITALY ~ CAPITAL
PARIS ~ FRANCE, ROME ~ ITALY
CAPITAL ~1-1

TRUE ~ NOT, FALSE ~ NOT
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Example. Rome is the capital of France.

f1. ROME Ax Al

2. CAPITAL, CAPITAL ~1-1 Ax Al, 81

3. FRANCE, ROME = CAPITAL Ax Al, A3

.t4. CAPITAL =~ FRANCE Ax A3

£5. PARIS/CAPITAL/FRANCE Ax 52
ROME/CAPITAL/ITALY

6. TRUE = PARIS/CAPITAL/FRANCE AxTI1
TRUE ~ ROME/CAPITAL/ITALY
{7. FALSE = ROME/CAPITAL/FRANCE AxS3

I stop atstep ¢7. It is obvious that if we want to go on to the behavioral response true
or false by the person serving as a subject in the experiment, or as a conversational
companion, we need to have a much more elaborate theory beyond what we’ve given
here for the brain orgamization of the motor response following ¢7. But that we shall .
not do on this occasion. :

3 From truth to estimating probabilifies

Nearly as common as our empirical statements, which are implicitly énunciated in
such a way as to make clear that they are held, without any questicn, to be true, is our
more tentative estimation of future events, or statements about past events, whose
occurfence is uncertain in our minds. A familiar idiom of great importance, both in
ordinary conversation and in the theory of probability, is the rich notion of expecta-
tion. So we speak of expecting to be home in 30 min, expecting to lose five pounds in
the next 2 weeks on our current diet regime, or expecting to purchase a new car for
less than we had anticipated, because of the highly competitive nature of the market.
In all these cases, expectation is our way of dealing with events that are measured in
terms of quantity. So, the outcome is not just a yes or no occurrence, but something
to which is attached a quantitative measure —time measure, dollar measure, pound
measure, ete. 'l say more about expectations later. At the moment, I will extend the
analysis of the previous section by just considering events that occur or do not occur.
Moreover, to simplify the formulation and discussion of examples, I restrict myself
to events and their brain representations rather than consider sentences. This change
is made for simplification but also matches ordinary practice, which probably uses
an event formulation more than a statement formulation as the basis for probability
claims. This also matehes theoretical developments as well. The statement formuta-
tion of probability, as in confirmation theory, developed mainly by philosophers, is
not widely used for many reasons in systematic theoretical and scientific applications
of probability theory. The set-theoretical framework of events is more common and
useful for many familiar reasons, which I will not repeat here. (The foundations of this
set-theroetical view, written in a way that is meant to be aceessible to philosophers, is
given in Chapter 5 of Suppes (2002).)

A second point about what I shall limit myself to doing here is that I will not
generalize in complete form the axioms given in the previous section dealing with
the case of the truth of simple empirical statements, but only sketch their formal
developments, because a fully adequate fornal development is quite.elaborate and
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would require a much larger excursion into technical details than is appropriate. So,
the remainder of the discussion in this section will be at an informal level. 1 do give, in
the following section, a detailed example that represents a relatively simple restricted
set of theoretical ideas that have also been extensively tested experimentally.

So, as we turn from truth to the estimation of probabilities, especially Bayesian
priors, there are a number of observations with which I want to begin. The first is
that such priors arc bascd on a variety of experience, not on the sharp outcomes of
well-planned experiments. The fundamental point is that we come to the design-of
experiments with such Bayesian priors well developed. It is they which guide, in many
different ways, our thinking about the design of such experiments. It is, of course,
a fundamental point about the design of experiments that we do not come to them
with well-prepared algorithms, mechanically applicable, to hand us the design on a
silver platter. It is not at all that way. Designing an experiment and executing that
design, is rather like designing a house and then building it. There are many, many
practical decisions that must be taken along the way that are no part of any set of
known algorithms and that are inescapable in actual work. Our prior knowledge
is the most helpful thing we have. It is our prior knowledge or experience—and 1
emphasize experience rather than knowledge, because much of this experience is not
consciously articulated —that marks the difference between amateur experimenters
and experienced ones. Imagine turning an amateur at loose in a modern physics lab-
oratory. In almost any aspect of experiment now conducted in physics, from quantum
entanglement to superconductivity, prior experience is the key to success. This kind
of experience is gained from the kind of apprenticeship that is very similar to what
had been going on for thousands of years in any specialized activity to be found in
ancient China, ancient Egypt or ancient Mesopotamia. Put another way, this kind of
prior experience is necessary in every aspect of ordinary affairs requiring some kind
of learmed competence, from driving a car to cooking a decent meal.

And important in this formulation is the recognition that, by Bayesian priors, we
do not mean the beginning of the beginning, but the beginning of the end, in the
sense that when we come to any of these tasks, we come with much developed skill
and experience, The prior refers only to our state of knowledge, skill and practical
competence as we face the task at hand. The term Bayesian prior, of course, applies
particularly to experiments, where we may be anxious to develop a body of knowledge
into which the likely outcomes of the experiments will be accepted by all, or almost all,
competent persons. This acceptance should lead to a modified posterior probability,
which can, in turn, be taken as a future prior.

My theoretical point is that the basic mechanism of forming these priors, as in
forming many other things, is that of association. I emphasize again the central view-
point here that the mechamism of association is, if not universal, nearly universal, in
the acquisition of knowledge and skill in animals and men. It is not something special
that is turned on for the purposes of acquiring a Bayesian prior, but is a deep mecha-
‘msm of animal orgarnisms from Aplysia to Homo sapiens. What is also apparent from
what I have just said is that, though we may be hopeful of stating some general laws
of association, the detailed analysis of the way associations are built up in everyday
heterogeneous experience will not be practical in any detail. Just as in the external
world, the testing of physical theories in heterogeneous experience scarcely occurs at
all. And, as everyone knows who has thought about the problem for any length of
time, it is impossible to consider writing down the differential or difference cquations
governing even the detailed motion of the leavesin the tree outside my study as I write
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these words. So, no apologies are needed for being able to find only partly systematic
verification for the claims that are made for association, because this is no different
from the claims that can be made for any physical law. On the other hand, this is not
to make the claim that the mechanisms of association are currently as well formulated
and as well understood as are the mechanisms postulated and tested in many parts of
physics.

However, we model things in particular, there are two general assumptlons of
importance we neced. The first is that, as we build up the strength of associations,
there is an independence of path assumption that holds, at least approximately. This
means that the exact historical path we followed in the experience of building up an
associative connection does not strongly affect the strength of the association. The
same strength can be reached by many other paths. The important point is that we do
not need to know the detailed history of the past to infer the current intensity. This
would, it seems plausible, impose an impossible burden on memory to require that
we do indeed continue to keep track of each past positive increment to the intensities
of associations. I think it is fair to say that the evidence is substantial that, in spite of
the vast capacity of human and animal memories, brain computations based on such
histories would be too slow for practical biological use.

The second approximate general assumption is the fading influence of the past,
which means that our system of knowledge, skills and actions is approximately ergo-
dic. In other words, the influence of the past fades away in some approximately
exponential fashion. What I have just said about memories would be an example of
this. The accumulated experience of the past is kept in the relative intensities of asso-

ciation, but the memory of each increment, positive or negative, to these associations,

is not kept. It is necessary, of course, to say that this ergodic property is approximate,
because there are some salient memotries that are remembered, but, compared to the
total experience, their relative scarcity is evident.

Slmple example. So, the mechanisms for estimating probabilities can be exempli-
fied in a familiar example. Someone asks me the question “Will it rain in London
tomorrow morning?” I compute my answer by using the associative network of fea-
tures and patterns of features in memory activated by the brain representations of the
words “rain”, “London”, and “tomorrow morning”. This activation is now postulated
to be more complicated than that of the previous section. In particular, it seems essen-
tial and fundamental that some concept of intensity be used to represent the varying
strengths of associations. And, we shall do so using notation familiar in current work
in neural networks by speaking of varying weights w;, where w; is meant to represent
an intensity built up from past associations. Various detailed schemes for the way in
which these intensities build up will be considered in the next section. The outcome,
now, of computation in the associative network of the estimated probability can have
in summary form, a simple representation:

rain: > w;=r
noraim: ) w; =7
r
robability of rain = ——
P your r+r

Of course, what I have shown here is the outcome of the computation, not how
the computation itself was made. And, again, this will be illustrated in detail for an
experimental example in the following section.
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More on representation and association, We can see from this simple example the
main ways in which the axioms considered in the previous section on truth must be
extended and changed. First, there must be a clear mechanism for the build up of the
intensity of activation in terms of change. Second, we must, explicitly, not consider
just a given event, but, for the estimation of its probability in some form, the prob-
ability of the opposite happening. In some cases, there may be schemes for directly
estimating only the probability of the event, but it is most natural, when weights are
used, to determine probabilities from simple relationships between the weights, as
in this example. Another important point of extension of the earlicr axioms, espe-
cially as we move on to the estimation of probability, is that it is necessary to think
in terms of brain representations of other things than words. Words will continue to
be important and they seem fundamental in much of cur own mental activity. But,
certainly, it is wrong to think just in terms of words as we move to nonhuman animals,
where the brain representations must be of past experiences, obviously nonverbal in
form. But 1 see no problem with the representation in the brain of many different
kinds of things—words, past events, past scenes that we have seen or things that we
have heard. For example, the way in which passages of music, familiar from the past,
generate brain representations that associate to a variety of emotional experiences is
well known. . . -

~This remark may well raise a question in the minds of some, especially those ori-
ented towards analytical philosophy or cognitive psychology: “But where are the
concepts? Why speak of the brain representation of the word rain as opposed to the
brain representation of the concept of the word rain?” My answer to that is that we
don’t have brain representations of concepts, in the sense that we can physically iden-
tify events in the brain and say “Ah, there is the concept of rain.” The events localized
in time and space, so to speak, that we identify will be representations of concrete
events, for example, instances of rain, or instances of words. As many readers will
recognize, what I am upholding here is the exemplar theory of concepts. This is the
theory that originates with Berkeley and Hume and is stated so eiegantly in an early
passage in Hume’s Treatise of Human Nature (1739). This theory is also prominent
among current theoties of concepts. It stands more or less as a co-equal with the
prototype theory and the classical definitional theory, (For a current account of psy-
chological research on these three theories, see Murphy, 2002. But the most elegant
exposition is given in the early pages of Hume’s Treatise.) We need not be so sarcastic
and sardonic as Berkeley, making fun of Locke’s theory of abstract or general ideas,
when we affirm there is much in the activity of the brain, as now understood, at least,
to confirm Berkeley and Hume and the current exemplar theory. (For some detailed
neural data on this point, see Suppes et al., 1999a.) For those who like their con-
cepts clean and simple, there is much that is disturbing about the associative-network
view I am proposing. For the networks have a natural inexhaustible complexity, as
William James puts the matter nicely in his chapter on association in the Principles
of Psychology.

The jungle of eonnections thought of can never be formulated simply. Every
conceivable connection may be thought of —of coexistence, succession, resein-
blance, contrast, contradiction, cause and effect, means and end, genus and
species, part and whole, substance and property, early and late, large and small,
landlord and tenant, master and servant-—Heaven knows what, for the list is
literally inexhaustible.
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...If pure thought runs all our trains, why should she run some so fast and
" some 50 slow, some through dull flats and some through gorgeous scenery, some
to mountain-heights and jewelled mines, others through dismal swamps and
darkness? —and run some off the track altogether, and into the wilderness of
lunacy? Why do we spend years straining after a certain scientific or practical
problem, but all in vain — thought refusing to evoke the solution we desire? And
why, some day, walking in the street with our attention miles away from that
quest, does the answer saunter into our minds as carelessly as if it had never
been called for—suggested, possibly, by the flowers on the bonnet of the lady in
front of us, or possibly by nothing that we can discover? If reason can give us
relief then, why did she not do so earlier?
(James, 1890, pp. 551-552)

The patterns of association are rather like the patterns of railroad tracks built up
over a century. Many are still used. Other are only barely visible and for some only
the right-of-way ean now be faintly seen. There is no sharp definition as to what
the current state is, depending on use, on property rights, and etc. And, so it is with
associative networks. The main tracks we know well. They lead to the simple truths
exemplified in the previous section. The common tracks for common talk about prob-
abilities and expectations in everyday matters are of lesser strength in association but
still quite manifest. The wilder reaches of association are another thing, still there and
still important for some purposes, but seldom used. There is no drawing a line of any
analytical precision as to where the associative network of a given concept ends and
those of new ones begin. The line to be drawn is as arbitrary, if prec151on is insisted
upon, as is that between the analytic and the synthetic.

Estimating expectations. For most ordinary experience, expeetations are the nat-
ural device for reducing full prior distributions to their mean, that is, in technical
terminology, their expectation. So, if someone asks about a companion expected
for lunch, “How late do you expect her to be?”, the answer to this question is the
expected value of the distribution {or, if we wanted to put it in other technical terms,
the expeeted value of the random variable with the distribution in question). So, the
answer might well be, “something like five or ten minutes late”. Even the estimation
is given in only rough and approximate form. In ordinary statistical practice, idealized
in form as it often is, there is talk of giving an entire prior distribution to form a
proper Bayesian prior. But, in faet, in most cases, those priors are very unrealistic. If 1
have any kind of complicated problem, including an experiment involving a number
of different variables—the variables being almost certainly not independent—there
is usually no serious deliberation about a multivariate prior expressing the depen-
dencies, This thought is not original with me, As might be expected, there is a large
Bayesian literature of a variety of sorts, on what to do about the presumed complexity
of any prior faithful to nuanced partial beliefs. A good survey of the many possible
theoretical ways of eliciting priors is given in Savage (1971), but this extensive survey
still scarcely touches on the deeper philosophical or psychological problems of how
to think about what would seem to be a very subtle joint distribution or, at least, a
collection of marginal distributions of several variables at once. So, for example, for a
medical diagnosis we might group together physical reports on the Iab results and, in
another group, observation reports from the physician. It seems likely that the elicited
joint probabilities for these various collections of random variables would not, in fact,
. have a proper joint distribution without some adjustment of the further reaches of
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naive estimation. This problem, which seems to me to be a most realistic and complex
one, taken as a whole, is not often discussed and analyzed. In this connection, it is
- important to recognize that most of the extensive literature on these matters has been
written by mathematical statisticians, who are much more concerned with smoothly
running schemes for somewhat limited applications, rather than extensive psycho-
logical analyses, as detailed as possible, of what joint probabilities or joint improper
priors, we might say, are actually held by beginners and experts alike in any given area
of experience. .

Back to the details about ordinary expectations, one thing that is very different
from simple prior probabilities and expectations is that expectations often contain a
time interval and not simply a point estimate of something at a given time. So, for
. example, I may say “I expect to lose five pounds in the next three weeks”. And I give
“some different estimate if I am asked what do I think will happen in 5 weeks.

Small-seale holism. The complexity and subtlety of this problem of estimating prior
probability distributions that depend on many variables is met in practice by what I
call small-scale holism. Here are some simple examples. Going to an ordinary restau-
rant, I expect as a table setting, with nearly probability one, one knife, at least one
fork and at least one spoon. But I'm not upset, if I'm too restrictive on the knives;
in a fancy restaurant, we may see at least two. The point is, I would be astounded to
receive neither a fork nor a spoon, but, let us say, only a knife. If I go to a Chinese
restaurant, I would be astounded to receive exactly one chopstick, for which I would
ordinarily have the prior expectation of zero, but would have a high expectation of
receiving two. ,

As another example, if I have a dinner party at which Alice and Bob are invited,
I expect to receive both of them at about the same time and I am surprised if one of
them does not appear at all, ot if one of them appears at a different time, an hour
later, after the dinner is nearly fimished.

Perhaps an even better example is that we have very large but very simple and
extreme probability distributions for the appearance and particular location of salient
pieces of furniture in rooms we often visit. We don’t notice that everything is still in
place, especially, because our perceptual system is geared for change and contrast, but
we would be quite happy in remarking, even after an absence of some time, “Well,
nothing has changed, I see, in this room™.

There are many more complicated examples of such small-scale holism. By long
association, we expect many objects and processes to be almost always together, and
to have certain features. An example would be something very complicated, but very
familiar— the spatial and temporal distribution of a style of walking of our parents or
children. We do not really know the components, and cannot write down an analytical
account, of the exact style from a physical or mechanical standpoint, but we recognize
the whole mystery and the same is true of the now much studied but still complicated
matter of the recognition of familiar faces. We are biologically evolved, for safety or
opportunity, to be alert to violations of these holistic and extreme expectations—by
extreme, I mean, of course, events that will occur with either probability one or zero,
conditional on something else having occurred. Or, in the case of quantitative matters
that occur close to the expected mean.

As already mentioned, the fundamental law of perception, and the corresponding
brain activity in man or animal, is contrast and change. This is what is salient. But this
contrast and change require a background, in fact, an extensive background of holistic
expectations that are nearly constant and also extreme in probability. Otherwise, the
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practical computational problem of evaluating change is too difficult. If all our scenes
change continually, all at once, with nothing to hang onto, we would be hopelessly
lost.

‘Finally, in this general discussion of prior probabilities and expectations, I want to
emphasize the deep tension in philosophical world views, between those who held
that most experience can be explicitly verbalized, perhaps expressed in very detailed
priors or simple beliefs, and those who stress the importance of experience, in fact, the
overwhelming bulk of experience, that cannot be accurately or even approximately
described verbally. As should be clear from my many different remarks, already, I
belong to the latter camp, so I stress that what we can elicit is, in fact, a crude approxi-
mation to the detailed mechanisms at work in many of our activities, both mental and
physical. Moreover, what we can bring to consciousness, to put it another way, is also
just as crudely approximate. This is not a matter to gointo in great detail here, but it is
important to separate the consideration of pricrs, how they develop and how they are
used, from the question of just how much can be verbalized. My answer is very little,
when all that goes on is taken into account. But that which can be verbalized can be
used in an important way, as can other aspects of consciousness, such as the partial
results of memory searches or verbal suggestions as how to find something hidden
away in the deeper traces of the past. '

4 Experimental example: construction of Bayesian priors

As already indicated, the word “prior” is somewhat misleading. Except in the most
extreme cases, priors that are meant to be subjective and an expression of held beliefs
are not prior to experience, but prior to experimentation. Experience of an empiri-
cal sort and, to some extent, undoubtedly, internal computations, are the source of
Bayesian priors. This naturally leads to the question “Can we design experiments that
give us the impression of how, for experimental conditions that are sharply controlled,
priors are built up?” We will, of course, not be able to observe the priors directly, but
we can make standard statistical inferences from the experimental data to various
models about which priors help provide a better fit than others.

I emphasize again, to avoid any sense of paradox or confusion, that the analysis
of experimental data for characterization of priors assumes that the priors depend on
earlier experience. They are meant to be models of the kind of subjective priors that
are used in designing and organizing experiments in every discipline, from astronomy
to zoology. A good deal more is to be said about this latter topic, but it will not be
pursued here.

A second general point to note is that the detailed consideration of how priors are
built up in experiments provides a direct commentary on proposals of a normative
kind from statisticians and philosophers about how prior experience should be used.
By and large, the proposals for using prior experience, when that experience is not
being made explicit, is not very well thought out, in my own judgment, in either the
philosophical or the statistical literature. Most importantly, it would be my contention
that none of the models usually considered, from such a normative standpoint, are
very close to giving a correct account of what human subjects seem to do in experi-
ments of a great variety of kinds. What is perhaps most missing from the normative
viewpoint is any attempt to deal with the subtle phenomena of attention and percep-
tion that affect the way in which experience is filtered. After that filtering, which is
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a first step, the second one is how the residue of the filtering is next used to modify
the current state of belief I also must confess that I use reference to belief here with
some uneasiness, for I have in mind all the kinds of nonverbal habits that are built
up from experience and which certainly depend, in their use of perception and the
motor-response system, on Bayesian priors of one sort or another. I have in mind
such familiar habits as style of walking, talking or running—habits that are learned by
children early and usually never lost.

Source of example. The example 1 COIlSldel' comes from earlier work of mine
focused on extending stimulus-sampling theory to situations involving a continuum
of possible responses (Suppes, 1960). The formulation of the theory given here differs
from the earlier one in stressing the role of association. The theory for a finite number
of responses stems from the basic article by Estes (1950); the present formulation
resembles most closely that given for the finite case in Suppes and Atkinson (1960). A
major conceptual revision that does change the explicit computations of response dis-
tributions is to introduce brain representations of stimuli and to have the associations
be physically between these representations and brain representations of responses.
So we relabel the theory as a theory of stimulus-response associations, where-it is
understood the associations are in faet physically between the brain representations
of stimuli and responses. '

The experimental situation consists of a sequence of trials. On each trial the subject
(of the experiment) makes a response from a continuum of possible responses; his
response is followed by a reinforeing event indicating the correct response for that
trial. In situations of simple learning, which are characterized by a constant stimu-
lating situation, responses and reinforcements constitute the only observable data,
but stimulus-sampling theory postulates a more complicated process which involves
the association and sampling of stimuli. In the finite case the usual assumption is’
that on any trial each brain representation of a stimulus is associated to exactly one
response’s brain representation. Such a highly discontinuous assumption seems inap-
‘propriate for a continuum of responses, and I have replaced it with the postulate
that the association of each stimulus’s brain representation is spread over a certain -
interval of possible responses’s brain representations, possibly the whole available
continuum. In these terms, the association of any stimulus’s brain representation may
be represented unmiguely by an association distribution.

The theoretically assumed sequence of events on any trial may then be described

as follows, where br stands for “brain representation”, assoc stands for “association”
and distrib stands for “distribution”:

trial-begins certain br of response reinforce possible
witheach — stimuli — response - occurs — -ment — change
stimulus’s are sampled occurs in assoc
br having sampled from distrib
an assoc assoc OCCILES.
distrib distrib

Axioms. The axioms are formulated verbally but with some effort to convey a sense
of formal precision. It is not difficult, although not wholly routine, to convert them
into a mathematieally exaet form. As already indicated, they fall naturally into three
groups. In the statement of the axioms I use x for the response variable and z for
the parameter of the association distribution K;(x; z) of any stimulus s”s brain repre-
sentation. Moreover, z is the mode of the distribution; for the circular disc apparatus
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considered later in the experiment, it is also assumed to be the mean, but not all -
apparatus to which the theory applies is so completely symmetric.

Associafion Axioms

Al. For each stimulus s’s brain representation, there is on every trial a unique asso-
ciation distribution K;(x;z) on the interval [4, 5] of possible responses’s brain
representations such that (a) the distribution K;(x; z) is determined by its mode
z and its variance; (b) the variance is constant over trials for a fixed stimulating
situation; (c) the distribution K;(x;z) is continuous and p1ecew1se differentiable
in both variables,

A?. If a stimulus is sampled on a trial, the mode of its brain representation’s associa-
tion distribution becomes, with probability &, the point of the possible response’s
brain representation (if any) which is reinforced on that trial; with probability
1 — 6 the mode remains unchanged.

A3, If no reinforcement occurs on a trial, there is no change in the association
distributions of sampled stimuli’s brain representations.

A4, Stimuli which are not sampled .on a given trial do not change their brain
representations’ association distributions on that trial.

AS5. The probability 8 that the mode of the association distribution of a sampled stimu-
lus’s brain re presentation will become the point of the reinforced response’s brain
representation is independent of the trial number and the preceding pattern of
occurrence of events.

Sampling Axioms

31. Exactly one stimulus is sampled on each trial.

S2. Given the finite set of stimuli available for sampling on a given trial, thc prob-
ability of sampling a given element is independent of the trial number and the
preceding pattern of cccurrence of events.

Response Axioms

R1. Ifthe sampled stimulus s and the mode z of its brain representations’s association
distribution are given, then the probability of a response in the interval [a,a2] is
Kslaz; z) — K¢laq; 2).

R2. This probability of response is independent of the trial number and the preceding
pattern of occurrence of events.

Because of the similarity of these axioms to those in Suppes and Atkinson (1960),
with the exeeption of references to brain representations, I shall here mainly comment
on those aspects peculiar to the continuum case. As already remarked, the assumption
[Al{a)] that the association distribution of any stimulus is determined by its mode
and variance, rather than its mean and variance, is used in order to permit application
of the theory to unsymmetrical apparatus. For instance, suppose the experimental
set-up consists of a bar a meter or so in length on which the subject is to set a pointer
to predict the occurrence of a spot of light. It seems unreasonable to suppose that
the assoeiation effect of a reinforcement near the end points of the bar will be sym-
metric to the left and to the right. For such a situation the mean of the association
distribution (of a sampled stimulus’s brain representation) may not be at the point
of reinforcement even though reinforcement is effective, On the other hand, it seems
psychologically sound to assume that the inode of the association distribution will be
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at the point of reinforcement — granted the effectiveness of association. In the present
formulation of the theory it is essential to have the one free parameter of the asso-
ciation distribution closely tied to the points of reinforcement, for when association
is effective, which occurs with probability 6, this parameter assumes the valu¢ of the
point of reinforcement (Axiom A2). This corresponds to the assumption in the finite
response case that with probability § sampled stimuli’s brain representations become
conditioned or connected to the reinforced response’s brain representation.

The remaining association axioms (A3, A4, AS) have almost exactly the form
which is also appropriate for the finite case. The same is true of the two sampling
axioms. In contrast, the first response axiom, R1, has a much simpler form in the
finite case: with probability 1 the response is made to which the sampled stimulus is
associated. Axiom R1 generalizes this assumption in the obvious manner in terms of
the association distribution of the sampled stimulus’s brain representation.

The three axioms AS, $2 and R2 are, what have been called in the literature, inde-
pendence-of-path assumptions. Only R2 is new here; the other two are also needed
in the finite case. These three axioms are crucial in proving that for simple reinforce-
ment schedules the sequence of random variables which take as values the modes
of the association distributions of the stimuli’s brain representations constitutes a
continuous-state, discrete-time Markov process. - '

We next introduce some notation. In particular, we need notation for five random
variables, their values, and their distributions, as well as a notation for their joint
distribution. Three of these random variables take values in the interval [a,b], the
continuum of possible responses and reinforcements fixed throughout the article.
Thus we have for trial a:

(i) the response random variable X,,, with values x,; or simply x, distribution R,,,and
density rp; '

(ii) the reinforcement random variable Y,, with values y, or y, distribution F,, and
density f,;

(iii) the association-parameter random variable Z;, of stimulus s’s brain represen-
tation, with values z;, or z;, distribution Gg,, and density ggn. As indicated
already, z; is the mode of the association distribution of stimulus s’s brain repre-
sentation. The random variable Z,, without the subscript s, shall take as values

finite vectors z = (Zg,..., Z;y) relative to the ordering (sq,...,55) of the set §
of stimuli.

We also need for occasional use:
(iv) the sampling random variable 8,, with values s, or 5 for the sampled stimulus,
and discrete density o, (it is always assumed that the set S of stimuli is finite);
(v) the effectiveness-of-association random variable D, with value 1 for effective
and 0 for noneffective, and probability ¢ of value 1, following Axiom A2. I use
83 for values of Dy, Thus §;; is always either 1 or 0.

I use J, for the joint distribution of any finite sequence of these random variables
the last of which occurs on trial i, and j, for the corresponding density. For occasional
reference to points in the underlying sample space, £ is used. Finally, the notation
K(xp;z,) for the association distribution of stimulus s's brain representation was
introduced earlier. ‘ .

In terms of these five random variables, the postufated sequence of events on any
trial, which was described informally before, may be symbolized as follows:

ZnQSn—}Xn-?Y,!-?D"QZ,H_].
-a) Springer -
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Note that the value of the random variable Z,, represents the association of each stim-
ulus’s brain representation at the beginning of trial #, for in the present continuous
theory, association is in terms of a one-parameter family of association distributions.

It will also be useful to give a more precise formulation of the response axioms, R1-
and R2, in terms of the notation just introduced. It is intended that R1 should simply
make the following assertion:

22
Pla) <X, <@ |Sn=8Zsp=2) =f fu(x | 5,2)dx = Ky(az;2) — Ks(a1,2).
a

Axiom R2 states an independence-of-path assumption. Let w,,_; be any sequence of
outcomes of the random variables defined up to trial n — 1. Then R2 asserts:

az 1) ‘
[ | S Zsims W1 ) = f 15 2em)dx = Ki(a2,2) — Kola1:2).
@ al

1

The following obvious relations for the response density r,, will also be helpful later.
First, we have that '

tufx) = ju(x),
i.e., ry is just the marginal density obtained from the joint distribution j,. Second, we
have “expansions” like

b
Fal) = ] int, 25,0250
a

b pb pb .
ry(x) = f ] f Jrnlx, Zs,ns)’n—lxn—l)dzs,nd."n—ldxn—l-
a a a

General theorems. This section contains two general theorems, most of which cor-
respond to theorems that have proved useful in experimental work with the finite case.
It is assumed that the reinforcement distribution F,,, which is selected by the experi-
menter, is always continuous and piecewise differentiable in all variables. Under these
assumptions and those of Axiom Al on the association distributions, no questions of
integrability arise. In the first theorem the discrete sum is with respect to the discrete
sampling density a,,.

Theorem 1 General Response Theoremt,

b
@) = 3 on®) [ kst 2gontzdze 8

SES

FProof Mainly by virtue of Axiom S1, which asserts that exactly one stimulus is
sampled on each trial,

b
ra{x) = Jnlx, 5, z5)dzs
>/

b
=3 [ i 15,206 | 20intas)dz. @
S a
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In view of Axioms Al and R1,

Ja(x | 5,25) = ks(; 24); (3)

from Axiom S2, the independence-of-path assumption on sampling,

Jn(s | z5) = op(s); (4)

and on the basis of the notation for the density g, introduced earlier,

in€Zs) = gan(2s)- (5)

The theorem follows immediately from (2)—(5).

The next theorem asserts the Markov property, which is essential for further deduc-
tive developments of the theory. It is a straightforward matter to generalize this the-
orem to more complicated reinforcement distributions which depend on the actual
responses or reinforcements on several preceding trials; the generality of the present
theorem is suffieient for our purposes here. The proof is omitted.

Theorem 2 Markov Theorem. If the reinforcement distribution F (y) on trial n is inde-
pendent of n and depends only on the immediately preceding response on irial n, then
the sequence of random variables Z,,Za, . .., Zn, . . . is a continuous-state, discrete-time
Markov process.

The experiment, The experiment described here (Suppes, Rouanet, Levine, &
Frankmann, 1964) used the same circular apparatus as did Suppes and Frankmann
(1961) and Suppes and Rouanet (1964}. I describe briefly the setup. The response x
and the reinforcement y vary continuously along the circumference of a circle approx-
imately 5 feet in diameter. The subject is told that his task on each trial is to predict
by means of a pointer where a spot of light will appear on the eircumference of the
circle; the subject’s responses are his pointer predictions. At the end of each trial the
“correct” position of the spot is shown to the subject; this is the reinforeing event for
the trial. The response x and the reinforcement y vary continuously along the circle
from 0 to 2x.

The study used the bimodal reinforcement distribution constructed from the two
equal triangular distributions on the interval, 0 to 27, and = to 2z (see Fig. 1).

o i an 27
2 2 .

Fig. 1 Asymplotic response histogram with predicled asymptotic response and reinforcement
densilies
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The aims of the experiment were two-fold. The first was to investigate the extent
to which the common predictions of the linear and stimulus-sampling models for a
continuum of responses will hold when the reinforcement distribution is no longer
urmimodal, as it was in the case of the Suppes and Frankmann study (1961). The second
wasto test differential sequential predictions of the linear and stimulus-sampling mod-
els The linear model referred to is described in detail in Suppes (1959). It uses only
the concepts of response and reinforcement, with linear increments and decrements
in 1esponse probability as a function of the reinforcement. Note that the brain-rep-
resentation version of association used in stating the axioms does not, in the present
framework, change predictions of the behavioristic stimulus-sampling inodels. Better
developed future models should do so.

Summary of theoretical results. The theoretical results utilized in the analysis of
data may be briefly summarized. These naturally fall into three categories.

First, there is the asymptotic response distribution whose density r(x) is given by

the equation
. 2r

r(x) = A kG p)f ()dy, (6)

where k(x;y) is the association density and f(y) the noncontingent reinforcernent
density, as shown in Fig, 1.

Second, there are the reinforcement-dependent statistics P(X,, | ¥Yy—1) and P(X, |
¥Y_1,Y,—2). These statistics were derived in Suppes and Rouanet (1964). Their
equations at asymptote are as follows:

H(XmYn—l)
PXy | Y1) =0 —-RXy) + 68—, 7
(Xn | Yp1) =( ) (v )+ Vo) (N
H(Xn, Yn-l) H(Xf!s YH—Z)
P(Xp | Yu-1,Yn-2) = 1—8)? Xn = 1-— ———— (8
(Xn | Ya-1, Yn-2) = (1 - 6)°R(Xs) + FYs) +¢( 9)_9 F¥a) (8)

where
R(X) = fX r@ds,
F) = [ o),
HX,Y) = fX fy k(x5 9 )dxdy.

The important thing to note about these reinforcement-dependent statistics is that
like the asymptotic response distribution, they are the same in the linear and stimu-
lus-sampling models.

Also included is the related conditional density

i | Yoot) = f s ym-1)d9n_1/F (Y1),

u-1
which is given at asymptote by the equation

H(xn, Yp_1)

jOn [ Yp) =1 —0)r(xn) +6 F(Yp_1)

: ®)
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where

Hes Y) = fy KGOy,

Third, there are the asymptotic sequential predictions P(X, | Y,_1,X,_1). Predic-

-tions of these sequential probabilities differentiate the finear and stimulus-sampling

models. In the case of the linear model the result is the following:

' WX, Xo-0) | o HX, Y1)
R(Xp_1) F(Yp_p)

PXn | Ypo1,Xp1) = (1 - 6) (10)

where
WX, X') = ﬁ[fl(l —ORXRX") + 8R(X, X")]

and

2T
R, X'y = f f f ke Pk ) )dxdr'dy.
XJXJo

For the N-element stimulus-sampling model that assumes that exactly one stimulus is
sampled on every trial (i.e., the Estes pattern model), the expression is the following:

{1 cYRXnXp1) ¢ HXg Yp1)
PXy | Ypo1, X)) = (ﬁ - ﬁ) R, N F¥ooD) (11)

1
+ (1 - ﬁ) R(Xa),

where c is the association parameter. (In the case of statistics (7), {8), and (9}, in terms
of the pattern model ¢/N = 8, i.e., the same expression holds in the pattern model if
# is replaced by ¢/N.) An important observation that can be made about Eq. 11 for
the N-element model is that it may be wrilten in the following form:

1
P(Xy | Yno1, Xa1) = % [Pred. of one-element model | + (1 - -1\_’) R(Xy). (12)

In other words, the sequential prediction at asymptote is a linear combination of the
predictions of the one-element model and the asymptotic response distribution. The
rationale of this result is obvious. When the same element is sampled on trials # and
n — 1 then effectively the one-element model may be used to make predictions. The
probability of such an event, that is, of sampling the same element on both trials, is

" 1/N. On the other hand, if the clement sampled on trial » is not the same as the
element sampled on trial 1 — 1, then the reinforcement on trial # — 1, as well as the
actual response made, has no direct effect on the response distribution on trial n,
for that will be determined by the element sampled on that trial. In order that this
intuitive interpretation not be taken too literally, however, it should be pointed out
that the precise result given here does not hold except at asymptote.

Estimation of association distribution. The association distribution is estimated
by using Eq. 6 for the asymptotic response distribution. However, the estimation is
actually dependent upon using the method of moments, that is, upon estimating the
single parameter of the association distribution k(x; y} from the variance of the asymp-
totic response histogram. For the reasons just indicated, in the case of the symmetric
bimodal distribution it is preferable to use the conditional variance. One result of the

@ Springer



Synthese (2007) 156:441-471 465

Suppes and Frankmann study (1961) was that the particular choice of the analytical
form of the association distribution did not appreciably affect the shape of the asymp-
totic respense distribution. The article by Suppes and Rouanet (1964) indicated that
for a uniform reinforcement distribution restricted to a small arc of the circle, it was
possible to discriminate between uniform and beta association distributions, but for
the bimeodal distribution of the present study, it was undoubtedly the case that the
results of the Suppes and Frankmann study were approximately true, Because of the
considerably greater ease of making computations with a uniform assocfation distri-
bution than with a beta assoeiation distribution, the former was chosen, even though
it is conceptually less satistactory. With this choice of the association distribution the
only parameter to be estimated is the half range a. To indicate the form of the equa-
tions for r(x) as a function of ¢ for the bimodal reinforcement and uniform association
distributions, it is sufficient to give r(x) for 0 < x < /2, because r(x) + r(x + 7/2) is a
constant, or, intuitively speaking, because the other three parts of the curve have the
same shape with a mirror reflection for two of them (see Fig. 1).

,Lz(x2+a2) for0 <x < a,
g
rix) = ) ’ fora<x =< % —tf, (13)

L L TE V4| torlcacx<?

7 an? (5 ) TpTesrET
This expression and the others given below held on the assumption that ¢ < 7 /4,
which turned out not to be a real restriction, for the estimate of ¢ fell definitely
below this upper bound. It may be noted from Eq. 13 that r(x) coincides with the
reinforcement density f(y) for x between ¢ and 7/2 — a.

From (13) it is straightforward to derive that the asymptotic conditional variance

(C.V.) on the interval 0 to & is given by the following expression as a function of a.

2 02 a2

CV. = 24 + 3 5; (14)
Using the computation described, the empirical conditional variance was .05168472,
On the basis of Eq. 14, this led to the estimate a* = 1930, and this value was used
in the remaining theoretical predictions reported.

Goadness of fit of asymptotic response distribufion. Figure 1 presents the response
histogram for the group of subjects in class intervals of .05x for the last 400 trials.
The predicted asymptotic response density r(x), as well as the triangular reinforce-
ment density f(y), are also shown in the figure. It is evident from the most casual
inspection that the response density r(x) fits the empirical histogram of responses
extremely well. In order to perform a statistical test of the apparent poodness of
fit of the response density to the response histogram, it is necessary for the validity
of the test to select observations that are statistically independent. It is well known
that for stationary stochastic processes, observations sufficiently well spaced tend
to become statistically independent. Because at asymptote the linear and stimulus-
sampling models are stationary processes, it is reasonable to select a figure for trial
spacings and to test for independence. Following the procedure used in the Suppes
and Frankmann study, every fifth observation was selected. On a test of zero-order
versus first-order dependence on these observations, with the interval 0 to 2z divided
into the four subintervals of length 7 /2, the test of zero-order versus first-order does
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not yield a significant result. x2(x2 = 11.24 with 9df). Given this positive evidence
of independence of every fifth response, we tested the goodness of fit of the response
dens1ty As would be expected from Figure 1, the x? is not significant at the .05 level
(x? = 52.44 with 38 df).

The results of this statistical test, and those of ones performed in the earlier studies,
indicate that the linear and stimulus-sampling models for a continuum of responses
are able to predict with good quantitative accuracy the asymptotic response distri-
bution on the basis of estimating a single parameter, namely, the parameter of the
association distribution.

Estimation of learning parameter. To analyze the goodness of fit of the
reinforcement-dependent statistics, it is first necessary to estimate a second parameter.
In the linear model this parameter is usually designated as the learning parameter
6. In the stimulus-sampling pattern models it is the learning parameter c¢/N, where
¢ is the probability of associating the stimulus pattern sampled on each trial, and N
15 the number of stimulus patterns available for sampling, It should be noted that at
the level of the reinforcement-dependent statistics it is not possible to make separate
estimates of c and N but only to estimate the ratio ¢/N.

For the bimodal reinforcement distribution the circle naturally divides into four
symmetric arcs, each of length x/2, For these four divisions and the reinforcement
statistic P(X, | Y,_¢), we used a minimum x? technique to estimate thc learning
parameter. The value obtained was 68* = (¢c/N)* = .32.

Goodness of fit of reinforcement-dependent statistics. The observed histogram
and predicted density are shown in Fig. 2; symmetries were used to combine data of
the bimodal figure to give the graph shown. The qualitative agreement between the
observed histogram and the predicted density is quite good. The two most important
characteristics of the predicted response density that are well confirmed in the data
should be noted. One was the asymmetry of the predicted distribution. The other,
- which is more subtle and much less likely to be predicted without a definite quantita- .
tive theory, was the secondary peak or wave in the density for the half of the circle in
which a reinforcement did not occur on the preceding trial. On nontheoretical intui-
tive grounds one natural prediction would be that the response density monotonically
decreases away from the quadrant in which a reinforcement occurred. The prediction
of the secondary wave as opposed to a monotonically decreasing function was well
supported by the empirical data.

I look upon the conditional response distribution shown in Fg. 2 as a model
Bayesian prior, i.e., one based on a detailed analysis of past experience. Moreover,
using model in another sense, its exact form was certainly something no subject in the
experiment could have been aware of, and it was certainly inaccessible to conscious-
ness in its detailed form. I say this, fully aware that Fig. 2 represents averaging the
data oversubjects. Even more unexpected details would have been found in individual
subjects’ data if there had been more trials and therefore more data to analyze.

Model-differentiating statistics. It wasremarked earlier that the asymptoticsequen-
tial predictions P(X, | Y,.1,X,_1) may be used to differentiate the linear and
stimulus-sampling models.

The observed histograms, as well as the conditional densities j(x, | Yy—1, Xp_1) of
the linear, N-element, and cne-element models, are shown in Fig. 3. Symmetries in
the reinforcement distribution were again used to reduce the nuniber of densities to
four. First, there is the prediction that the response will be in the same quadrant as the
reinforcement. This is the graph on the upper-left labeled S. Second, there is what we

@ Springer



Synthese (2007) 156:441-471 467
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Fig.2 Observed response histogram conditioned upon preceding reinforcement with corresponding
predicted density j(xn | ¥y—1}
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- Fig.3 Observed response histogram conditioned upon preceding reinforcement and response with
corresponding densities predicted by various models

term the /ine-adjacent prediction that the response will be in the quadrant adjacent
to the reinforcement quadrant in the direction of the point of maximum frequency of
the reinforcement distribution. This is the graph on the upper-right labeled L. Third,
there is what we term the poini-adjacent prediction. In this case the prediction is that
the response will be in the quadrant adjacent to the reinforcement quadrant but in
the other main half of the reinforcement distribution. This is shown in the lower-right
graph, labeled P. Finally, there is the case in which the prediction is for the quadrant
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that is separated from the reinforcement quadrant by one other quadrant. This we
call the alterrate case. This is shown in the lower-left graph, labeled A.

We selected the one-element model (with ¢* = .32) as well as the better fitting
N-element model (with ¢* = 1.00 and 1/N* = .32} to exhibit in these figures for two
reasons. First, it is instructive to see just where the large discrepancies occurred in

" the one-element model’s fit to the data, and, second, the conditional densities of the
N-element model have in fact been shown in Fig. 2, for, as alrcady remarked, with
c=1,P(X,; | Y,_1) = P(X; | ¥r_1,Xn-1), and thus there is just the one density of
Fig. 2 to represent all four cases.

Why so much experimental detail? A casual reader of the earlier part of this article
might ask, “Why so much experimental detail in an examination of Bayesian priors?
Bayesian priors are what are used prior to experimentation. So, what does all this
experimental detail itself have to do with priors?” The answer is simple. As in the case
of physics, so in the case of psychology —what is learned from everyday experience is
learned in too complicated and variable an environment te be able to give a detailed
account of what learning tock place. This is just the same as the physics problem of
trying to predict the motion of the leaves in a tree as opposed to the motion of a. few
particles under a given field of force. In psychology or in physics, we are unsuccessful
in really detailed analysis of large numbers of ordinary phenomena, whether psycho-
logical or physical. The purpose of examining the experimental data is to show how
rational accounts of Bayesian behavior, much favored by both economists and statis-
ticians, will not give anything like a correct view of aetual learning from experience in
forming a prior. Now, the detailed evidence I am offering is from experimental evi-
dence. But this experimental evidence is meant to model, in a way that is not absurd or
biased, what the basie meehanisms of learning are. In the controlled environments of
experiments, we can show that the ways in which information is absorbed or concepts
are learned, in terms of either our behavior or our reasoning about it, do not follow
the concepts taught as rational methods of decision making in economics or statistics.
Those dedicated to the standard concept of rational behavior can impose, in experi-
mentation aimed at rational solutions or in policy impleinentations of a similar kind,
the use of such rational methods, but they will not give an account of the Bayesian
prior that many will take as the starting point for rational analysis of a problem. That
Bayesian prior—and by this, as I have emphasized several times, I mean the Bayesian
distribution that reflects the beliefs of the policymaker or the experimenter prior to
actual experimentation for the purposes of policy or truth gathering—has not itself
been obtained by what statisticians or economists would regard as rational methods.
It has been obtained by the methods of learning built into organisms genetically and
from experience — biological, cultural or otherwise.

An important aspect of the learning mechanisms that penerate the subjective
Bayesian priors we all have, whether we like it or not, is the dynamic quality of
our handling of new experience. This dynamie feature is very much to be contrasted
with the tendency in statistical thinking to want a static prior background and to
reach for a fixed strategy that remains constant, in spite of the phenomenological
ebb and fiow of incoming data. I illustrate this with one of the simplest examples
that contrasts a dynamic learning-theoretic view, as exemplified in the experiment
on a continuum of responses, and a classical rational statistieal response. When we
have just two choices available to a person in such an experiment—to make matters
simple —and we reinforce one response with a constant probability greater than a
half, with the remainder given to the other response, then the rational strategy is soon
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to be responding entirely with probability 1 to the response which has the greater
probability of being reinforced. What economists and statisticians have not liked in
the past is that much of the learning data show something different. The tendency is
to get what is called probability matching, that is, the distribution of responses roughly
matches the distribution of the reinforcements. And this probability matching can be
seen in Fig. 1, in which the mean probability distribution of responses is shown on
‘the same graph as the distribution of reinforcements. Now, the standard learning-the-
oretic response to this puzzled query by statisticians is that the learning models are
built for a changing environment and therefore have immediate responsiveness to
phenomenological reinforcement variations. So, a run of two reinforcements on the
response with lower probability immediately produces a change, conditional on that
pattern: in the learning model, whereas it would remain undisturbed in the rational
probability strategy in a constant environment of always betting on the response that
has a higher probability of being reinforced.

Such learning-theoretic changes are shown very clearly and sharply for the con-
tinuum of responses in Fig. 3. Here we condition the responses, both on a previous
reinforcement and the previous response. Both have an effect on the conditional mean
distribution. We are associating to the sector of the circle they are located in, since
there is, theoreticially, zero probability of repetition on the point choices of response
or reinforcement locations,

The important general aspect of what I have been saying is that the dynamic mech-
amsms of learning that have been used by subjects in building up their Bayesian priors
from past experience are much richer and more complicated than any particular prior
clicited at any given point in time. So, from a psychological standpoint, it is really the
study of these mechanisins that is of fundamental interest, and it is important to try to
think in such terms, that is, in a more dynamic way, in terms of policy strategies, which
are much too often written as if the environment will remain fixed in its present state
for some considerable time.

Related to the complicated character of these mechanisms, which is what in princi-
ple we would like to elicit for dynamic attention to the future, rather than a fixed prior
elicited at a given time, is the recognition that the elicitation will not be possible in
any direct way. It is hard enough to elicit a subjective prior distribution from individ-
uals. It is really impossible to elicit verbally an accurate description of their dynamic
learning mechanisms. They operate out of sight and out of mind, so to speak, below
the threshold of awareness. We can only hope to describe them by indirect scientific
methods, not by elicitation of verbal responses or rational reflections of a kind often
much favored by economists or philosophers.

There is an important second point about this detail, It is that there is a norma-
tive aspect in our evaluation of Bayesian priors. I mentioncd earfier the difference
between asking an experienced experimental physicist about his Bayesian prior for
. the design and potential outcome of a new physics experiment, and asking the same of

" a professor of philosophy or of English literature. We all recognize there is something
expected about this comparison and it is a normative matter. Why? Because we know
that the physicist has had more experience with similar situations and, therefore, is
likely to have a better prior on the basis of which to design and organize such an
experiment than is someone quite unfamiliar with the complicated nature of mod-
ern physical experiments, Now, this does not mean we can force an exact agreement
between two physicists, let us say, both familiar with the same area of physics. It does
mean, however, that, as in most practical matters, there are areas in which we can
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impose normatively sound judgments, up to a certain degree of accuracy or precision,
but not beyond the kind of appropriateness to the subject matter or the task, as
‘emphasized so long ago by Auristotle. So, in stressing empirical Bayesian priors that
are based on real experience and not just on a tabula rasa of ignorance, we can also
stress the importance of normative judgments about the quality of such priors. Not
surprisingly, one person’s Bayesian priors can be better than another’s, even when
these two persons have similar experience. This is a more refined normative judg-
ment, The comparison of the physicist and the philosopher is easy. The comparison of
two physicists is harder. But in some subjects we already have a desire, even a need,
to make such comparisons. Excellent examples are found in meteorology. Take two
meteorologists with similar academic training and years of experience. We will still
probably find, on close examination of their forecasting records, that one is better
than the other. There will be a significant difference between them. We can, on the
basis of the detailed record, make the normative judgment that the one who makes
the better forecasts is indeed a better forecaster and will, in all likelihood, make better
forecasts in the future.

If the scientific analysis of psychological mechanisms of the kind reviewed in the
experiment with the continuum of responses are further developed and refined, we
may, in fact, come to the day when we can evaluate, in a more thorough way than
is possible now, the individual differences in learning mechanisms of different fore-
casters. In this way, we can hope to come to a deeper view of the nature of their
differences. But no such deeper future progress of this kind is needed to defend what
I have said about the intertwined role of experience, expertise and norms i our eval-
uation of the quality of forecasters, even those with very similar backgrounds. This
is a point not taken up by the founding fathers of the Bayesian viewpoint toward
behavior and belief, nor by many of their current intellectual progeny. But it is one
that is of considerable importance in our actual evaluation of the quality of forecasts
and of the analysis that is laid before us in guiding the formulation of public policy in
many different arenas of conflicting opinions.
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