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THE NEXT GENERATION OF INTERACTIVE THEOREM PROVERS
Patrick Suppes

Stanford University

L. History

Prior to discussing what I see as desirable and achievable features of the
next generation of interactive theorem provers, I want to say something about the
history of my own work and that of my colleagues, vhich forms the basis for the
view of the futuyre I sketch in the remainder of this paper. Simple uses of an
interactive theorem prover for the teaching of elementary logic began more than
twenty years ago. I remember well our first demonstrations with elementary-school
children in 1963. For a number of years we concentrated on teaching elementary
logic and algebra to bright elementary~ and middle-school children. We felt at the
time that this was the right level of difficulty to reach for in terms of computer
capacity and resaurces that could be devoted to the endeavor. All of this early
work was done on one of the low-serial-number PDP~1's, which John McCarthy and I
jointly purchased from grants at Stanford in 1963. This early work has been
described in Suppes and Binford (1965) and Suppes {1972},

By the late sixties it became clear that we could zim at something a step more
advanced, and by 1972 I was able to convert the elementary-logic course at Stanford
to a course taught entirely at computer terminals. By that time we had imtroduced
a better and more powerful interactive theorem prover. That course is probably the
longest-running show anywhere on earth having an interactive theorem prover used on
a regular basis day in and day out by large numbers of persons. Approximately 100
students each term at Stanford enroll for this course and it is given every term.
Access to the computer is pretty much around the clock seven days a week so that at
almest any time of the day or night a routine use of our interactive theorem prover
is taking place. The content of the course in elementary logic is comparable to
that of my text (Suppes, 1957). It is obvious enough that the theorem-proviung
demands of such an elementary course are not very severe. To update alsc the
computer frazmework, by the early seventies we had moved from a PDP-1 to a PDP-KAILOQ.

The next natural move up was to a course in axiomatic set theory, roughly
corresponding to my text in the subject (Suppes, 1960/1972). Here there were
nontrivial theorems to be proved, above all the classical organization of a
mathematical subject into a lomg sequence of theorems, with no hope of individual

theorens® being proved from scratch directly from the axioms. Since 1974 this
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course also has been offered every term as a course in computer-assisted Instruc-
tion, with students' getting all of the instruction at terminals. The enrollment
is much smaller than that of the logic course. The average enrollment each term is
eight or nine students, but the enrcllment is greater than it was in the days before
the course was computerized. By the time this course was introduced we had moved to
a PDP-KI10, and a little later we were zble to add a second KI10. We are still
running both courses on the two KI1l0s running as a dual processor. We have ported
the logic course to a number of other systems and it is running in 15 or 20 places
around the world, but the set theory is a much more elaborate course. It is
probably a matter of at least two man-years to convert the course to a portable
framework. The details of the set-theory course are described in several articles
in Suppes (1981) and more recently in McDonald and Suppes (1984). I shall not
recapitulate more details than you will want to hear about this course. It is
organized in terms of somewhat more than 600 theorems. Depending upon the grades
students seek they prove somewhere between 30 and more than 50 theorems. Some of
the theorems are too hard to require them to prove in a beginning course of this
kind. After all, one of the theorems on transfinite induction is essentially the
main content of von Neumann's dissertation. I also do not want to give the wrong
impression about the finished character of the setup. I think that the interactive
theorem prover we are using has many good features but it is still awkward to prove
the hardest theorems in the sequence. Much work remains to be done to make the
proofs of those theorems as natural and easy as they really should be.

Roughly speaking, 1 would describe the main features of the interactive theorem
prover used in the set-theory course under three headings. First, elementary rules
of inference, roughly the kind we associate with first-order logic, are available
and can be used by the students. Second, students can call a resolution theorem
prover that will run for a few seconds of machine time. What they give as input
to the theorem prover are the definitions or previous theorems that are to be used
to infer a desired formula. Third, a goal structure is provided for helping the
student in determining the structure of his proof. A goal structure represents
the kind of expert knowledge that is not yet perfected in all respects but that
is used extensively by the students and provides a good deal of meaningful
assistance.

There are several important remarks to be made about the way in which the
students use the theorem prover. First, the most frequently used rule is the use
of a previous theorem to make a fairly direct inference. Second, contrast must be
gharply drawn between the highly interactive nature of the way the students use the
theorem prover and the way proofs can be printed out under a review function at the
end. The interactive phase of creating the proof looks from the outside world like
a mess. It has the kind of highly interactive discourse structure that is not easy
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to follow at a glance. It is meant to be easy for the students to use and to
provide considerable help to them. In contrast, the proofs that are printed out
at the end under the heading of review are organized and systematic and put in a
standard crisp form that gives a minimal insight into the interactiom that took
place iIn creating the proofs. As an object of study of how students are able to
create proofé. the interactive proof is a much more important object than the
cleaned-up version. Almost all mathematical study of the structure of proofs has
been concerned with the latter rather than the former objects.

Let me give a couple of partial examples. Here is the beginning of an
interactive proof of Cantor's theorem that the power of a set is strictly less
than the power of its power set, taken from McDonald and Suppes (1984).

In the first three frames the student merely accepts the program's suggestion

{note that pA is the power set of A):
Goal Gl: (VA A < pA
[Reduce the current goal with a universal reduction]

{reduce) *i (Student input is underlined.)

Doing universal reduction
Goal G2: A < pA

{Reduce the current goal with an introduction reduction using the definition of
less power]
{reduce) *i

Doing introduction reduction
Goal G3: A < pA and not pA < A

[Reduce the current goal with a conjunction reduction]
(reduce) *{
Doing conjunction reduction
In the fourth frame the student begins to exert contrecl by using the sufficiency
condition given in theorem 4.2.1, which reads (v A,B)(A < B iff (3 F) F: A inj B),
rather than expanding the definition of leq power.

Goal G4: A <€ pA

[Reduce the current goal with an introduction reduction using the definition of
leq power]
(reduce) *$§reduce

Which proof procedure? (introduction) *theorem <Name> ¥4.2.1

The next goal shown will be labeled G6 since G5 was created at the same time
as G4, when the conjunction G3 was reduced. In this frame, the student does a

short proof using forward-chaining commands. Since the set-theory course uses a
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sorted language, it is necessary to prove in line 2 (see below) that the indicated
term is actually a function before it can be existentially generalized in line 3.
The command VERIFY invokes a resolution theorem prover used as a black box by the
student. TM:1:1 denotes the first term op line 1, and is used to simplify typing.
EXCHECK, the set-theory program, does partial recognition of input strings, so
“injection" indicates that the student typed "inj$", the program extended that to
"injecti” (which is ambiguous between injection and injective), and the student
then typed "o$" to resolve the ambiguity. Remember that $ indicates the ESC key.
Typing ? instead of "o$" would have displayed the ambiguity. In the command for
line 3, "occurrences (1-1)" is a mildly awkward way of indicating all occurrences,

in this case the first through the first.
Goal G6: (3 F) F: A inj pA

[Use establish to infer the current goal]
(establish) *theorem <Name> *4.1.10

(v A) {z: (3 x)(z = <x,{x}> & x € A)}: A inj pA

Do you want to specify? (yes) *$yes
Substitute for A? (A) *$A
theorem 4.1.10
(1) {z: (@3 x)(z = <x,{x}> & x € A)}: A in] pA
[Use establish to infer the current goal from line 1}
(establish) *lverify (2) *func(tm:1:1)
Using *definition <Name> *injection
Using fggginition <Name> *map
Using *ok

[Use establish to infer the current goal from lipe 1, line 2]
(establish) *leg
Replace term *tm:l:l Variable *F
F and {z: (3 x)(z = <x,{x}> & x € A) aren't in the proper sort relation.
Line justifying a sort for {z: (3 x)(z = <x,{x}> & x € A)} *2
Occurrences (1~1) *$1-1
1leg (3) (3 F) F: A inj pA
Goal 6 fulfilled by line 3.
3 implies using theorem 4.2.1
(4) A<pa
Goal 4 fulfilled by line 4.

In contrast, here is a proof not at the interactive stage but at the finished
stage when the student asks for a printout of the proof that he has created. The
proof is for the theorem that if a set is finite then another set that is a subset
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of it must also be finite. The proof is so transparent that it requires little
comment. Each of the steps were not taken by the student, but were taken auto-
matically by tlie program, for example, the elementary conditional proof inference
in line (16) and the routine application of universal generalization in line (17}
to bind free variables. The abbreviations on the left for rules used are fairly

self-explanatory.

Derive:
(¥ A,B)[finite(A) & B<S A —> finite(B)]
assume (1) Finite(A) and Bc A
assume (2) Bl # 0 and Bl c pB
definition finite
(3) TFinite(A) iff (V B)(B# 0 & B < pA => (3 C) C min-elt B)
simp (4) Finite(a)

[

4 implies using 3

(5) (YBY(B#0&B cpA -> (3 C) C min-elt B)
5 us {(6) If Bl # 0 & BL = pA then (3 ¢) € mig-elt Bl
1 simp (7) BcA

~J

theorem using theorem 2.12.8
(8) pB S pA
2 simp (9) Bl = pB
9, 8 theorem using theorem 2.4.2
(10) B1 =pA
2 simp (11} Bl # 0
11, 10 implies using 6
{12) (3 C€) C min-elt Bl
2, 12 cp
(13) 1f BL # 0 & BL S pB then {3 €) C min-elt Bl
13 ug  (14) (¥ B1){(BlL # 0 & Bl € pB -> (3 C) C min-elt Bl)
14 introduction using definite finite
(15) Finite(B)
1, 15 cp
(16) If finite(A) & B = A then finite(B)
16 ug  (17) (¥ B,A)[finite(A) & B € A -> finite(B)]
HRAQEDNRE

There is a great deal more I could say about the use of the interactive theorem
prover in the set-theory course, but since this is meant to be a talk about not what

has been done but what should be done in the future I will say no more about it.
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2. Desirable Features for the User

In discussing the desirable features of the next generation of interactive
theorem provers, it is natural to break the analysis intc two parts. The most
important is from the standpoint of the user but for reasons that I shall try tao
bring out it is almost equally important that the desirable features for authors
creating courses be given serious and thoughtful consideration.

Flexibility--ease of interaction. First, above all, in the list of features
is easy and flexible use of the theorem-proving machinery. There can be in the
construction of only a moderately difficult theorem for a student what corresponds
to 25 or 30 pages of interaction as long as it is the kind of interaction that is
easy for the student. There is, of course, more than one criterion of ease. If
the student has to go through an awkward path to conmstruct a proof because of the
severe limitations on the theorem prover, then it does not have the proper sense
of flexibility. There is a general problem of human engineering of the proper
interface between the student and the interactive theorem prover that is too easy
to forget about. I suppose the point I would stress the most is that the interface
must be such that it can be used by someone with no programming experience of any
kind. This is one criterion we have had to meet as a strict test in having our
interactive theorem provers be used by large numbers of students. No programming
requirements are placed on the students and they come to the course with, in many
cases, no prior background in programming. We emphasize that they will learn
nothing about programming or about computers in the courses. These are courses
teaching them a given subject matter. Computers are being used just as they are
used in banks or in factories. Students are not in these courses to learn about
computers or to gain any programming experience. The interface has got to be
thought of in this fashion, it seems to me, in order for us to have a successful
next generation of theorem provers, If we put in more power and generality we
must be careful that this power and generality do not impose strains on the use
of the system by relatively naive users.

Minimum input. The technical typing of mathematical formulas is an arcane
and difficult art. It is something that we do not want to get in the way of
students' giving proofs. This means that we want to think of the interactive
theorem prover as offering as much as possible a control language to the students,
not directly a language for writing mathematics. There is a tension here that will
not go away and that will remain with us forever, for there will be, on the ome
hand, the desire to make the student input as natural as possible in terms of
ordinary mathematical practice of writing informal proofs, and, on the other hand,
even informal proofs require, in subjects with any development, fairly elaborate
mathematical formulas that are painful and unpleasant to type. We will therefore

have a tension between a relatively more arcane control and the use of mathematical
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English in the giving of proofs. At the stage of development we should see in the
next generation I think we should continue to concentrate, as we have in the set-
theory course, on minimum input and the conception that we are offering to a student
a control language rather than an informal mathematical language as his main
vehicle for expressing the proof he wants to give.

Power. The theorem-proving machinery in the set-theory course is not as
powerful as one would like, and natural inferences cannot be made directly and
easily. The criterion here i{s the inferential leaps that are naturally and easily
made by teachers and students in giving proofs. Now the leaps and jumps that will
be made by different students and different imstructors will vary widely, but I
think there is a common understanding of when matters are toc tedious and too much
time is being spent on routine that should be swept under the rug. Power can be
increased by having at the heart of matters more powerful resolution theorem
provers, but I think that what I have to say under the inclusion of expert knowledge
in the form of heuristic guidance and automatic "subject-matter" inference is
probably as important an ingredient of power as direct computation. Do not mis-
understand me. Increasing the power of the resolution theorem provers cr related
thecrems that can be called by students is of importance and should by no means be
neglected. The increasing cheapness of sheer computational power makes the
prospects here rather bright.

Heuristic guidance. The incorporation of expert knowledge about a given

subject matter and, in particular, a given course by specific heuristic guidance
available to students in a variety of forms, especially under the form of goal
structures and responses to calls for help is ome of the most difficult, tediols,
and time-consuming aspects of good interactive theorem provers. It is unfortunately
an aspect that I see little prospect for being able to get right in a general way.
Certainly it would seem for the next generation of theorem provers the best we can
hope is to incorporate highly specific knowledge of a given subject matter, put
together most likely by an experienced instructor in the subject. In fact, I guess
I would express my skepticism that the kind of specific heuristic guidance and
construction of goal structures required would ever become a matter of generalized
routine. I do say something about the need for making it easier for authors to
implement such guidance in the next section.

Graphics. As far as I know, there is no standard regular use of a theorem
prover anywhere in the world that extensively and directly interacts with graphic
displays related to that which is being proved. It is obvious that already at the
level of high-school geometry a powerful use of graphics is called for. Thera is
every reason to be hopeful about the kind of hardware that will be available to us.
We are still, as far as I can see, a long way from having all the tools needed to

create a really first-rate course even in high-school gecmetry. The uses in a
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variety of other courses should be obvious. I will say no more about this but take
it as understood that the extensive interaction with graphic displays should be a

high-priority feature.

3. Desirable Features for Authors

It is too easy to concentrate on the kind of end product that should be
available to users. It is obvious to me when I lock back on the agony of effort
that has gone into creating the set-theory cocurse that if we are to have the kind
of widespread use of interactive theorem provers that can be extremely useful in
meeting teaching needs in mathematics and science, we must also worry about helping
the authors who will actually create the courses using the tools I am calling for.
Let me mention here four desirable features.

Nonprogramming environment. The first and most essential requirement is that

a sufficiently rich author language be built up that authors can create a new course
without having to do any programming, or, ideally, even having the assistance
available of a programming staff. We are a very great distance from achieving this
objective at the present time, but I see no reason in principle why it is not even
a feasible objective for the next generation of interactive theorem provers. I
cannot stress too much its importance if we are to see widespread use of theorem
provers in both high school and college instruction in mathematics and science.

Easy to use author language. It would be possible to create a nonprogramming

environment but one that is so awkward and tedious to use that only authors of the
hardiest nature would be willing to tangle with it. It is important that the author
language that is created be one that authors like and feel at home with. There is a
great deal to be said on this subject. I would just emphasize that once again as
much as possible we would like to minimize input on the part of authors. We would
like to give them as much as possible a control language for creating a course. As
far as I can tell we are very far from having such facilities anywhere in the world
at the present time.

Flexible course structure. It is also an important requirement that authors

have available a clearly formulated and flexible course structure that they can use
without programming assistance. The course structures in the elementary logic and
set-theory courses with which I have been associated closely myself are not, I
think, impressive at all. We did not concentrate on what I generally call the
course driver in these cases but more on the theorem-proving apparatus. But good
courses using interactive theorem provers need to have the possibility for
instructors to not be locked into a single course structure but to satisfy their
own particular teaching plans and to fit the course into the curriculum of their
particular institution. Again, it is easy to underestimate the importance of this
kind of flexibility in terms of making the use of interactive theorem provers a

success.
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Easy ways to add expert knowledge. Above all, we need to make it easy for

instructors without programming experience or programming assistance to add expert
knowledge to give the course the full-bodied character it should have. I do not
want to underestimate either my ambitions in this area or the difficulties. What is
probably most important is not to think in terms of encoding a fixed body of
knowledge but to build dynamic procedures that interact with what the student is
doing in powerful ways to give pertinent and cogent guildance to the student. Let

me give the simplest kind of example, but alsoc one of the most important, that
arises in any use of interactive theorem provers. The student begins to comstruct
a proof. He is, let us say, a certain distance into the proof and although he

had a reasonable idea to begin with he is now at a loss as to how to continue. He
asks for help. A dumb expert system will make him start over and give advice in
terms of some preset ideas of what a proof of a given theorem should look like. A
smart system of expert knowledge will work im a very different way. It will look

at the proof as developed thus far by the student and be able, if he has a reason-
able idea, to give him help on continuing and completing the proof he has already
begun. Now we all know it is easy to say this but either as instructors ourselves
or as ones creating such expert systems, it is no mean feat to come up with such a
system. We have had in the last decade a great deal of discussion of such expert
systems of help in such trivial subjects as elementary arithmetic. I have myself
devoted some time to these matters and so when I say 'trivial' I do not mean to
denigrate the work that has been done but just to put it in proper perspective. The
kind of work assoclated with BUGGY created by John Seely Brown and others simply has
no obvious and easy extension to a subject at the level, let us say, even of the
first course in axiomatic set theory, not to speak of more advanced subjects. The
difficulties of creating really good systems of expert knowledge of the kind I am
calling for cannot be underestimated. It is, I think, in many respects almost the

first item on the agenda for the next generation of interactive theorem provers.

4. Next Round of Courses

Let me just conclude by listing some of the courses that I th;nk are just
right in difficulty for attack by the unext generation of interactive theorem
provers. None of the courses reaches above the undergraduate level. I think it is
going to take one more generation beyond the next one before we can have interactive
theorem provers that can be seriously used in graduate courses of instruction in
mathematics or science. To emphasize the genmerality of the framework that needs
ta be created, let me briefly describe seven standard courses that would be of
considerable significance to have available in a computer-based framework and with
good interactive theorem~proving facilities. The first three courses could as

well be offered to able high school students as to college undergraduates.
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Elementary geometry. This course is in fact a high school course. It is a

bit of a scandal that we do not yet have a production version of a good elementary
geometry course with a good interactive theorem prover available anywhexe in the
country as far as I know. There are some formidable problems to be solved in
creating the theorem-proving facilities required for such a course, especilally in
having the proper interaction between proofs and graphs of the figures being
constructed, but the problems are not of great fundamental difficulty. A standard
criticism of many axiomatic theorem-proving elementary geometry courses is that
there is too much emphasis on theorems whose geometrical content is limited. I
think that a computer-based course can avoid this problem in the way that we have
avoided it in the set-theory course. Students could be given individual lists of
theorems and they could be led to expect to have to use previous thecrems that
they themselves have not proved in giving their own proofs. In this way it would
be possible carefully to select theorems of geometrical interest that are still
sufficiently elementary to let students try them and to deal with the problem of
giving adequate proofs. I have some slightly idiosyncratic ideas about this course
that I shall not go into here. I think there is a place for a quantifier-free
formulation of elementary geometry that has a highly constructive formulation and
that could be a basis of a course that would avoid some of the logical intricacies
inherent in the quantified formulas that are so much a part of a standard geometry
course.

Linear algebra. As has been emphasized by many mathematicians in the past
several decades, an elementary course in linear algebra might well replace the
elementary geometry course in high school. In any case, a course in linear algebra
1s now standard fare in every undergraduate mathematics curriculum. There are many
nice things about linear algebra from the standpoint of being a computer-based
course. Much of the course, for example, requires only a small number of types of
variable. One of the standard bookkeeping problems in computer-based courses is
that of embodying in a natural and easy way the standard informal use of typed
variables. Moreover, most of the proofs in linear algebra are relatively easy and
rather computational in spirit. Of the courses I mention in this list I think it
would be the easiest to implement. As we all know, it is possible to continue
development of the course so that it becomes relatively difficult, but even then
I do not see the proofs as being as difficult as the harder proofs in the first
course in axiomatic set theory described above.

Differential and integral calculus. The undergraduate teaching staffs are so

familiar with this course and it is such a standard service offering, it might be
wondered why it should be considered for development as a computer-based course
with an interactive theorem prover. I think the main argument for this is that

there is a definite place for it in the more than 20,000 high schools in this
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country. For many of these high schools it is really not economical to staff a
small course in the calculus for the small number of students interested in taking
it. From a broad national standpoint, however, it is important that such courses
be offered to the willing and able students. We know from a great deal of
experience that very bright sixteen— and seventeen-year-olds, for example, can do
just as well in such a course as students who are a couple of years older. I can
see offering an excellent course with theorem-proving facilities but also offering
some additional graphical and symbolic facilities as desired of the kind that have
been developed in recent years. In fact, one of the problems of the more powerful
facilities for elementary integration, for example, is that of knowing exactly
what should be available to the student at a given point in the course. It would
also be possible to offer such a course in the calculus with a new viewpoint, for
example, the viewpoint of nonstandard analysis. That would be a difficult decision
because many of the schools at which a computer-based course would be directed
would not have instructors who would feel at home with a nonstandard approach to
the calculus. In any case, the desirability of such a course seems clear.

Differential equations. Again, this course might just as well be one that

would be offered to the very best students in some of the high schools. I must
confess that I know of no one who has yet tackied even the first course in
differential equations as a computer-based course using an interactive theorem
prover. It seems to me, however, that there is notﬁing that stands in the way of
such a course. It is true that many instructors would, and so I would myself,
emphasize concepts and applications perhaps more than proofs in the first course,
but there ig8 no reason that a computer-based framework could not offer a good
approach to these matters as well. Also, here again is a case where the use of
sophisticated graphics could be highly desirable.

Introduction to analysis. In this list I am developing, by now the student

will be ready for a first course in analysis. Here a theorem prover would réally
get a proper workout but again I find that the proofs in most books that are billed
as a first course in analysis are not especially more difficult or complex than the
proofs in set theory. Also in such proofs there is a fairly restricted typing of
variables. By careful and judicious arrangements of theorems I see no difficulties
in principle, just the difficulties of actually working out all the details in a
way that will give a smooth-tunning course with the kinds of facilities that could
be offered in the near future.

Introduction to probability. The deductive organization of the first course
in probability that assumes a background in the calculus is a natural subject to
put within a computer-based framework. Also, it is a course that some faculties
are not particularly interested in teaching. It could also be made available again

for the very best students in high school. Most of the introductory courses in
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probability at the level I am talking about do not require very elaborate proof
procedures. The machinery, I think, would not be too difficult to implement.

Theory of automata. An undergraduate course in the theory of automata is

again at the right level of difficulty. There are some problems in this course.
The notation is harder than the proofs themselves. The structures being considered
are complicated but most of the proofs are not of a comparable difficulty. At the
present time this is something of a problem in computer-based frameworks but it is
something that I am sure we will see solved in a reasonable and intuitive fashion
in the near future. I mention this only as one theoretical course in computer
science. It is clear that there are other undergraduate courses in computer
science that will, on occasion, be thinly staffed in many colleges and universities.
The opportunities for computer-based courses using sophisticated interactive theorem
provers in this domain are perhaps among the best of any of the areas I have touched
on.

In closing I want to return to my point that what we need is a general
facility for creating such courses. The logic and set-theory courses with which
I have been closely associated myself have an inevitably parochial character in
their organization and conception. This is because they were created from scratch
and were focused on solving the immediate problems at hand for the subject at hand
and not on creating a general framework usable by many different people for many
different courses. At the time we were creating these courses it would have been
premature to aim at such generality. It is not now. It is what we need in the
near future in order to fulfill the promise of the role that theorem provers

should be playing in the teaching of mathematics and science.
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