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ROBOTS THAT LEARN :
A TEST OF INTELLIGENCE

Patrick SUPPES and Colleen CRANGLE

1. INTRODUCTION

One of the most notable features of current work in computer science
and artificial intelligence is the absence of a sustained effort to develop
concepts and techniques of learning. At the present time there are very few
programs in the world that exhibit any remarkable features of learning at
all. The inattention to learning is alsc characteristic of foundational
discussions of artificial intelligence and of cognitive science in philosophy.
The overly emphasized focus on intentionality has dominated much of the
debate between philosophers and computer scientists interested in artifi-
cial intelligence, with that debate centering upon whether computers can
exhibit genuwine intentionality or not.

Without denigrating the central importance of intentionality, for not
only human and machine behavior, but aliso for almost all animal behavior,
learning ability is in many ways a stronger test of intelligence than
intentionality. Fortunately, in the last decade there has been a considerabie
interest in machine learning, and a broad range of developments in neural
networks. The hope that new computers can be built that work on
principles of the human brain has brought learning to the fore of research
in computer science.

Yet it is siill true thai in the discussions of the foundation of intelli-
gence, learning has not received the attention we believe it is due. What
is paradoxical and fascinating about this neglect is that in American
psychology up to about 1960 or 1965, the various theories of learning
dominated the theoretical concerns of experimental psychologists. The
development of stochastic theories of learning in the 1950’s was driven
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by the view that it might well be possible to emulate the development of
theory in physics by concentrating on relatively narrowly defined experi-
menis, the results of which could be appropriately generalized. Unfortuna-
tely, what was not realized as much as it is today is that generalizations
that lead to accuraie predictions of a wide range of phenomena are also
not possible for many physical theories. The recent recognition of chaos
in the behavior of simple mechanical sysiems has shown that what seemed
to be the simplest sorts of systems, e.g., three bodies interaciing by
gravitation, cannot be theoretically understood in any complete and deep
way, if depth of understanding is meant to imply predictability of behavior.
In psychclogy, the move was not the same as in physics. The drift was off
to a new range of experiments and a set of theoretical ideas that were
rauch less developed and had a broader cognitive sweep. The moral of the
story in psychology in the last two ecades is that in learning theory, as in
other subiects, it is not possible to have a high degree of theoretical
predictability and a broad sweep of conceptual coverage.

Luckily, as in the frequent move from physics to engineering, ihe
possibility of building devices that learn, as opposed (o understanding the
subtle way in which learning takes place in biological organisms, holds
scparate promise of its own. Furthermore, apart from the possibilities for
constructive quantitative theory of such devices of design, there are
foundational issues that cut across the consideration of artificial or
biological organisms.

it is not our purpose in this short article to preach a foundational
sermon about learning. What we have done rather is to try to lay out the
many different kinds of learning that are required for robots thai can do
a variety of tasks, This classification and analysis of types of learning are
meant to show how complicated the issues of theory really are and how
much there is to be done. What our analysis is meant to do is to put
constraints on philosophical views about artificial intelligence, as one
species of intelligence. In particular we look with skepticism on claims
that there are fundamental differences in principle between the learning
capability of artificial devices and biological organisms. At a given level of
technological development actual differences certainly exist. Everyone
agrees that current robots are pretty stupid in most respects, but that
widely accepted conclusion is not a proper basis for an impossibility
argument. In mathematics, to give such an argument based on the current
status of an open problem would be like saying that because a certain
proposition has not been proved in spite of the effort of many persons, it



ROBOTS THAT LEARN 7

is unprovable. The difficulty of finding a proof is good ground for
conjecturing unprovability, but nothing like a proof. Those philosophers
most devoted to the uniqueness of the intellectual powers of their own
species are, however, unlikely to produce such fundamental impossibility
arguments of a valid kind. (This conclusion of ours is an inductive one,
from sampling over many years the discussions of intentionality in this
same context.).

In this connection we want to compare the philosophical analysis of
intentionality to the philosophical foundations of mathematics. In the case
of mathematics, any philosophical foundations must reproduce an enor-
mous amount of details regarding the foundations of arithmetic and
analysis at the very least. In fact a proposal that does not provide a
foundation or a serious technical reworking of classical mathematical
analysis is not regarded as really worthy of discussion. Unfortunately, the
philosophical analysis of intentionality is not faced with similar detailed
constraints, because the technical theory of intentionality is not compa-
rable to the development of mathematics itself. In our judgement, the
detailed analysis of learning which has been made by many scientists from
many different viewpoints in the last haif century provides the framework
for stiffening the requirements on an adequate philosophical analysis of
artificial intelligence, or of intelligence in general. Ability to learn is
recognized in a general way as a central criterion of intelligence by almost
everyone. What is not agreed upon is any single measure of this capability
to use in comparing the capabilities of different animals or, more pertinent
to the rest of this discussion, in comparing human and artificial intelli-
gence. Many aspects of the discussion are rather like the discussions of the
relative power of different computer systems. Neither natural or artificial
intelligence is uniformly better. Certainly everyone has to agree that when
it comes to arithmetic, computers are very much better than humans, and
there is something of importance about intelligence in the doing of
arithmetic quickly and accurately. It has been a criterion for judging
humans for centuries. On the other hand, everyone would also agree that
such a criterion is by no means enough and is certainly not as important
as, for example, the ability to form new concepts to solve nontrivial
problems.

Philosophical debates comparing natural and artificial inteiligence have
played a useful role in clarifying various issues, but it is not really our own
point of central concern. What we think is useful at the present stage is
to understand, for example in the case of robots, what kind of tasks are
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important to be mastered and what types of learning can be built into
robots to address these tasks. Un a foundational level it is then important
ang usefui to compare what can be expecied of robots with what we do
expect from humans. It is not 2 quesiion of compeiition betwsen robots
and humans, but rather 2 way of gaining perspective on the potential and
limitations of rchots as a major kind of system using artificial intelligence.

The explicit analysis of various tasks and :ypes of learning can also lead
to positive results of a variety of kinds about what is poseible and what is
not possibie aleng a given line of attack. What such positive and negative
results can do is establish definite constraints on design approaches to
learning by artificial devices such as robots, and at the same time rule out
such theories as viabie theories of numan learning, when the negative
results especially are viclated in a ciear way by acmal cases of human
learning.

Without atiempting anything like & survey of such results, it may be
usefil to ghve an excellent example of 2 pair of theorems, oné positive and
cne negative due to Gold [7]. The negative theorem is the following :

THEOREM | (Gold). Regular or context-frez classes of grammars are
not lext-learnable. By texr-learnable is meant that just by presenting
instances of text, including auditory iext, the grammar as such cannot be
iearned, that is, asymptotically identified. What is important about this
theorem is that it shows that just comparing positive instances as such is
not going to work, even when an infinite number of trials is available.

On the other hand, when an informant can be queried as to whether 2
given expression is grammatical or not the asymptotic results are positive.

THEOREM 2 (Gold). Regular or context-free classes of grammars are
informant-learnable.

We want to be clear that we are not suggesting theorems like those of
Gold are of real constructive help in designing artificial devices like
robots. The negative results, however, can be usefil in eliminating certain
fantasies that are sometimes held about approaches that are thought to be
possible if only more effort is applied to working them out.

Again we want to stress that we will anticipate no single theorem which
establishes a decisive result giving a single unitary criterion for relative
measures of intelligence. Just as we give below a classification of tasks and
types of learning, we would expect a variety of theorems, not necessarily
according to our classification of tasks and types of learning, but positively
correlated with what we have proposed.
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The second point we want to emphasize from a foundational standpoint
about learning is that by moving up to a middle level of abstraction, good
comparisons can be made between artificial and human intelligence,
between different artificial systems or between different species of animals.
This middle level of abstraction is one that moves away from the particular
hardware of biological organisms, robots, or whatever other devices are
contemplated, to the abstract problem of learning particular tasks without
commitment to the hardware that supports the learning software. Cn the
other hand we are not interested in the concept of abstraction that is only
about “learning in general”. We have in mind a level of abstraction that
is in terms of hardware, but is addressed to a variety of specific learning
tasks, some of which we mention in the next section,

In concluding these introductory remarks, we want to emphasize our
own belief that the real outcome of success in creating robots that leamn
would be an interplay between human and artificial intelligence. Progress
in one area should help progress in another. Above all, relatively deep
positive results will almost certainly have major impact on our general
theories of learning as applied to humans. Moreover, the ability to have
a grasp on the fundamental processes in the case of artificial learning in
a way that may not be possible for a very long time in learning of biological
organisms will provide a range of new insights, but in no sense is this
meant to suggest that these insights will be a substifution for new
experimental and scientific findings about the learning of biological
Organisms.

Finally, it is very likely the case that for some considerable time
progress in robotic learning will depend upon our good intuitive even if
unsystematic understanding of how to instruct another person. In fact, we
also hold the stronger belief that even if such models are somewhat
inefficient from a learning standpoint, they will be widely used because of
the importance of the simple and easy interaction between human and
robot. We give in the last section a simple but already somewhat complex
example of instructing a robot directly by modifying and correcting its
performance with natural-language commands very similar to what would
be used in dealing with another person. The complexity of even the very
simple issues we deal with shows how much will need to be accomplished
in the fiture. Moreover, we have not dealt in this example in any serious
way with the details of the mechanisms of perception that are implied by
the example we consider. We are assuming in our analysis of learning,
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however, that perceptual mechanisms will be an essential part of any
sophisticazed robot.
Progress in solving percepival problerns for robots and other artificial
devices has already had a major impact on the theories of oerception for
iological organisms, especially theories of vision. It is not unreasonable
to predict similar results for progress on artificial ieaming.

2. CLASSIFICATION OF TASKS AND TYPES OF LEARNING

The kinds of {asks that robots need to learn scem naturally to fall into
four categories.

Frogrammabie tasks. These are the simplest kinds of tasks, ones in
which the robots would not do any genuine leaming but a2 new program
would be introduced from the outside. The new program would change
the behavior of the robo* but there would not be any intrinsic learning by
the robot.

Explicitly instructable tasks. Tasks of this kind correspond to much
instruction that is given in school, sspecially to voung children. For
example, algorithms of elementary arithmetic are taught to children in an
explicit way. Many other perceptual tasks and motor skill tasks that robots
must be able to perform fali under this category of explicitly instructable.

Perhaps the most imporiant inteliectual attack on learning of this kind
is the synthesis of complex procedures from simpler ones by explicit
instructions, preferably in English, to make such a synthesis.

fmplicitly instructable tasks. A typical task of this kind is one where one
would expect a robot, like a child, to learn from examples but the detailed
synthesis of a new complex procedure from simpier ones already available
would not be laid out. There is, of course, in the literature on learning in
children, especially learning in school subjects like mathematics and
science, a considerable controversy on where to put the emphasis —
whether it should be on explicit or implicit instruction. That controversy
in educational psychology is sometimes described as the controversy
between learning by example and learning by rule. It seems important that
a properly sophisticated robot should have the capacity to do both.
Certainly the evidence is overwhelming that human learning uses both
approaches.

The philosophical literature on rule following does not seem to have
pursued the many details of the distinctions that can be made here. For
example, is ordinary walking rule-following ? Perhaps more pertinently, is
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a particular individual’s style of walking, of smiling, or of talking rule-
following ? On the one hand, we may tend to think so, even if we cannot
formulate the rule and perhaps go so far as to claim that explicit formu-
lation is not possible. On the other hand, rules controlling a formal game
like chess or tennis can be completely learned either by example or by
rule.

The important point is that most perceptual and motor tasks cannot be
fully described by rules, and so many essential tasks can only be implicitly
instructable. Think of describing in complete physical detail the kinema-
tics and dynamics of taking the lid off a bottle of milk and pouring out half
of it.

Autonomous tasks. This category of task consists of those in which the
robot must be able to adapt to a new environment, for example, without
any instructional guidance from the outside. It is easy to conceptualize the
kind of environmental adaptation required. Many surveillance tasks and
control tasks require such capacity on the part of robots that are to have
proper task flexibility.

The importance to biological organisms of autonomous learning is
recognized on all sides. In the case of the extensive classical studies of
animal learning by experimental psychologists the goal has often been to
study learning in very controlled environments with precise regimes of
reinforcement, in order to discover the general iaws that should govern
unsupervised learning in nature. The intended parallel to the role of
experiments in physics is apparent. As we have learned in the last several
decades in the study of chaotic phenomenon, predictable results from
restricted experiments do not necessarily generalize even in physics.

At one time learning was thought to be characterized by a rather unitary
set of closely related laws but the recent literature, as well as the older
literature in educational psychology in the learning of school subjects, has
shown that learning really has many different aspects that are at the
present stage of theoretical development not easily put in a tightly unified
framework. We have identified eight kinds of learning that are important
for robots. A substantial scientific literature exists on human learning of
these various kinds, but it would expand this article beyond an appropriate
length to provide detailed documentation. Articles in Annual Review of
Psychology for the past two decades provide an excellent lead into the
literature.

Pattern recognition. At an elementary level this is one of the areas best
developed for computers at the present time. It already has many practical
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eoplications. Study of human methods of paitern recognition s very far
from complete.

Parameter setiing. In the literature on control mechanisms and opera-
tions sasearch, adaptivs selting of parameters is also an area that has been
widely studied and in a number of practical cases impiemented, The basic
geientific approach to leamiing in this evea is easily set oui ih terms of
relatively simple mathematical models of learning. Good exampies would
b fine toning of speech recognition systems for different speakers.

Procedure synthesis. The synthesis of pew complex procedures from
simpler procedures already available has already been remarked on. We
regard this as one of the most important aspeets of learning for rebots, The
general idea of such learning is zasy to see, but what is knowm from the
current literature on automatic program genegraiion is that the iechnical
problems of doing things eastly and well are formidable. Of special interest
are synthesie procedures based on Epglish instructions. We believe that
serious headway can be made on this problem but we do not underesti-
mate the technical difficulties of a robust and powerful implementation.

Formalization and consolidation. Almost without exception, current
computer programs have none of that marvelous flexibility of human
beings to improve performance with practice. It is easy enough in & general
theoretical way to conceptualize how one thinks that might be done. From
a practical standpoint it is an important feature of robots that must execute
well intricate tasks with serious time constraints. We believe that this is an
ares in which progress can be made and in which we can learn a good deal
from what is known about human learning in this respect.

Acquiring facts. In theoretical discussions of learning in psychology it
is often the case that little attention is paid to the simple acquisition of
facts, but the acquisition of facts is an important part of human behavior.
It is obviously a practical and important part of robot behavior. The
conceptually difficult problem is how to integrate new facts into the body
of knowledge already under the control of the robot.

There is a large pertinent literature on these problems, especially the
literature on probabilistic inference and nonmonotonic logics and ime-
mory. There is less as yet done in terms of specific implementation.

In fact, to say that little attention has been paid in the psychological
literature to the acquisition of facts is misleading. It is true of the learning
literature, but not of the large literature on human and animal memories.
Moreover, some of the most conceptually interesting recent theoretical
work on memory has come from computer science (see, e.g., [8]).
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Hypothesis formation. This is a classical part of learning in psychology.
The advances that have been made on hypothesis learning in the last
twenty years of research in cognitive psychology need to be brought into
focus in order to determine to what extent there are ideas there that can
be implemented in a robot. It is understood, of course, by everyone that
much fundamental research is still needed.

Acquiring representations. The need for internal representations of the
world outside is one of the most striking conclusions of the past decade
of research in cognitive psychology. Robots like humans almost certainly
need the power of acquiring such representations. A specific study needs
to be made of what one can hope to implement within the framework of
theoretical ideas now available and the extent to which theoretical
developments have to be made to provide a sufficiently mathematically
definite framework for implementation. The work on mental images seems
especially important for robots moving about in the physical world.

Transfer, discrimination, and generalization. This is the classical triad
of behavior learning theory. It remains important and any properly
constructed robot with learning powers needs to have these classical
capacities. Again there is a problem of the extent to which the classical
literature on these three aspects of learning provides sufficiently definite
mathematical models or computer models for implementation in a robot
prototype.

Shephard [ 12] has argued that any intelligent being, natural or artificial,
terrestrial or not, must obey a universal law of generalization. Analysis of
this kind has only begun, but in so far as the program is successful it will
provide a universal theory of learning, comparable in intent to a universal
theory of language.

3. AN EXAMPLE : LEARNING THROUGH INSTRUCTION

In this section we discuss instruction dialogues between a human user
and a robot system. The purpose of each dialogue is to teach the robot a
new skill or to improve the performance of a skill it already has. Our
particular interest is in natural-language dialogues but the techniques we
illustrate can be applied to any high-level language. Our primary purpose
is to show how verbal instruction can be integrated with the robot’s
autonomous learning of a skill.

The learning techniques we apply are based on a set of concepts
developed within mathematical learning theory and thoroughly tested in
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human learning ([13]-[17]). These techniques relate directly to skill-
performance tasks in which the subject (numan or robot) learns io make
responses along a coniinuum cof values, A great many wasks we would want
a rokot to perform fall into this category. Whenever the robot is required
to position its end-effector, for instance, some specific point on & line, or
on g surface, or in 3-dimensional space, must be selected,

Although the tagk skille and learning techniques we discuss here would
form just a small part of the entire repertoire of an intelligent robot, they
relate 1o the classification given in the previous section in severzal places,
First, the instruction is explicit, but soms avtonomous gencralization is
also required of the rebot. Furthermore, the robot improves its perfor-
mance over time through oractice and cormreciive fecdback. Finally, the
robot acquires a geometric representation of some aspect of the task boing
taught. With the addition of perceptual capabilitics, more exiensive
representations of the tasks vall be possible.

Bach instruction dialogue is scen 85 a sequence of trigls or ateps. On
each ¢rial, the robot responds to a natural-language command from the
operator by taking the action described in the command. This respounss
is followed by feedback from the operater indicating whether the resporse
was acceptable or not. The feedback is itself a natural-language command,
either a congratulatory command such as That’s fine! or OK! which
indicates that the response was acceptabie, or a corrective command such
a8 Further to the left ! ot That's way out ! which indicates that the response
was unacceptable. When the response is acceptable we refer to it as a “hit”,
when unacceptabie 2 “miss”. After a hit, the operator typically repeats the
original command to check that the robot has learned fo respond
appropriately to it.

Skills or tasks te be taught in this manner are categorized by the number
of response variables involved. For many robot tasks, each response
variable will have the dimension of space or the dimension of time and we
therefore talk of tasks being one-dimensional or two-dimensional, and so
on. A typical one-~dimensional task is that of learning to select an interval
on & line. This learning problem would arise, for instance, with a request
to put one object on another much larger object — a box on a table, for
instance — if the robot did not know the desired position for the box along
the length of the table. The task becomes two-dimensionat if the setback
of the box from the front of the table were also to be learned. A
two-dimensional learning task arises whenever the robot is directed to go
somewhere (or move its arm someplace) in order to perform a specific
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action. For instance, if the robot is o go to a refrigerator unit or a storage
cabinet to fetch something, it must stop in front of the refrigerator or
cabinet at a point where it will not impede the door’s opening. The set of
points that are near enough to the refrigerator or cabinet but not in the
way constitutes the region the robot must learn. Another two-dimensional
task is the seemingly straightforward one of setting the table for dinner.
This activity entails a large number of learned skills : what the orientation
of each knife; fork, and spoon should be relative to the plate, how far right
of the plate the dinner knife should go, how far from the edge of the table
the dinner plate and side plate should be placed, and so on. A wide range
of three-dimensional task skills are required in any assembly or disas-
sembly process — placing one part in, under, or next to another part, for
example. When the dimension of time is introduced, motions and sequen-
ces of motions can also be learned. We concentrate on one-dimensional
tasks in the discussion that follows and we conclude with a sample
instruction session.

The corrective feedback given during instruction is nondeterminate in
that it does not let the robot know exactly what its response should have
been. It merely indicates what the robot can do to improve its response
on subsequent trials. Typically, there is no one correct response on a trial
anyway but a range of acceptable responses within the target interval or
region, or a range of motion paths. In addition, the operator will often not
be able to provide determinate feedback. He or she will have a target
interval, region, or motion in mind but will be unable to specify the
endpoints of the interval or the exact coordinates of the region or the
precise trajectory of the motion path. Instead the operator will use his or
her judgement to determine whether the observed response appears
acceptable or not. Although an essential guide to the robot’s learning, that
judgement is not infallible.

There are three categories of feedback : congratulatory feedback given
after a hit (Good !, That will do !, OK !, Fine !, etc.), positional feedback
given after a miss ( To the right I, Much further to the right !, A little bit to
the right!, Too far right! Much too far right! Not that far! More!,
Again !, Further still |, A bit more /, etc.), and accuracy feedback given after
a miss (Be more careful I, No need to be so cautious !, Slower !, Faster !,
Slower next time !, etc.). Figure | gives an example of an instruction
dialogue. Note that there is no immediate motor response to congratula-
tory feedback or accuracy feedback. In either case, the robot waits for the
original command to be repeated or for positional feedback.
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Robot's

FESPORSE
Original command : Pur the wrench on the she(f ! X,
Positional feedback : Mot that jar left | X,
Congratulatory feedback : Thot's fine |
Original commard - Put the wrench on the shelf! X,
Zositional feedback : A ltale further to the Fgi | X,
Positional feedback - Mose ! X,
Agcuracy feedback - Be more corzful ! -
Positional feedback : A litle to 52 left now ! L
Congratiatory feedback : Goed ! -

g, 1. -- Exsmple of zn instruction Sialogue,

It is assumed that on each trial the state of the rotot wiih respect to the
gkill being taught is represented by a probability distribution. This distribu-
tion enters into the interpretation of the onging! command (the one that
describes the skill being learned) and it comes into play in the interpre-
tation of all feedback from the operatosr. Iz addition, the distribution
changes in response ic the operator's feedback, which in tum alters the
interpretation of all subsequent commands.

The distribution plays another important role. It represents the iarget
interval, region or motion associated with the skill being learned. For
one-dimensional tasks, therefore, we have a single distribution of one
variable. We use the notation k,.(x) where m is the mean of the
distribution, v the variance, and x a value of the response variable. If on
trial, n, m=m, and v= v, and the robot responds to the originai
command, then the probability that the response on this trial will lie
between g and b is given by [ok, ,(x)dx After the robot has made
response x, on trial » in response to a natural-language command, i.e.,
after it has selected a point on the response continuum as seen by its
moving to that point in response to the command, one of the two kinds
of events described earlier occurs : the robot is either told that it was
unsuccessful, i.e., it missed the target interval, or that it was successful, i.e.,
it landed within or hit the target interval. Known as a smearing or
smoothing function, k,,(x) has the effect of spreading the effect of
feedback at a point m around m on the continuum of responses.

The question we face in designing the robot so that it learns from its
interaction with the operator is as follows : What effect should a hit or miss
have on the function &, ,{x) ? For one-dimensional tasks the probability
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distribution we use is the beta distribution. It has two parameters @ and
p and is defined as follows for 0 < x<1 (I designates the gamma
distribution) :

- I'(a+p) .., -1
B(x) T T1B)~ (1-x)"", a>0, f>0.
The mean, m, and variance, v, of the distribution are calculated as follows :
. ) o
atf’ (a+ B)*(a+ p+ 1)

The beta distribution has several properties that make it suitable for our
purposes. First, its usefulness in models of learning has already been
demonstrated in studies of human learning (see [14], [16], [19]). In
addition, with appropriate values of @ and S the distribution quite
effectively represents target intervals we wish the robot to learn. For
instance, with a= =1 the distribution is the uniform distribution on
(0,1) and represents the intervals described by phrases such as anywhere
on the shelf or anywhere in front of the desk. (The (0,1) interval must, of
course, be mapped onto the actual interval of interest for the task — that
corresponding to the length of the shelf or the width of the desk, for
instance.) The uniform distribution is also generally used to represent the
state of the robot before all instruction starts. Figure 2 shows various
curves for different choices of @ and f along with the natural-language
expressions describing the intervals associated with the curves. The
response variable is plotted along the x-axis, the probability distribution
along the y-axis.

| J

o 1 [

a=25, =5 a=.25, f=.25 a=30, =30
the righthand side anywhere but preferably anywhere around
at either end the middle

Fic. 2. — The representation and description of target intervals.
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We will not discuss the process by which commands are intoirated by
the robot nor the conirol mechanisms that enable the robot to move in
response to a command. Our =arlier publications describe this work in
some detail as implemented for the robotic aid, a device being developed
for people with severz chysical disabilitics by the Rehabilitation and
Kesearch Center of the Velerans Administration in Palo Alto ([2], [L1]).
A description of the link between natural-language interpretation by the
robot and its probability distribution can be found in [5]. Ifore general
discnzsions of our work on natural-language understanding for robots can
also be found in cther publicaiions (see [ 1], [33-[6], {91, [10], [15]}.

Our discussion here will forus on the effect of feedback on the
probability distribution in our curreni model of instruction. For positional
feadback, the robot must inove lefi or right as indicated by the natural
language command. The exient of this move is propottional to the
variance of the current distribution. If the vardance, v, is small, 8 move
leftward or rightward will be correspondingly smail. If the variance is
large, the meve will be correspondingly large. in additicn, a correction
such as Much further lefi | will generate a larger move than a correction
such as Lefi just ¢ little! Clearly, the adverbial, and scmetimes the
adjectival, component of the language must be allowed to make its
contribution. Currently, ail positional corrections fall inio three equiva-
lence classes : those that generate a relatively small move, those that
generate a relatively farge move, and those that generate a move of
intermediate extent. Three range constants are therefore needed, ¢;, ¢y
and cg for “large”, “medium”, and “small” moves respectively. These
constanis are set for the robot and the task (in our current instruction
model, ¢, =2, ¢y = 1, and ¢g=.5). The total displacement for 2 move is
given by the product of the appropriate range constant and the square root
of the variance. A request for a “large” move therefore generates a
displacement of ¢, v'v. The robot must never move ouiside the 0.1)
interval ; extreme lefimost and rightmost poinis (min x and max x
respectively) are therefore designated. They too are set for the robot and
the task. Once the robot has moved, the mean of the distribution shifts to
the robot’s response and the variance is squared, which is just a simple rule
in this context for reducing it.

For accuracy feedback such as Be more carefid ! which asks for greater
accuracy in the robot's responses, we decrease the variance of the current
distribution. For feedback such as No need to be so cautious ! which
encourages the robot to make larger adjustmenis, we increase the variance.
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We determine the appropriate amount of increase or decrease from the
slope of the tangent to the variance, f3(a) = (af)/((a+ B)*(a+ B+ 1)),
at a. Specifically, if we are at step n + 1 of the instruction dialogue (v= v,
a=a, f=p,), we increase or decrease v, by the square root of the
absolute value of the derivative of the variance (with respect to a)
evaluated at a,. The mean of the distribution is unaltered.

For congratulatory feedback, the mean of the distribution shifts to the
robot’s previous response, the response judged to be successful. The
variance is squared, as it was for positional feedback, to reduce it.

In each case, whether for positional feedback, accuracy feedback, or
congratulatory feedback, a new probability distribution is produced by
solving for a and g given the new mean and/or the new variance. Each
kind of physical robot has its own performance limits, both accuracy limits
and, for a manipuiator, limits of reach. We discussed above how range
constants are used to determine the extent of a move to the left or right.
Other performance constraints will be reflected in maximum and mini-
mum values for @ and f. In the instruction model described here, the
maximum value a or S can take is 100 and the minimum is .063.

In our current instruction model, the interpretation of a command
giving accuracy feedback during instruction does not generate any motor
response from the robot. Nor does the interpretation of a command giving
congratulatory feedback. Both forms of feedback change the probability
distribution, however. Note that we are assuming congratulatory feedback
to be thoroughly effective in that the mean and variance of the distribution
always change in response to the feedback. It is common practice to
introduce a learning parameter 6 into the model and to assume that with
probability @ feedback is effective on any trial (the distribution changes),
and with probability (1 - ) it is not effective (the distribution stays the
same). We have in effect set #to 1 in our instruction model. We made this
choice in part because of the explicitness of verbal instructions —
congratulatory feedback, in particular, is hard to misconstrue — but also
because we are assuming that the robot’s total cognitive resources are
dedicated to learning from instruction. This assumption would change if
the robot were simultaneously attending to some other task. For example,
in many applications the robot might be monitoring the status of a process
for an emergency condition to which it had to respond.

Wheneyver the original command is given during instruction, the robot’s
response is generated by sampling the (0,1) interval using the current
probability distribution. If k,,_, (x) is the current probability distribution
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{step n of the instruction dialogue has fust Ceen completzd), a responss
to the original command at step n+ ! is genevaied by the following
sampling procedure: Take the cumulaiive probability distribution
K, (x)= 5 k., (x)dx, generate a vandom number y between 0 and 1,
and find x such that X, (x) = » This x gives the robot’s response at step
A+l

We now show & sample instruction session. The one-dimensional skiff
being taught to the robot is where to stop in front of double swing doors
so that the robot can enter through the righthand door when it opens. The
doors swing out ; the robot is on the cutside. Taking the combined width
of the two doors as the interval of interest, we wani to teach the robot to
select any pownt somewhat to the left of the midpoint. The robot begins
with the beta distributicn initialized 40 a= #= 1. In Figure 3 e show at
ezch step what the distnbuticn looks like t=fore the siep, what the
instruction is at this step, what the vobot's motor response x is (if there
is indeed a response), and what the vesulting distribution locks like. The
robot's response is indicated by 2 vertical bar. The rzsponse variable is
plotted along the x-axis, the probability distribution along the y-axis, The
y-axis on each graph goes from 0 to 5 or the least integer greater than the
maximum distribution value plotted. The data and the setup are very
similar to those in the human experiment reported in [16].

In [5] we have discussed a different one-dimensional learning model,
one that is computationally more efficient but which gives less immediate
response to the instruction. Our current concerns are to extend the models
to two-dimensional and higher tasks and to extend the range of natural-
language expressions used in instruction. An important overall change we
plan is to allow feedback to be given, and to take effect, while the robot
is still responding to the previous command. So, for instance, if the robot
is moving forward in response to a command from the operator, the
operator should be able to say That's far enough ! and have the robot stop
where it is. Not only is this form of feedback entirely natural, it should
provide faster learning.

This example illustrates another point that is fundamental in our
thinking about the learning capabilities of artificial devices. For our own
convenience in instructing them they need more than universal principles
of learning implemented. They need to understand English or another
human language, and to react to instruction in ways we feel comfortable
with. We therefore obviously start thinking about instructing robots in a
style that is modeled after the way we instruct children in school or
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-——~- 1. Go 1o the door!

--==2= 2. Rightalitle! -

x=.169

—=== 4, No need to be so careful !

x=.211 .
~-===-a 5. Go to the door! —————
. "«j | x=.173 l
w==~a 7, Thats fine!
’ x=.247 '

Fig. 3. — A sample instruction session.
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x=.025

3. A little more !

6. Right again!
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apprenfices on the job. As robots become much cleverer, e, much more
intelligen:t, our approach 1o imstructing them will in all likeiihood evolve
inte something more like a dialogue with a colleague, but that tirns stll
seems quite distant.

Stanford University.
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{2]
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