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PROCEDURAL SEMANTICS

Patrick Suppes
Stanford University

The great success of set-theoretical semantics in mathematical logic, and the strong tradition,
at least since Frege, against psychologism in logic, have been the basis of good arguments
for the same approach to the semantics of natural language. If appropriate limits are clearly
recognized, much can be and has been accomplished by this approach. Some of the notable
successes are the restricted use of Tarski’s definition of truth and the semantic analysis of
modal concepts.

As a final account of meaning or reference, however, set-theoretical semantics in its standard
form is clearly inadequate. There are several different ways of making the inadequacy explicit.
My own favored route is a psychological one. On this point I agree with Chomsky. Linguistics
broadly conceived is a part of cognitive psychology. A fully adequate theory of language must
postulate mechanisms of at least three broad types:

(i) learning mechanisms for acquiring language,
(ii) performance mechanisms for producing and comprehending speech,
(iii) connecting mechanisms that intimately link language to perception and bodily movement.

All of these mechanisms essentially involve aspects of meaning, and set-theoretical semantics
is too abstract, general, and noncomputational to provide a proper framework at any serious
level of detail.

It is a surprising and important fact that so much of the language of mathematics and science
can be analyzed at a nearly satisfactory formal level by set-theoretical semantics, but the
psychology of users is barely touched by this analysis. Not only logic, set theory, and modern
abstract branches of mathematics but also such physically and perceptually intuitive disciplines
as Euclidean or projective geometry can be given a formally very satisfactory set-theoretical
semantics. Such easily visualized geometric relations as incidence of point and line, inter-
section of lines, betweenness of points, and congruence of triangles have natural set-theoretical
representations. Ordinary verbs of perception or motion do not. Nor do the many nouns and
adjectives describing emotional states. If we were able to give adequate set-theoretical rep-
resentations of these and similar common words and phrases, we might, as in the case of
geometry, be at least partially content with an austere, vegetarian-like, set-theoretical diet in
spite of our knowledge that ‘real’ geometry and the discovery of nontrivial geometrical facts
depend not at all on set theory.

But in the case of ordinary language the set-theoretical fare does not offer minimal
nutritional content. True, we can have a certain amount of logic, but the gruel of quantifiers
and connectives is too thin. Not only are the four-letter words missing (in the case of English),
but also the much more important high-frequency two-letter words: fo, in, of, on, at, by
and as. The set-theoretical semantics of any of these seven two-letter words—or their functional
analogues in other languages—is far from being satisfactorily characterized.

At this point it would be reasonable for an advocate of set-theoretical semantics to respond
that set-theoretical requirements of analysis are much weaker than procedural requirements—
for example, a computable function or relation with a given set-theoretical representation as
a set of ordered pairs has ordinarily an unbounded set of procedural representations relative
to a given fixed set of procedures. (Anyone who has ever examined student computer programs

27


patguest
Typewritten Text
R. Haller & W. Grassl (Eds.), Language, Logic, and Philosophy, Proceedings 
of the 4th International Wittgenstein Symposium, Kirchberg am Wechsel, 
Austria 1979. Vienna: Hölder-Pichler-Tempsky, 1980, pp. 27-35.


written to solve a problem of moderate difficulty will recognize the reasonableness of this
claim that the set of procedural representations is unbounded.) So if we cannot solve the
weaker set-theoretical problem, why tackle the much harder procedural one?

At a general level, the answer is familiar. It is time for a fresh start. Moreover, the formal
guidelines for a fresh start are already well laid down by two important lines of research that
have been pursued for some time. The earlier line is the identification and definition of the
set of computable functions and their representation in terms of Turing machines. The general
set-theoretical representation of computable functions is trivial and uninteresting, but their
equivalent representations as partial recursive functions, Turing-machine computable, etc.,
is one of the most important results of 20th-century research in the foundations of mathe-
matics.

The second line of research, that on computer programming, depends to a certain limited
extent on the first, but the problems of greatest conceptual interest, for example, the efficiency
of compilers or the correctness of operating systems, seem to require new and specialized
concepts not found in the general theory of recursion. Above all, set-theoretical semantics
seems to have been of little serious use in either practical or theoretical problems of pro-
gramming. What has been important, indeed fundamental, is the concept of procedure or
subroutine, which has been central almost from the beginning to the recent theory of struc-
tural programming. Some cognitive psychologists, but perhaps no philosophers, talk about
human procedures as if humans were a current IBM computer model nearly ready for the
marketplace. As will become clear in what follows, I think there are similarities between human
procedures and computer subroutines, but there are also many essential differences. Moreover,
it should be clear that starting over with a computer analogy will not in itself solve many of the
problems left open in the set-theoretical semantics of natural language, for example, that
of providing a proper analysis of the seven two-letter words mentioned earlier. But it does
provide a more powerful framework for generating and testing hypotheses about the
mechanisms of language learning and performance to which I previously referred.

These general remarks about semantics are sketchy and need to be expanded considerably to
be persuasive. Rather than do this, in order to get a more concrete sense of what procedural
semantics is intended to be like, I turn now to a number of propositions I am prepared to
defend. These propositions are followed by one extended example, which is simple but by
no means entirely artificial.

1. Some General Propositions about Procedures and Meaning.
I begin with the relation between properties and procedures.

Proposition 1. Properties are abstractions of procedures, just as extensions are abstractions
of properties.

Two different procedures may test for the same property. For example, we may easily
have two different methods for deciding whether or not a certain flower has the property of
being hybrid. We do not have a precise constructive theory for abstracting properties from
procedures, but we do have a great deal of experience in ordinary contexts in making such
abstractions. More on this later.

Proposition 2. In finest detail, the meaning of a word, phrase, or utterance is a procedure,
or collection of procedures.

Thus, for me the meaning of the word red is the procedure I use in a given context for
applying the term. I said the meaning and the procedure, but this is because I include con-
textual parameters in the procedure and thus in the meaning. In many ways it is more
suggestive to speak of different procedures for applying, using, or understanding a given
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word or phrase, with the choice appropriate—in most cases at least—to the context, and
this is the use I shall favor hereafter.

To go beyond what Chisholm said in his paper, in my view of procedural semantics the
meaning of a proper name is a collection of procedures, which in their full complexity will
almost certainly be different for speaker and listener. His properties are abstractions of
my procedures.

There is, of course, a tendency both in philosophy and in ordinary talk to use a concept of
sameness of meaning that is much coarser than the one I am insisting on. Thus, someone
asks, ‘““What does it mean to say that a triangle is isosceles?’’ The answer comes back, ‘“That
just means the same as saying that two interior angles of the triangle are equal.”” But as
the endless literature on synonymy and propositional attitudes has repeatedly brought out,
the concept of sameness at work in the above example is really that of semantic paraphrase,
which is a quite loose sense of sameness. It is my argument that between semantic paraphrase
and the very highly individuated sense of meaning given in Proposition 2 there is no natural
firm ground on which to stand. It certainly is the case that the definition I advocate will
run contrary to much ordinary usage of the sort indicated, but I think the theoretical grounds
are extremely good for starting with a highly detailed and private sense of meaning and
then abstracting, by appropriate congruence relations, coarser senses. (Such a ‘geometrical’
theory of meaning that recognizes no single preferred congruence relation—just as there is none
in geometry—has been worked out in the set-theoretical case in Suppes (1973a); the theory
of congruence of meaning developed there has a natural extension to procedural semantics.)

Proposition 3. In finest detail, the meaning of a word, phrase, or utterance is private for
each individual.

The force of this proposition is not to deny the important public aspects of language but
to require an explicit theory of communication of how listeners understand speakers and how
speakers test for this understanding. Another aspect of the privacy of meaning needs to be
stressed. The particular procedure called on a given occasion when a word is spoken or heard
is not uniquely determined by the context but often results from current accidental associations
that strongly influence the selection. The meaning in this sense is not a matter under conscious
control or an object of purely intentional selection.

Proposition 4. High probability of successful communication depends, among other things, on
the following factors:

4.1 Spoken words, phrases, and utterances are identified as ‘being the same’, that is, being
appropriately congruent, by speaker and listener.

4.2 The procedures called by words or phrases yield for the given'context congruent com-
putational results for speaker and listener.

4.3 The speaker uses nonverbal as well as verbal cues from the listener to determine if the
words he uses are calling result-congruent procedures in him and the listener.

4.4 When the speaker judges his words are not calling result-congruent procedures, he uses
paraphrases in terms of words he believes will call result-congruent procedures.

The search for result-congruent procedures must ordinarily terminate successfully for a
successful communication to occur.

What I have sketched in Proposition 4 is a theory of communication. It is meant to outline
how we are to move from private meaning to public communication. Although I am certainly
not able to formulate the theory in anything close to a scientifically satisfactory form, there
are some clarifying remarks about the various parts of Proposition 4 that I want to make.
First, as to words being perceived the same by speaker and listener, this is a necessary non-
trivial condition of communication and, in the central case of spoken language, requires
an elaborate theory of how sameness of utterance is perceived. Even several occurrences of
the same word in a given utterance can have very different acoustical properties, and it is
not easy to identify those invariant features necessary for identification of sameness. In
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fact, it is fair to say that at a fundamental level the theory of such matters is far from being
well worked out.

The focus of 4.2 is the calling of result-congruent procedures by speaker and listener. What
I mean by result-congruent procedures can be made more explicit by a simple example of a
sort already alluded to. Consider two programs written to compute a certain function for a
given range of input data. The two programs are clearly not identical; one has 500 lines and
the other 550. What is more important, the run time is 95 milliseconds for one and 135 milli-
seconds for the other. But for any given input selected from the range of input data, the two
programs always compute the same result and thus are result-congruent.

Consider now a speaker talking to a listener, say, a pupil he is teaching arithmetic, as in the
extended example to be considered later. The speaker says, ‘‘Look at this number’’, and
simultaneously points his finger at the number which is at the top of a column of numbers.
The procedure called up by these words of the speaker is not the same for the listener—or
at least would have a low probability of being the same—but the two procedures in this simple
case are result-congruent. Cases of this sort are an important aspect of good teaching of skills
such as those of elementary mathematics or reading. Just as important, the good teacher uses
4.3 and 4.4 when 4.2 fails.

It also should be apparent that the procedure called by ‘‘Look at this number’’ can be
broken up into components along standard grammatical lines (see Fig. 1). The general Look
at subroutine is restricted, as it ordinarily is, to the object of attention, this number. The set-
theoretical semantic trees I have used in the past (Suppes 1973c) may be modified to become
procedural semantic trees, where now procedures rather than set denotations are shown at
appropriate nodes of a grammatical derivation tree like that of Figure 1. But I shall not enter
into details here, although these matters are at the heart of the technical development of
procedural semantics.

Command
/\
TV NP
Demonst. N
Look at this number
Figure 1

My continued focus is 4.2, and I want now to examine cases of casual conversation or
questions where the cognitive fit between speaker and listener is less tight, When this occurs,
the sense of result-congruence is coarse and loose, in line with the ‘geometrical’ theory of
meaning referred to earlier, for which there is no single sense of synonymy or congruence.

Smith says to Jones, ‘‘My wife came home from the hospital yesterday’’, and Jones
responds, ‘‘I’'m glad to hear it’’. The sense of result-congruence in this exchange is relatively
loose and vague. Jones’s response, keyed to his processing of Smith’s statement, reflects
his feelings as he imagines—visually or possibly propositionally-——Smith’s wife coming home.
Smith’s procedures are full of details that are missing in Jones’s. In the case of Smith’s
processing of Jones’s response, an even looser match of procedures is required to catch the sense
of gladness. Smith will in fact probably depend as much on the prosodic features of Jones’s
utterance, and perhaps on his facial expression, as he will on any procedures directly called
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by glad. And this will be almost equally true for Jones’s production procedures. The appro-
priateness of the loose sense of congruence is reinforced by our inability at present to say
anything interesting about the semantics of glad at the more abstract set-theoretical level.

Suppose, on another occasion, Smith asks Jones, ‘“Why does water almost always run
out of basins in a counterclockwise direction?’’ (Smith lives in the Northern Hemisphere.)
Smith is really puzzled by this phenomenon and he is not educated enough to know how to
look up the answer in a book on meteorology. All the same, his question evokes a procedure
for answering it in his own mind. It is a pictorial matter of the water being twisted around,
always in a certain way. He imagines water running out, and an obscure cause is applied to it.
He is then satisfied with, and at a qualitative level understands, Jones’s explanation of the
rotation in terms of the Coriolis force generated by the earth’s rotation, because it fits into his
own qualitative, pictorial procedure.

I do not want to push these examples too far. There is a variety of psychological evidence
that what is evoked by a complicated question can vary enormously from person to person.
Some individuals seem to have almost no visual memory and little tendency to visual imagina-
tion. In any case, in my casual sketch of Smith’s and Jones’s internal processing, [ have
ignored most of what I consider methodologically and theoretically important, namely, the
detailed synthesis of complex procedures from simple ones, as reflected either in the processing
of complex sentences or in the building up of complex skills from simpler ones. I do want to
emphasize that almost always this synthesis is made unconsciously, just as procedures as
meanings are ordinarily called up automatically without any deliberate or conscious effort.

At this point, I must abandon further efforts to give a better account of 4.2. I shall also
have to leave for another occasion the more detailed spelling out of the procedures outlined
in 4.3 and 4.4 for establishing communication when it appears to be absent.

Proposition 5. Classical set-theoretical referential semantics can be obtained, where appropriate,
by abstraction from procedural semantics.

This proposition applies particularly to the language of mathematics and theoretical science.
There is much that is satisfying and correct about standard model theory. Although it has not
been completely and adequately developed for the natural and informal mathematical language
of even elementary textbooks, the task does not seem impossible to accomplish.

By keeping in mind that procedures are meant to apply to a range of possible input data,
we can also easily see how to derive a set-theoretical possible-worlds semantics for prop-
ositional attitudes, intentional verbs, words that designate properties, etc. But the procedural
approach, when it is specific, provides at once the opportunity of going beyond the general
logic of propositional attitudes and the like to much more specific theories that restrict the
possible worlds severely, just as in the classical case of geometry, by using the specific content
of the procedures and their restricted ranges of applicable data.

As Proposition 5 indicates, procedural and set-theoretical semantics are not inconsistent with
each other. The procedural approach is meant to be almost infinitely more detailed and to
ground the theory of meaning in the privacy of each individual’s inaccessible mental proce-
dures. To those in search of a bedrock of certainty as a foundation for fundamental concepts,
the ground I have selected for meaning seems soft and unstable. But assigning a serious role
to the psychology of language forces a view like mine to the fore—at least, so I claim. More
detailed supporting arguments must await another occasion.

To avoid any suggestion that I think procedural semantics leads to a view of persons as
rather primitive computers, I end my list of general propositions with the following.

Proposition 6. Human procedures are similar to computer subroutines, but there are notable
differences:

6.1. What corresponds to the underlying machine language of human procedures is radically
different from any current computer language; moreover, this underlying language is probably
unknowable in complete detail.
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6.2. Human procedures are subject to continual modificaton and are much affected by use;
computer subroutines are not—they can stay the same for a thousand years.

6.3. Human procedures are intrinsically connected to perceptual and motor activities; for
computer subroutines these connections are still artificial, awkward, and difficult.

6.4 Human procedures are intrinsically continuous rather than discrete or digital in character;
prosodic features of speech are a prime example.
I stressed at the beginning the usefulness of the computer analogy for thinking about human
procedures, but a deeper and more detailed theoretical. view of the differences is also needed.
What I have formulated in Proposition 6 is too general to be of much help and can be of use
only in the most preliminary way.

11. An Extended Example: Column Addition.

To avoid the sense that everything I have had to say of a general nature is wholly and hope-
lessly programmatic, I turn to a simple but natural example, children of seven or eight years
of age being taught what it means to carry out the teacher’s request ‘“Add these numbers’’,
where the numbers are written in a standard column form. (What I say here extends the
analysis in Suppes (1973b)).

1 first analyze the problem in terms of a pseudo machine-language that has some psycho-
logical basis. Then I ask, how can we actually proceed with instruction, and so how do we
communicate with the student? My answer is that we build up the complex procedure of
adding—the meaning of Add these numbers—by using simpler commands whose meaning is
already known to the student. We can thus say that our complex procedure of adding numbers
is first synthesized for the student by calling up simpler subroutines that are the meaning
of commands he already understands.

I now turn to the pseudo machine-language used in the program at the left of Table 1.

For one-column addition, two registers suffice in our scheme of analysis. There is a stimulus-
supported register [SS] that holds an encoded representation of a printed symbol to which
the student is perceptually attending. In the present case the alphabet of such symbols consists
of the 10 digits and the underline symbol ‘__’. As a new symbol is attended to, previously
stored symbols are lost unless transferred to the second register, the non-stimulus-supported
register [NSS], which provides longer term storage for making computations.

I drastically simplify the perceptual situation by conceiving each exercise as being presented
on a grid with at most one symbol in each square of the grid. For column addition we number
the coordinates of the grid from the upper right-hand corner. Thus, in the exercise
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the coordinates of the digit 5 are (1,1), the coordinates of 4 are (2,1), and the coordinates of
7 are (3,1), with the first coordinate being the row number and the second being the column
number (the column number is needed for the general case).

The restricted set of instructions we need for column addition is the following:

Attend (a, b): Direct attention to grid position (a, b).
(%a, =b): Shift attention on the grid by (+a, £b).
Readin [SS]: Read into the stimulus-supported register the physical symbol in
the grid position addressed by Attend.
Lookup [R1]+[R2]: Look up table of basic addition facts for adding contents of
registers [R1] and [R2] and store the result in [R1].
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Copy [R1]in [R2]: Copy the content of register [R1] into register [R2].
Jump (val) R, L: Jump to line labeled L if content of register [R] is val.
Outright [R]: Write (output) the rightmost symbol of register [R] at grid position
addressed by Attend.
Deleteright [R]: Delete the rightmost symbol of register [R].
End: Terminate processing of current exercise.

Table 1

Example of One-column Addition
for Sums < 99

Pseudo machine-language English-addressable

program subroutines

Attend (1,1) coveririiniiiiiince e Look at this number.

Readin

Copy SSIin NSS ...t Remember the number.

Attend (+1, +0)eecieiiiiiiiiiir Now look at this next number.

Readin

Opr Lookup NSS+SS .ociiiiiiiiiiiiniiiiienn, Add the two numbers and remember

the sum.

Attend (+1, +0).ceveeiiiiiiiiiiiee, Move down the column.

Readin ........cooiiiiiiiiiii If there is another number,

Jump (0—9) SS, Opr add as before and continue.

Attend (+1, +0).ceiriiiiiiiiiiiiiiin If not, move down to the blank space.

Outright NSS ... Write down the number of ones in the
answer.

Deleteright NSS
Attend (+0, +1) e, Now look at the space to the left.

Outright NSS ..o Write down the number of tens in the
answer (unless it is zero).

Deleteright NSS
End

Of these instructions, only Lookup does not have an elementary character. In our complete
analysis, it has the status of a subroutine built up from more primitive operations such as
those of counting. It is, of course, more than a problem of constructing the table of basic
addition facts from counting subroutines; it is also a matter of being able to add a single digit
to any number stored in the non-stimulus-supported register [NSS], as, for example, in
adding many rows of digits in a given column. I omit the details of building up this sub-
routine. It should also be obvious that the remaining instructions are not a minimal set.
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To illustrate the ideas of how an exact procedural semantics can be given in terms of this
pseudo machine-language, the left-hand column of Table 1 shows a program for adding
any single column of numbers such that the sum is equal to or less than 99.

By attaching error parameters to various segments of the program, performance models
are easily generated. Extensive analysis, using somewhat simpler structural models, of a variety
of data that lead to estimation of such error parameters is to be found in Suppes (1969) and
Suppes and Morningstar (1972).

I refer to the programming language I have developed as a pseudo machine-language because,
as indicated in the previous section, I consider it not simply impractical but, within our present
conceptual framework, impossible to identify the actual machine language used for internal
programming of even simple cognitive tasks. Given this twilight status of the language I have
developed, it might be asked why I consider it at all. I think the important point is to analyze
what minimal language can do the job that has some claim to psychological naturalness,
that includes a simplified perceptual component, and that has a transparent structure that can
be analyzed in terms of actual performance data.

I will not try ro report on any actual data analysis in the present context but rather go on to
the question of how we can move from this somewhat abstract, pseudo machine-language
to the use only of English. After all, as already indicated, the instructor or tutor teaching
the young child how to do column addition must be able to talk to him in English and to
synthesize, as I have put it, a new procedure from procedures already known to the child.
In the right-hand column of Table 1, I have written down an English version of the program
and have called the various commands English-addressable subroutines. The semantics of
these individual phrases, for example, ‘Look at this number’ or ‘Remember the number’, have
a direct procedural interpretation and also a direct relation to corresponding parts of the
pseudo machine-language program. It is, I think, characteristic of the kind of task being con-
sidered that a procedural viewpoint is very much more fruitful than a set-theoretical one.
General set-theoretical semantics for the various English phrases shown on the right in Table 1
is unlikely to be very useful. The use of such English phrases to call subroutines whose machine-
language code is inknown to us also helps emphasize the point that I think this is the correct
way to think about procedural semantics. We build up from English complex routines out
of simpler routines, and the attempt to get very much deeper into the structure of the
processing will not be highly successful. I do not mean to suggest that all avenues of approach
are fenced off. For example, with younger colleagues I am now in the process of rather
extensively studying eye movements in the context of such procedures, and a good deal more
can be learned from such data. But it is still the case that the main tools are English (or another
natural language) and the behavioral responses to the natural language by the child as well as
his own spoken queries and comments.

It should be apparent from this quite simple example that the procedural semantics of such a
simple phrase as ‘‘Add these numbers’ is not to be given a simple set-theoretical inter-
pretation but involves complicated matters of perception and memory as well as elementary
computation. It is easy enough to think of other, more complex and sophisticated examples
that also require a procedural approach to achieve any sort of psychological realism.

If time permitted, I would go on to give a rather detailed theory of learning for this and
related elementary mathematical procedures. For this restricted subject, a rather thorough
development can be given for procedural semantics and the associated learning and per-
formance mechanisms. Even if the claims of my general propositions seem fanciful when
left unrestricted, I am confident that the kind of procedural semantics I have described is
actually applicable to the talking and listening characteristic of much elementary teaching and
learning.
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