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The idea of a hierarchical structure of language constituents of phonemes,
syllables, words, and sentences is robust and widely accepted. Empirical
similarity differences at every level of this hierarchy have been ana-
lyzed in the form of confusion matrices for many years. By normalizing
such data so that differences are represented by conditional probabilities,
semiorders of similarity differences can be constructed. The intersection
of two such orderings is an invariant partial ordering with respect to the
two given orders. These invariant partial orderings, especially between
perceptual and brain representations, but also for comparison of brain
images of words generated by auditory or visual presentations, are the
focus of this letter. Data from four experiments are analyzed, with some
success in finding conceptually significant invariants.

1 Introduction

When an English-speaking person hears the word Paris or reads the word
Italy, usually in a sentential context, the encoded word reaching the cortex
will often be recognized, in some way or another, as a word already present
in long-term memory. Of course, none of this process of recognition is ordi-
narily conscious in the usual settings in which we listen or read. Given that
this description is roughly correct, a problem of research is to find, if pos-
sible, brain wave representations of the initial processing of verbal stimuli.
There is a substantial tradition of studying components of these waves, usu-
ally called evoked response or event-related potentials (ERPs), generated by,
for example, visually presented sentences with semantic anomalies. (For re-
views of this literature, see Brown & Hagoort, 1999, and Rugg & Coles, 1995.)

Our task is an extension of this earlier one: identifying particular waves
as the representations in the brain of single auditorily or visually presented
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constituents of language. From a theoretical or statistical standpoint, this
is a problem of correct classification or recognition of brain waves, which
we observe at the surface of the skull by electroencephalographic (EEG)
recordings of the electric field.

Our first task in this letter is to support the following claim. When
brain wave recordings are time-locked to the presentation of words in a
sentential context, certain brain waves are representations of these words.
The extensive computational analyses of four experiments presented here
are intended to provide evidence for this claim, given in section 4, together
with reference to some of our already published results on recognition of
brain representations of isolated words (Suppes, Lu, & Han, 1997; Suppes,
Han, & Lu, 1998; Suppes, Han, Epelboim, & Lu, 1999; Suppes & Han, 2000;
Wong, Perreau-Guimaraes, Uy, & Suppes, 2004; Perreau-Guimaraes, Wong,
Uy, Grosenick, & Suppes, 2007) and on recognition of brain representations
of sentences (Suppes et al., 1998, 1999; Wong et al., 2004).

In the case of recordings of spoken language, it is well known that it
is difficult to identify the beginning or end of a particular word when the
speech is naturally continuous. Moreover, it is still difficult, in spite of years
of sophisticated work, to identify acoustic properties, or phonetic features,
of many words for a wide variety of linguistic contexts (Delgutte, 1997;
Repp, 1981; Stevens & Blumstein, 1978; Lieberman, Cooper, Shankweiler,
& Studdert-Kennedy, 1967). Yet accurate word identification in the brain is
obviously required for successful listening or reading.

As an extended illustration of our methods of analysis, we focus
initially, in section 2, on the recognition of brain waves representing
phonemes. The complex literature on speech perception of phonemes
just referred to suggests this task is more difficult than recognizing the
brain representations of words. The neural data on brain processing of
speech signals are surveyed in Price, Indefrey, and van Turennout (1999).
Naatanen et al. (1997) report an ERP type of finding broadly distinguish-
ing language-specific phonemes from other acoustic stimuli, including
phonemes from other languages. The evidence supports the existence of a
mismatch negativity (MMN) at about 200 ms after stimulus onset. (See also
Dehaene-Lambertz, 1997.) Recent support of this MMN effect, but with
careful further analysis of context effects in phonological assimilation, is
given in the long and detailed article by Mitterer and Blomert (2003). These
authors strongly support a subsymbolic model of phoneme processing that
is continuous rather than discrete and all-or-none in nature. Naatanen et al.
(1997) interpreted their results as “suggesting the existence of neural traces
of language-specific phoneme representations.” Mitterer and Blomert used
extensive data from several experiments to argue against a view that
the phoneme representation is fixed and invariant and to support the
importance of acoustic-phonetic variations with context.

As in the case of words, the contribution of our study is to offer evi-
dence for a much sharper concept of representation: distinct brain wave
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representations of individual phonemes that have approximate invariance
across a variety of syllabic contexts. In sections 2 and 4, we support ar-
guments for phoneme invariance, but not necessarily of a kind that goes
against the arguments for context effects supported by Mitterer and Blom-
ert (2003). As far as we know, our recognition results of brain waves
representing individual consonants are among the few reported in the
literature.

The mainly linear projections (i.e., transformations) of the digitized EEG
recordings of the test sample brain waves for either the auditory or, the
visual presentations are, as descriptions, not simple. Even this long descrip-
tion is a cryptic abbreviation of the several different kinds of transformations
introduced in the physical or statistical models of section 3. Hereafter, we
shall usually, for brevity, refer to the transformed brain waves or sometimes
just brain waves.

For many kinds of concrete objects or phenomena, a quantitative measure
of fit between two objects is required—for example, in the fit between a pro-
totype and a test sample. This leads to an ordinal relation of similarity dif-
ferences, as a generalization of the concept of congruence or isomorphism.
This relation is often not transitive. Such a concept of similarity differences
is not a new one in psychology. It has been widely studied since the nine-
teenth century. Even so, it continues to be a source of problems. Transitivity
is only the beginning of the troubles. In the ordinary concept of congruence
and the preservation of structure, we have substitution relations for parts of
a given object or phenomenon. But these straightforward substitutions of
language constituents are more complicated when familiar thresholds are
present, as they are in semiorders (Suppes, Krantz, Luce, & Tversky, 1989).

In section 2, we examine these problems of threshold and the problem
of similarity difference being a symmetric relation. All the same, our the-
oretical focus is on defining a relation of similarity difference that, as a
partial order, is invariant between perceptual and brain representations,
or between brain representations of words presented as either auditory or
visual verbal stimuli.

In section 3 we formulate and discuss the physical and statistical mod-
els we use to analyze EEG brain data on words in sentential contexts and
phonemes. In section 4, we turn to the empirical results of applying the
models of section 3. In section 5, we focus on the main topic: analysis of
the similarity differences of constituents of language and their invariant
brain representations. Section 6 summarizes our conclusions. Supplemen-
tary Material, referred to throughout the letter, is available online at http://
www.mitpressjournals.org/doi/suppl/10.1162/neco.2009.04-08-764.

2 Similarity Differences

A widely accepted intuitive idea is that a word segment w j consists of a
concatenation of phoneme or grapheme segments πi , and a sentence σ ,
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a concatenation of word segments. This concatenation permits temporal
overlap, but not overlap of written language in the spatial case. In recorded
continuous speech—in particular, the standard point source sound pressure
wave as a function of time—there is no way to mark exactly the end of one
constituent (e.g., a word) in the case of a sentence and the beginning of
the next. Physically there is superposition of the end part of one wave
and the beginning part of the next. When visual presentations are used,
it is obvious that the concatenation of words has the opposite property of
spatial separation. Both auditory and visual verbal stimuli are used in the
experiments analyzed later.

2.1 Inferring Ordinal Similarity Differences from Confusion
Matrices. An important problem is that in the actual brain data, and in
spoken language as well, the working relation of similarity difference does
not have all of the desired formal properties. First, in the classification of
the brain data, we do not directly compare any two words or phonemes to
judge their similarity differences. In the classification methods described in
section 3, we use some set of prototypes o+

j to classify each test sample o−
i .

(Note + for prototypes and − for test samples, a much-used notation in this
letter.) But if o−

i is classified as o+
j , this means that o−

i and o+
j have a minimal

similarity difference compared to the other possible classifications.
Our observable relation is between test samples o−

i and prototypes o+
j .

The process of misclassification must realistically be considered as a prob-
abilistic relation of confusion. In particular, for each class i of test samples,
p(o+

j |o−
i ), j = 1, . . . , N is a discrete conditional probability density that a

randomly chosen test sample from class i will be classified as belonging to
class j :

p(o+
j |o−

i ) ≥ 0 and
N∑

j=1

p(o+
j |o−

i ) = 1. (2.1)

Let M = (mi j ) be the confusion matrix for a given classification task, where
mi j is the number of test samples from class i classified as belonging to class
j . We then have the natural relative frequency relation, yielding an estimate
p̂(o+

j |o−
i ) of each conditional probability density p(o+

j |o−
i ),

p̂(o+
j |o−

i ) = mi j∑
j mi j

, (2.2)

although a Bayesian estimate could also be used.
The conditional probabilities p(o+

j |o−
i ) are conceptually important here,

not the joint probability density pi j , which depends on the relative fre-
quency pi of type i test samples. This marginal pi is not a conceptual issue,
just a feature of experimental design. The cardinality of the test types o−

i
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could easily vary in comparing psycholinguistic tests of confusion (e.g.,
of phonemes) and the corresponding experiments for classifying the brain
representations of the phonemes. This is true of an example we give in this
section.

For a detailed probabilistic theory of confusion matrices, we could use
standard statistical methods, such as a chi square test, to assess whether two
matrices M(brain) and M(perceptual) from two experiments, one yielding
brain data and the other perceptual data for the same phonemes or words,
had the same structure. However, this is too strong a requirement for current
brain experiments, and we replace it with something weaker.

Our solution is to introduce the weaker concepts of ordinal similarity dif-
ference, partial order of similarity differences, and similarity tree in the next
three sections. The applicability of these concepts to our brain experiments
on words and phonemes is, we think, both intuitive and straightforward.

2.2 Ordinal Similarity Difference. We define the ordinal similarity-
difference relation � in terms of the conditional probability densities
p(o+

j |o−
i ) of equation 2.1. We ignore in what follows the distinction between

a probability p and its estimate p̂,

o+
j |o−

i � o+
j ′ |o−

i ′ iff p(o+
j |o−

i ) > p(o+
j ′ |o−

i ′ ),

which we read as follows: test sample o−
i is more similar to prototype o+

j

than test sample o−
i ′ is to prototype o+

j ′ . We have a corresponding reading
for the reverse order.

The important conceptual point about this notion of similarity difference
is the following. Often we have o+

j |o−
i � o+

i |o−
j or vice versa. In such cases,

we do not have o+
j |o−

i ≈ o+
i |o−

j , so symmetry of similarity difference often
does not hold.

In section 5, we focus our study of empirical confusion matrices on ways
of analyzing the comparative similarity-difference relation �. Historically
in linguistics, confusion matrices have been important as a way of using
errors to infer linguistic structure. For example, in the well-known Miller
and Nicely (1955) study, noise was deliberately introduced to produce er-
rors in hearing accurately the various distinctive features that distinguish
phonemes (e.g., voiced versus voiceless), a distinction that proved resistant
to such degrading. We compare this perceptual study to our brain data on
phonemes in the next section.

We derive from the conditional probability densities p(o+
j |o−

i ) a (strict)
simple ordering � of the similarity differences of the ordered pairs o+

j |o−
i .

We can compare two such orderings using the classical Spearman rank
correlation.

As a specific example, think of the Miller-Nicely confusion matrices of
phonemes arising from perceptual judgments of experimental participants
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and corresponding confusion matrices for the brain representations of these
phonemes. Let �per be the perceptual simple ordering of the estimated con-
ditional densities p(o+

j | o−
i ) and �br be that for the corresponding condi-

tional densities for the brain representations of the phonemes. For these
two orderings, the Spearman rank correlation is 0.77, with p < 0.002.

2.3 Invariant Partial Orders of Similarity Differences. A potentially
significant invariant between the perceptual data and the corresponding
brain data is the intersection of the two strict orderings:

�per ∩ �br=�inv. (2.3)

The restriction to the strict orders is a practical one because of the instability
of small samples and small differences, a point expanded on below. The
relations �per and �br are, as strict simple orders, also strict partial orders:
irreflexive, asymmetric, and transitive orderings. Their intersection, the
relation �inv , with inv (standing for invariance), is also a strict partial order,
but not in general a simple order. We state two elementary general theorems:

Theorem 1. Let �1 and �2 be two strict partial orders on a nonempty set A, and
thus �1 and �2 are subsets of the Cartesian product A× A. Then �1 ∩ �2 is a
strict partial order on A.

Note that � can be the empty set (i.e., a vacuous strict partial order).
In our application, the set A is itself the Cartesian product 0+ × 0−, where

0+ = {+o1, . . ., +oN} and 0− = {−o1, . . ., −oN}. We need something a little
more elaborate to relate perceptual (or behavioral) and brain data by an
invariant partial order. The reason is simple. The hypotheses of theorem
1 are not satisfied by such data. The two relations �per and �br —per for
perceptual and br for brain—do not have the same domains.

Intuitively and experimentally, we have a natural one-to-one correspon-
dence φ between a given perception and the corresponding time-locked
brain representation of the perception. A more general theorem defines
invariance relative to such a mapping. Note that the mapping φ is not an
abstract correspondence, but a mapping defined as part of experimental de-
sign or by some other empirical considerations, to be specified in each case.

Theorem 2. Let (Ai , �i ), for i = 1, 2, be strict partial order structures, that is,
�i is a strict partial order on the nonempty set Ai . Also, let φ be a given one-one
mapping from A1 onto A2. Then:

(i) The image φ−1 of the structure (A2, �2) is a strict partial order structure
(φ−1(A2), φ−1(�2)), whose domain is A1.

(ii) The binary relation
�1 ∩ φ−1(�2) =�3

is a strict partial order on A1.
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We can appropriately call �3 the invariant strict partial order on A1, relative
to �1 and φ−1(�2).

We now introduce two less standard order concepts to use in defining
semiorders, to provide a threshold for small similarity differences.

Definition 1. Let R be irreflexive on A. Then R is an interval order on A iff for
every a, b, c, and d in A, if aRb and cRd, then aRd or cRb.

Definition 2. R is strongly transitive on Aiff for every a, b, c, and d on A, if aRb
and bRc, then either dRc or aRd.

The name strongly transitive is justified by the fact that if R is irreflexive,
then it is transitive, as well as having the strong condition on any element d
in A relative to a and c. (Note that when d = c, the transitivity of R follows
immediately from R being irreflexive and strongly transitive.)

Definition 3. R is a semiorder on A iff R is irreflexive, strongly transitive, and
an interval order on A.

Obviously any semiorder is a partial order.
It is easy to check that if A is finite, the numerical semiorders introduced

later in this section with the numerical threshold ε = 0.02 satisfy the def-
inition of semiorder just given. It can be shown that any finite semiorder
(A,≺) has a numerical representation ϕ with a positive threshold, such as
ε = 0.02 (but any positive number other than 0.02 can be used with change
in the scaling of the elements of A) such that for a and b in A

ϕ(a ) + 0.02 < ϕ(b) iff a ≺ b.

(The proof is given in Scott & Suppes, 1958.)
On the other hand, as is already asserted, the intersection of two

semiorders is not necessarily a semiorder. Here is a simple counterexample
to justify this assertion:

Let A = {a , b, c, d}
≺1= {(a , b), (a , c), (a , d), (b, d), (c, d)} = a ≺1 b ≈ c ≺1 d

≺2= {(c, d), (c, a ), (c, b), (d, b), (a , b)} = c ≺2 d ≈ a ≺2 b,

where ≈ is not noticeably different (i.e., within threshold), which we define
as a ≈ b iff not a ≺ b and not b ≺ a .

So now we take the intersection of the two semiorders ≺1 and ≺2,

≺1 ∩ ≺2=≺3= {(a , b), (c, d)},
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but the relation ≺3 does not satisfy the interval-order property and so (A,≺3)
is not a semiorder. But the intersection of two semiorders is a (strict) partial
order, as is, of course, ≺3 in our example.

As the confusion matrices of section 5 illustrate very well, a problem
is that many of the conditional densities p(o+

j |o−
i ) differ by very small

probabilities. Often the difference is not statistically significant, and even
when it is, we usually do not expect it to be preserved in a mapping from
perceptual to brain data. So it is natural to introduce small thresholds, within
which we regard two conditional probabilities as not noticeably different.
For example, let the threshold be 0.02; we say that

o+
j |o−

i ≈ o+
j ′ |o−

i ′ iff |p(o+
j |o−

i ) − p(o+
j ′ |o−

i ′ )| ≤ 0.02.

(We use this threshold in data analysis in section 5.) With such a threshold,
which makes ≈ reflexive and symmetric but not necessarily transitive, our
strict partial orders become something stronger: semiorders. For example,
for the threshold 0.02,

o+
j |o−

i � o+
j ′ |o−

i ′ iff p(o+
j |o−

i ) > p(o+
j ′ |o−

i ′ ) + 0.02.

We later show graphs of several semiorders. For purposes of simplifying
the graphs, we define a stronger relation than ≈. This new relation ≡ is a
strict equivalence relation—reflexive, symmetric, and transitive—that also
has the necessary substitution property, for a congruence relation with
respect to the semiorder, namely,

if a ≡ a ′ and a � b then a ′ � b,

and

if b ≡ b ′ and a � b then a � b ′.

It is easy to prove that the congruence relation ≡ has the properties just
described when it is defined as

a ≡ b iff for all c, (i) c � a iff c � b and (i i) a � c iff b � c.

In graphing a semiorder, if a ≡ b, then we put a and b at the same vertex.
We do the same in graphing the invariant partial orders. (For further details
on thresholds and semiorders, see Suppes et al., 1989.)

We analyze from our experiments several invariant strict partial orders—
one here and more in section 5. In the framework of current research, such
invariant relations provide perhaps the most direct experimental evidence
we can expect of structural similarities between linguistic perceptions and
their brain images and, very likely, other kinds of perception as well.
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Table 1: Syllables used in Experiment 1.

ba baboo gooto pooboo
boo bapa gootoe poopa
go bapoo goto toego
goo booba gotoe toegoo
pa boopa paba toeto
poo boopoo paboo togo
to gogoo papoo togoo
toe googo pooba totoe

Table 2: Conditional Probability Matrix.

Miller and Niceley Experiment Brain Experiment

p t b g p t b g

p .47 .49 .02 .02 .36 .38 .12 .14
t .52 .46 .02 .01 .34 .50 .03 .13
b .05 .02 .71 .21 .14 .31 .42 .13
g .06 .02 .38 .55 .10 .33 .15 .42

Notes: Each row sums to 1, as a discrete probability density function. The rows are
for the four test samples—phonemes on the left and brain representation of phonemes
on the right. The columns on the left are for the behavioral classification responses and
on the right for the prototypes of the brain representations.

The concept of an invariant partial order of similarity differences may
seem too abstract and general. To allay any such feeling, we introduce here
in brief form the analysis of phonemes taken from experiment I. In their
report of the classic well-known experiment already mentioned, Miller and
Nicely (1955) published an extensive set of confusion matrices for 16 English
consonants, heard under various conditions of noise or other distortion,
and then classified by participants. Here we use their Table 2, with signal-
to-noise ratio of −12db and frequency response 200 − 6500 Hz, and we
consider only the four consonants p, t, b, and g—the order they occur in
Table 2. In experiment I, we analyzed results for only one participant. We
collected EEG recorded brain data, time-locked to presentation of a CV
syllable or bisyllable CVCV, where C was one of the four consonants and
V was one of three vowels: either a as in ba , o as in go, or oo as in boo. The
32 syllables are shown in Table 1. Table 2 shows the conditional-probability
matrix for the Miller-Nicely experiment on the left and the matrix for our
brain experiment on the right. In all cases, the test samples are on the
left side (e.g., p for row 1) and responses (Miller-Nicely) or prototypes
(brain) across the top, one for each column. Each row of a probability
matrix sums to 1. The two semiorders, with threshold ε = 0.02—one from
the Miller-Nicely conditional probability matrix and the other from the
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corresponding brain-EEG matrix—are shown in Figures 1a and 1b. The
arrows in both graphs point toward lower similarity (i.e., larger similarity
differences), so, for example, the arrow pointing from p|b to b|t means that
p(p|b) > p(b|t) + 0.02 in both probability matrices, as is easily checked,
0.05 > 0.02 + 0.02 and 0.14 > 0.03 + 0.02.

Figure 1c shows the invariant partial order that is the intersection of the
two semiorders of Figures 1a and 1b. We restrict ourselves to noting two
qualitative invariants of linguistic significance. Miller and Nicely charac-
terize the 16 English phonemes in terms of five properties, the first four of
which are binary: voicing, nasality, affrication, and duration. Only voicing
contrast occurs in our four phonemes—b and g are voiced, p and t are
voiceless. The fifth property is place of articulation, to which they assign
three values: front (b, p), middle (t), and back (g). In their discussion, they
note that voicing is much less affected by random noise than the other
four properties. This is reflected in our invariant partial order of similarity
differences (see Figure 1c) for b|p is one of the minimum similarity points
of the graph and p|b has only b|t lower in similarity.

In contrast, place of articulation is hard to discriminate under noise,
so t|p and p|t are high in similarity, since p and t differ only in adjacent
places of articulation. The consonants b and g also differ only in place of
articulation, but the two places are not adjacent.

2.4 Partitions and Similarity Trees. In the spirit of much earlier re-
search (Tversky, 1977; Hubert, Arabie, & Meulman, 2006) on proximity
matrices and similarity relations that are not always symmetric, we also
use the ordering of the discrete conditional probabilities p(o+

j |o−
i ) to define

a hierarchy of partitions that leads to a qualitative similarity tree, as we
shall label it.

First, we define O = O+ ∪ O−. Next, let OI and OJ be subsets of O. Then
we define the “merged product,”

OI OJ = {o+
j |o−

i : o+
j ∈ OI & o−

i ∈ OJ or o−
i ∈ OI & o+

j ∈ OJ },

and obviously OI OJ = OJ OI .
A set OI OJ is a valid merged product if and only if it contains at least

one ordered pair o+
j |o−

i . Given a valid merged product OI OJ , we can order,
according to the original order defined by the conditional probabilities, the
pairs in OI OJ of the form o+

j |o−
i . Then for valid merged products,

min OI OJ = the least pair under the ordering ≺,

max OI OJ = the largest pair under the ordering ≺.

If min OI OJ ≺ min OK OL , we write

OI OJ ≺
min

OK OL ,
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(a) (b)

(c)

Figure 1: (a) Semiorder graph of similarity differences for the Miller and Nicely
data. (b) Similarity-difference semiorder of the LDC conditional-probability
matrix of the brain data of experiment I. The threshold of both semiorders is
ε = 0.02. (c) Partial order that is the intersection of semiorders a and b.
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and we define in the same fashion:

OI OJ ≺
max

OK OL .

With the concepts defined, we can now characterize recursively the con-
struction of the proximity partition that generates the qualitative similarity
tree.

We begin with the first partition P0 of the set O. This partition is just the
2N singleton sets of O:

P0 = {{+o1}, . . . , {+oN}, {−o1}, . . . , {−oN}}.

Note that P0 is obviously a partition of O, since each element of P0 is a
nonempty set, the intersection of any two elements of P0 is empty, and the
union of the elements of P0 is O. Before writing down the general inductive
step, we define partition P1 to clarify intuitively the recursive procedure
in its simplest instance. First, we form the set Q0 of all products OI OJ ,
where OI and OJ are elements of P0. We next remove from Q0 all products
OI OJ that are not valid mergers (i.e., do not have a minimum) to form
the reduced set Q∗

0. The sets in Q∗
0 are now ordered by the relation ≺min.

Take the maximum of this ordering, which is, say, Oi ′ Oj ′ . The partition P1

is then almost the same as P0 except the two singleton sets Oi ′ and Oj ′ are
replaced by their union Oi ′ ∪ Oj ′ , and the partition P1 consequently has
2N − 1 elements.

The process just described of constructing partition P1 is easily formu-
lated for the general inductive step from k to k + 1. Let

Pk = {
Ok

1 , Ok
2 , . . . , Ok

2N−k

}
.

Form the reduced set Q∗
k and order its members by ≺min:

Ok
i1

Ok
j1 ≺

min
· · · ≺

min
Ok

im
Ok

jm .

Then

Pk+1 = {
Ok

1 , Ok
2 , . . . , Ok

im
∪ Ok

jm , . . . , Ok
2N−(k+1)

}
.

It is easy to see that each step of the recursion reduces the cardinality of the
next partition by 1, so that in 2N steps, we must reach

P2N = {{−o1, . . . ,−oN,+o1, . . . , +oN}}.

We can now construct the corresponding similarity tree by using the
hierarchy of partitions in reverse order. At the root of the tree is the single
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(a) (b)

Figure 2: Miller and Nicely and (b) EEG similarity trees. Note that leaves of the
trees are not similarity pairs, but single prototypes or test sample types, where,
for example, +p is the prototype phoneme p in tree a and the brain wave of the
prototype phoneme p in tree b. Likewise, −p is the test sample type of phoneme
p in tree a and the brain wave of it in tree b.

set O of the partition P2N. Next come two branches from P2N−1, which has
two elements in its partition. We continue in this fashion until all the leaves
of P0 have been used to complete the tree. Greater similarity of a pair o+

j o−
i

is reflected qualitatively in the greater closeness of its two components in
the tree structure, as may be seen in the similarity trees of Figure 2 for
the four phonemes of the Miller-Nicely data and also the brain data of
experiment 1. Both trees show the close grouping of test samples and their
natural prototypes, with one exception, p and t, for the Miller-Nicely data
and none for the brain data. Both figures show the same intuitive split of
the voiced phonemes b and g in the top half and the voiceless pair p and t
in the bottom half of each tree.

The wider theoretical framework of this section is the theory of proximity
spaces, especially as developed in Chapter 14 of Suppes et al. (1989). A
proximity space of similarity can be based on our relation of similarity
differences, although the usual assumption is that of a weak ordering rather
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than a semiorder, used here for the reasons given earlier. Deriving proximity
spaces from confusion matrices is standard. Here we have not pursued this
approach.

3 Models and Methods of Classification

Section 3.1 presents a general view of our classification methods. Section 3.2
reviews the earliest of our classification methods, the time-frequency model,
in which averaged and filtered test observations are classified using filtered
prototypes. Next we describe several single-trial classification models. In
section 3.3 the classification model uses singular value decomposition (SVD)
to reduce the number of variables, followed by a linear discriminant anal-
ysis. Section 3.4 presents a model using regularization instead of SVD.

3.1 Classification. In order to analyze our brain data composed of T
trials belonging to C classes ω1, ω2, . . . , ωC , we build statistical models pre-
dicting to which class a test trial belongs. All the models presented here
share a common general principle: C projection functions h1, h2, . . . , hC are
applied to each N-dimensional trial, and the decision function, depending
on the C scalars D(h1(x), h2(x), . . . , hC (x)), gives the predicted class:

x −→ D

⎛
⎜⎜⎜⎝

⎡
⎢⎢⎢⎣

h1(x)

h2(x)

. . .

hC (x)

⎤
⎥⎥⎥⎦

⎞
⎟⎟⎟⎠ −→ j.

In linear models, these C projections functions correspond to vectors
of coefficients hi of the same length as a trial x. The function is then the
inner product hi (x) = hi · x. In some linear models, the C vectors hi are not
linearly independent, and we can actually consider C − 1 projections.

From the number mi j of test trials of class i classified as class j , we build
the confusion matrix M = (mi j ). The correct classification rate r is the sum
of the diagonal divided by the number of test trials:

r =
∑

i mii∑
i j mi j

.

The optimization of the models and the prediction of the test trials are
done in two phases. The trials are partitioned into two sets. The training
set is used to optimize the functions h1, h2, . . . , hC , and the test set is used
to estimate the confusion matrix, including the classification rate. Obtain-
ing a single classification rate based on one arbitrary partition of the data
into training and test sets does not provide in general a good estimation
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of a classifier performance. We use two methods in order to analyze the
statistical significance and improve the estimation.

3.1.1 Derivation of Extreme Statistic. For some analysis methods, such as
the time-frequency model, the estimation of the classification rate is not
performed with a set of trials independent from those used to optimize the
parameters. So the classification rate obtained may overestimate the mean
classification rate that would be obtained on new test trials. In this case, the
mean classification rate under the null hypothesis of random labeling of the
trials may be above the chance level 1/C . In order to give a better estimation
of the statistical significance of the classification rates we obtained with
such methods, we derive the extreme statistic under the null hypothesis of
independent and identically distributed (i.i.d.) trials. A detailed derivation
of the extreme statistic is given in the Supplementary Material, section I.

3.1.2 Q-Fold Cross-Validation. A standard method to minimize bias in the
mean classification rate is given by the leave-one-out method in which T
classifications are performed, each time using T − 1 trials as training set
and the remaining one for the test set. The average of the T classifications
rates is an estimate of the mean classification rate. It has been shown that
this method is not always optimal (Shao, 1993) and can be computationally
very expensive, so several generalizations have been proposed for cases in
which it is not feasible to use the leave-one-out method. Here is our choice.

The trials are randomly partitioned in Q even sets, q = 1, . . . , Q. If T is
not divisible by Q, the last group gets the remainder of the trials. Then Q
classifications are performed, with, in the q th step, the test set formed of
the q th set of the partition, and the training trials taken as the union of the
other Q − 1 sets. The average of the Q rates is used as the estimation of
the mean classification rate. The p-values are computed using a binomial
model. We give in Supplementary Material, section II, a more detailed and
formal description of Q-fold validation. These methods are discussed in
detail in Shao (1993) and Hastie, Tibshirani, and Friedman (2001).

3.2 A Time-Frequency Classification (TFC). Historically the study of
EEG has been focused on finding segments of time and range of frequen-
cies associated with stimuli and responses. Event-related potentials (ERPs)
mark times after the onset of the stimulus when the averaged EEG shows
pronounced activity. The literature, for example, cites P100 as a local max-
imum that occurs for many stimuli around 100 ms after stimulus onset.
Ranges of frequencies have been classified in the same spirit. Theta waves
correspond to a range of frequencies between 3.5 Hz and 7 Hz. The alpha
range is between 7 Hz and 13 Hz and gamma waves between 25 Hz and
70 Hz. The possible use of a model based on the superposition of a very
small number of sine waves is explored in Suppes and Han (2000). Here
we select the range of time and frequencies in a more direct computational
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approach. The analysis is restricted to an interval of time [s,e] and a range
of frequencies [L ,H], optimizing the four parameters s, e , L , and H to max-
imize the classification rate.

The selection of the EEG signal in the [s,e] time interval is simply obtained
by keeping only the samples between s and e . The filtering of the EEG to
the range of frequencies [L ,H] is more complex. The principle of filter
construction is simple. Details are not. A bandpass filter, for example, 1 to
20 Hz, simply filters out all the frequencies below 1 Hz and above 20 Hz.
There are many developments in the electrical engineering literature on
the theory and art of designing filters, which are not possible to survey in
this letter. We used a fourth-order Butterworth filter, although in the work
reported here, something simpler would serve the purpose just about as
well. (For details about such filters, see Proakis & Manolakis, 1996.)

The optimal values for the four parameters are searched in a finite uni-
form grid. To find the optimal set of parameters s, e , L , and H, the trials
are partitioned into training and test sets. For each point in the parameter
grid, all the trials are filtered in time and frequency to the ranges [s,e] and
[L ,H]. We construct C prototypes xi by averaging the filtered training trials
in each class. If N is the number of samples in [s,e] and x(n), 1 ≤ n ≤ N, the
nth observation of a filtered test sample, then projection functions hi are
defined by the sum of squared differences.

The test sample x is classified as a trial of class j if

j = arg min
i

hi (x),

with the minimum being unique. The classification rate is computed for
each point in the parameter grid and the best rate selected. These projections
hi are quadratic forms—another fundamental difference with the two other
classification models we present in this letter, which are both linear in
nature.

The repetitions R in the derivation of the extreme statistic correspond,
under the null hypothesis, to our grid search for the optimal bandpass filter
parameters L and H and the optimal temporal interval fitting test samples
to prototypes, with two parameters s and e . In some cases, we replace e by
α, the estimated length of the brain wave for a word after the offset of the
word. The size of the discrete four-dimensional grid (L , H, s, e) determines
R. Assuming a rectangular grid, where, for example, |L| is the cardinality of
the discrete set of values of L , the repetition parameter R has the numerical
value R = |L| × |H| × |s| × |e|.

3.3 Linear Discriminant Classification. Contrasting with the previous
physics-based time-frequency method, linear discriminant classification
(LDC) is a purely statistical notion. It predicts the classes of the test trials
using linear regression, as described in detail below. To use all N samples
from all S channels, we concatenate all the channels to form NS variables.
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The number N of samples of a trial is, even after downsampling, on the
order of 100. If we combine several channels, this number is on the order of
several hundreds. To reduce the dimension of the data, we decompose the
data using the singular value decomposition (SVD). The optimal number
K of components to keep is obtained by performing subclassifications for
all the possible values below a preset maximum value of 200 components.
These subclassifications are performed inside the nested cross-validation
loops using only the training trials to avoid biasing the result.

From the reduced data, we then compute the two scatter matrices,

Sw =
C∑

i=1

Pi�i

and

Sb =
C∑

i=1

Pi (Yi − Y0)(Yi − Y0)ᵀ,

where Pi is the proportion of trials of class i , and �i = Yᵀ
i Yi − Yi Y

ᵀ
i and Yi

are K × K covariance matrix and mean vector for the class i .
Using tr(S−1

w Sb) as the optimization criterion, the best linear transfor-
mation is given by the C-1 eigenvectors hi , i = 1... C-1, corresponding
to the nonzero eigenvalues of S−1

w Sb , which has by construction only C-1
nonzero eigenvalues. The C-1 projection functions are given by the in-
ner product with the eigenvectors, hi (x) = hi · x. To decide to which class
the test trial belongs, the Mahanolobis distance is minimized between
[h1(x), h2(x), . . . , hC−1(x)] and the corresponding multivariate normal dis-
tributions estimated for each class from the training trials. For a review of
these methods, see (Ye, 2005; Fukunaga, 1990; Swets & Weng, 1996).

3.4 Linear Classification Discriminant with Tikhonov Regularization
(LDC-TR). An alternative to feature reduction is to use a regularization of
the cost functions hi (x) = hi · x with

hi = arg min
ω

‖ Xω − yi ‖2 + λ2 ‖ ω ‖2,

where λ is a regularization parameter, X is a matrix in which each row is a
trial, yi ( j) is 1 if the row j in X is of class i , 0 otherwise, and ω a column
vector of linear-discriminant coefficients.

This Tikhonov regularization, originally introduced in Tikhonov and
Arsenin (1977), has a closed-form solution:

hi = (XᵀX + λ2I)−1Xᵀyi .

Some analyses with similar linear-regularized solutions for classification
purpose can be found in Wong et al. (2004) and Zhang (1999). As with the
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LDC model, to decide to which class the test trial belongs, we minimize the
Mahanolobis distance.

The parameter λ is optimized in the same fashion as the number k of
SVD components in the LDC model, in a nested cross-validation loop. The
searched values were 1, 5, 10, 20, . . . , 100.

3.5 Support Vector Machines Classification. In this work we used
primarily linear classification methods, with the exception of the time-
frequency classification. One could argue that neural networks with hidden
layers, or kernel methods, such as support vector machines (SVMs), are po-
tentially superior to linear methods. The main argument is the probable
nonlinearity of the processes underlying the brain functions related to the
task studied. The systematic superiority of such methods for EEG classifica-
tion is a subject of debate (Muller, Anderson, & Birch, 2003). The potential of
nonlinear methods to better model more complex data is usually at the cost
of robustness when the number of trials is not high compared to the num-
ber of variables and the number of different classes. The classifications pre-
sented here involve a large number of features and classes with a relatively
small number of trials per class. Even with a good feature reduction scheme,
optimizing nonlinear models in the kind of experiments we analyze is cer-
tainly a challenge and, in our experience, does not significantly improve
classification results (Perreau-Guimaraes et al., 2007). Finally, the aim of this
work is not the classification method itself, but to use confusion matrices to
study invariant partial orders of similarity differences. The linear methods
we used yielded classification rates and p-values suitable for our purposes.

Nevertheless, several people suggested we try SVM classification. This
method, which defines the decision function as h(x) = w�ϕ(xi ) + b, where
ϕ is a nonlinear mapping function, extends linear classification in two ways.
First, instead of finding the hyperplane that best separates the classes, SVM
finds the hyperplane that separates the classes with the greatest margin.
Because the classes are not in general separable by a hyperplane, SVM
projects the data into a space of greater dimension where the classes are
linearly separable and then finds the hyperplane with the greatest margin
in that space. Using reproducible kernel theory, sometime called the “kernel
trick,” SVM does not need to define explicitly the mapping function ϕ(x)
but just the kernel K (x, y) = ϕ(x)�ϕ(y).

For data defined by pairs (xi , yi ), where xi is a trial and yi the correspond-
ing class label, SVM solves the optimization problem,

min
w,b,ξ

w�w + C
l∑

i=1

ξi

subject to yi (w�ϕ(xi ) + b) ≥ 1 − ξi

ξi ≥ 0
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where C is a regularization parameter, ξi slack variables allowing some
trials to be misclassified, and b an affine constant. We used two different
but standard kernels:

� Linear: K (xi , xj ) = x�
i x j

� Gaussian radial basis function (RBF): K (xi , xj ) = exp(−γ ‖xi − xj‖2),
γ > 0

LIBSVM software has been used extensively for various brain imaging
classification (EEG, MEG, and MRI). A relevant reference is Hanson and
Halchenko (2008). It implements the usual kernels and provides multiclass
classification and cross-validation. We searched parameters (C = 1/λ for
linear, C and γ for radial) over a grid and cross-validated again the best set
of parameters.

3.6 Artifact Correction. In order to account for artifacts, we relied
on the independent component analysis (ICA) method (Jung et al., 2000;
Hyvärinen & Oja, 2000; Makeig, Debener, Onton, & Delorme, 2004). In
the set of data we present here, no control channels were recorded, so we
identified artifact components (eye blinks, eye movements, EKG, or muscle
activity) visually. We did this artifact correction prior to analysis for exper-
iments II to IV. In the case of experiment I, too few channels were recorded
to perform ICA, but the six bipolar pairs were in the back halves of the
hemispheres, and visual detection found few significant artifacts. (Further
details on artifacts are given in Supplementary Material, section III.)

3.7 Computation. All the computations have been performed using
the mathematical software Matlab with the statistical, signal processing
and neural network toolboxes.

4 Experimental Results for Words in Sentential Contexts

Table 3 summarizes the new results of analysis for the various models tested.
Section 4.1 focuses on experiment I concerned with phonemes; section 4.2
on experiment II auditory and visual words from 48 sentences; and section
4.3 on results for experiments III and IV on a single participant, separated
by more than three years. (For reference, the experimental methods used in
all four experiments are described in Supplementary Material, section V.)

4.1 Phonemes in Syllabic Contexts: Experiment I. Three individuals,
all right-handed males, who had participated in earlier EEG experiments,
participated in this one. The experiment consisted of auditory presentation
of 8 syllables and 24 syllable pairs to the three participants. The syllables
are shown in Table 1. The list of 32 stimuli was randomly presented to
each individual 25 times (as described in more detail in the Supplementary
Material, section V). A brief preliminary analysis of the present experiment
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Table 3: Classification Results.

Experiment Model Rate p-value

I TFC 41.0/64 <10−5

I LDC 93.9/236 <10−6

I LDC-TR 98.3/236 <10−7

II Vis TFC 8.6/19 <10−5

II Vis LDC 115/765 <10−10

II Vis LDC-TR 118/765 <10−10

II Vis SVM-linear 142/765 <10−10

II Vis SVM-radial 138/765 <10−10

II Aud LDC 72/680 <10−7

II Aud SVM-linear 97/680 <10−10

II Aud SVM-radial 101/680 <10−10

III TFC 12.6/19 <10−5

IV TFC 14.7/19 <10−8

III+IV LDC 109.1/340 <10−10

III+IV LDC-TR 41.0/114 <10−10

III+IV SVM-linear 116/340 <10−10

III+IV SVM-radial 103/340 <10−10

Note: The first column is the label of the experiment as defined in section 4, the second
column is the classification model, the third column gives the average number of correct
classifications over the number of test trials, and the last column gives the statistical
significance.

was reported in Suppes et al. (1999). All analyses of the EEG-recorded data
reported here are new. The new analyses concentrated on the four initial
constants p, b, t, and g, each represented by 8 syllables or syllable pairs in
the given list of 32.

4.1.1 Time-Frequency Classification Model. Since each participant had 800
trials, there were 2400 trials. This meant 600 trials for each initial consonant.
The first 200 of these 600 trials were used for a consonant prototype and the
remaining 400 for 16 averaged test samples of 25 trials for each consonant.
Thus, there were 4 × 16 = 64 test samples to be classified.

The optimal bipolar pairs of electrodes were T3–C3 for five random
permutations, T4–C4 for four random permutations, and C3–T5 for the re-
maining one. (When there was more than one optimal pair, we selected the
pair of electrodes that minimized the temporal length of the segment of
observations used for classification. C4–T6 was very close on two permuta-
tions (Other electrode selection methods are discussed in Wong et al., 2008.)
The mean filter was L = 2.5 Hz and H = 18.9 Hz, with s = 132 ms and
e = 388 ms. The mean recognition rate for the 10 permutations was 41.0 out
of 64 possible (64%). The statistical significance under the extreme statistic
null hypothesis of this result is good, even with a large grid search R of
83,160. It is 8.0 standard deviations from the mean of the extreme statistic
Y with p < 10−5.
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4.1.2 Linear-Discriminant Classification Model for Single Trials. Only the
data of one of the three participants were used in this analysis—the one
for whose data we earlier classified correctly the largest number of the 32
syllables, (47% for participant S7; Suppes et al., 1999). With LDC used on
participant S7’s data, the mean classification result was 93.9 out of 236 (42%),
p < 10−6 for the four initial consonants. Some of the results of experiment I
were presented in section 2 to illustrate our use of invariant partial orders
of similarity differences.

4.2 Experiment II: Brain Waves of Auditory and Visual Words from
48 Sentences. We report results for four experiments of classification of
brain waves representing words occurring in sentential contexts. Analy-
sis of the sentence data from experiments II to IV, together with detailed
description of the experimental methods used, were published in Suppes
et al. (1999). The analysis presented here of the word data has not been
previously published.

4.2.1 Data. In this experiment, we presented 48 spoken sentences to nine
participants about the geography of Europe. The sentences were presented
in 10 randomized blocks, with all 48 sentences occurring once in each block.
The 48 sentences were statements about commonly known geographic facts
of Europe, with half of the sentences true, half false, half positive, and half
negative (e.g., The capital of Italy is Paris and Paris is not east of Berlin).
The interval from sentence onset to sentence onset was 4.05 s. The detailed
experimental methods and average results for the sentences were published
in Suppes et al. (1999) and described briefly in Supplementary Material,
section IV.

The sentences were also presented visually, one word at a time, in a
separate session, with the same timing as the auditory words. Only one
visual word was shown at a time on the screen to minimize eye movements.
We use all nine participants described in Suppes et al. (1999). This earlier
article did include one main result of interest here. When data from five
participants were used to form prototypes to classify the 48 sentences and
data from the other four participants were used to form corresponding test
samples, the time frequency model obtained a 90% classification rate. The
results for the auditory presentation were lower, but four of the participants
(S10, S18, S24, and S27) had classification rates significantly above chance.

4.2.2 Analysis of 19 Words. Pertinent to our focus in this letter, similar
results with different participants for prototypes and test samples were
also found by a new analysis at the level of words. Using just the first
24 sentences, we cut them into 19 words. They were deliberately grouped
together, as shown in Table 4, in a way to facilitate detailed analysis later. For
group 1 of Table 4, the subscript 1 means that the word or phrase occurred
at the beginning of a sentence, and the subscript 2, the opposite. The word
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Table 4: Nineteen Words from the 24 Sentences.

Group 1 Group 2

Berlin1,2 north
France1,2 south
London1,2 east
Moscow1,2 west
Paris1,2 Germany
Warsaw1,2 Poland

Russia
N = 12 7

Paris, for example, occurred at the beginning of two sentences and at the end
of two others. The word Germany, which has no subscript, occurred only in
the interior of two sentences. As the total of 19 shows, we counted different
subscripts as different occurrences of six of the word types in Table 4.

4.2.3 Visual Presentation: Time Frequency Brain Wave Classification for All
510 Possible Partitions of the Nine Participants into Two Sets (II VIS TFC). For
the time frequency model, we classified the transformed brain waves for the
19 word positions by pooling the trials of a subset of the nine participants
for training and the complement subset for test. Each of the 510 possible
two-element partitions of the nine participants was analyzed. The bipolar
pair of electrodes C4–T6 was optimal for most of the partitions. The mean
bandpass filter was L = 1.5 Hz and H = 8.6 Hz. The mean start s = 102 ms
and the mean interval α = 86 ms, with, as defined earlier, α being the
estimated length of a word’s brain wave after the end of the word. The
mean recognition rate was 8.6 of the 19 test samples (45.1%), p < 10−5.

4.2.4 Visual Presentation: Single-trial Brain Wave Classification for All the
Four Versus Five and Five Versus Four Partition of the Nine Participants (II VIS
LDC, LDC-TR, SVM-Linear & SVM-Radial). For single-trial classification
we used the linear discriminant classification (LDC) model, with three-fold
validation. We pooled the trials as for the time frequency model, but with
the added constraint that the prototype or test set had at least four partic-
ipants. This constraint is satisfied by 252 different two-element partitions.
Classifying single trials increases tremendously the number of times a test
trial is used as a test, with a total of 578,340. The mean classification rate is
2.6 out of 19 (15.0%), p < 10−10. The classification rate is lower than with
the time frequency model, but the larger average number of test trials in a
fold of the cross-validation, 765, leads to a more significant p-value.

We also ran three other models. The LDC-TR model had a mean classi-
fication rate of 2.9 out of 19 (15.4%), p < 10−10. The SVM-linear model had
a classification rate of 3.5 out of 19 (18.6%), with parameter C having an
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optimal value at C = 0.04. The SVM-radial model results were 3.4 out of 19
(18.1%) with optimal parameter values C = 16 and γ = 10−3.

4.2.5 Auditory Presentation: Single-trial Brain Wave Classification for Four
Participants (II AUD LDC, SVM-Linear, and SVM-Radial). For the auditory
presentation, we relaxed the constraint of the training and test trials coming
from different participants. All trials of the four participants were used as a
single set of data. We ran the LDC classification with three-fold validation,
giving a mean classification rate of 2.0 out of 19 (10.6%), p < 10−3. The two
SVM models did significantly better. The SVM-linear model had a classifica-
tion rate of 2.8 out of 19 (14.8%) with optimal C = 0.04, and the SVM-radial
model had a rate of 2.8 out of 19 (14.9%) with optimal parameters C = 16
and γ = 10−3.

4.2.6 Measure of Similarity Differences Between Auditory Words. The sim-
ilarity differences of speech signals are generally measured by computing
the distortion between their short-time spectral representations. The mel-
frequency cepstral coefficients (MFCC), which have been successfully used
in speech recognition systems, were applied to describe the spectra of the
speech stimuli in this experiment. Because the different tokens of the same
speech utterance are seldom produced at the same speed, in order to com-
pute the overall distortion between two speech stimuli, we must first find
the best timing alignment between them. The dynamic time warping (DTW)
method has been widely used to derive the optimal timing alignment be-
tween two speech templates with minimal overall distortion. Detailed in-
formation on MFCC and DTW can be found in many technical sources on
speech recognition (Rabiner & Juang, 1993). More specifically, the following
scheme was used to compute the distortion between each pair of auditory
words:

1. Divide waveforms of the auditory word into 10 ms frames. Calculate,
for each frame, a feature vector, including twelfth-order MFCC and
their first- and second-order derivatives.

2. Align the two sequences of MFCC’s feature vectors using DTW. The
overall distortion between them is the cumulative distortion of the
best path.

3. Normalize the overall distortion by the length of the best path.

The normalized distortion between the auditory words can be used as a
measurement of their similarity difference, which is what we have done.

We use this distortion measure in place of a confusion matrix for the
auditory words, which we did not have. We recognize that judging similar-
ity difference by this measure is not the best comparison to make with the
similarity of the corresponding brain representations of the words, since the
distortion is not a perceptual measure. But as we show in section 5, some
significant invariants can be found.
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4.3 Experiments III and IV: Analysis of a Single Participant.

4.3.1 Experiment III: Time Frequency Classification Results. In a setup also
similar to experiment I, the first 24 of the 48 sentences were presented to a
group of participants. The general recognition results, again based on the
time frequency model, were reported in Suppes et al. (1999), experiment II.
For one participant, S18, we correctly recognized all 24 sentences. The word
recognition results reported here, however, are based on a new analysis of
the data and were not previously reported.

Using just the data of S18, we ran 10 permutations of the order of the
trials for each word to build new prototypes and test samples. We then
obtained 10 separate brain wave recognition rates, with, in each of the
10 permutations, five trials averaged for a prototype and five for a test
sample. Several bipolar pairs of electrodes had the same optimal rate of
recognition for a given permutation. The most common pairs across the set
of 10 permutations were P4–T6 and C4–T6, at least one of which was optimal
for each permutation. The mean bandpass filter for the 10 permutations was
L = 1.0 Hz and H = 15.0 Hz. The mean parameter start s for the temporal
segment of the brain wave used for classification was 79 ms, with the time
measured in milliseconds from the visual onset of a word, and the mean
added length α was 152 ms, after the offset of the word. We obtained a mean
recognition rate of 12.6 for the 19 words (66%), with a standard deviation
of 1.5. The statistical significance of this mean rate of 12.6 is p < 10−5.

4.3.2 Experiment IV: TFC Results Three Years Later. Given that brain ac-
tivity is continuously changing, it is not obvious what prior prediction can
be made of EEG recorded brain waves of language processing over time.
Without giving a general result, we can report one unpublished experiment
on participant S18 more than three years after experiment III’s data on the
same 24 geography sentences reported for S18 above. The span was from
January 1999 to May 2002, and different grass amplifiers were used for the
two experiments. Otherwise the experimental design and method were as
described in Suppes et al. (1999). The new experiment used the 48 visually
presented geography sentences of experiment II, which included the orig-
inal 24. As in the case of the 24 sentences, we were able to recognize all 48
sentences (100%).

So, using the same 19 words listed in Table 4 from the same 24 sen-
tences, we again tested how many of the words we could recognize from
these new recordings of S18 taken three years later. The bipolar pairs of
electrodes C4–T6 and P4–T6 remained optimal ones for 9 of the 10 per-
mutations, with P3–T5 being optimal in the remaining case. The mean
bandpass filter was L = 2.0 Hz and H = 10.6 Hz, somewhat narrower than
the mean filter of 1999. The mean temporal segment used for classification
was very similar to that of 1999, with s = 70 ms and α = 191 ms. The
mean recognition rate for the 10 permutations was 14.7 out of 19 (77%),
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with p < 10−8. This was better than the earlier result (66%) for S18 in
experiment III.

4.3.3 Single-Trial Results for the Combined 1999 and 2002 S18: III+IV LDC
and LDC-TR. Different models were used to classify single trials. Although
the time frequency classification model can also be used for this purpose,
in such analyses of previous experiments, it did not do as well as the ones
considered here.

The summary results are shown in Table 3 for single trials. LDC did
well. With a three-fold validation, the mean rate was 109.1/340 (32%). This
classification rate is highly significant for a chance probability of 1/19.

The linear-discriminant classification with Tikhonov regularization
(LDC-TR) had a 36% correct classification of 41.0/114 test trials. The best
result was obtained by using all of the 13 channels common to the two
experiments. The two SVM models were in general not better than the re-
sults just stated for the LDC models. The comparison is rather complicated.
The best was the LDC-TR model with 36.0%, next the SVM-linear model
with 115.6/340 (34.0%), then the LDC model with 32.1%, and finally the
nonlinear SVM-radial model with 102.7 (30.2%).

It is our experience that in many cases, the optimal number of channels is
less than the total. For example, we ran the LDC-TR model on the sentential
data of individual participants of experiment II—classification not of brain
data for words but of brain data representing the entire sentences. The
average number of optimal channels for the nine participants was 6.3, with
2 being the minimum and 11 the maximum, which is far from the total of
22.

We have, for this model and all the others in this table, statistically quite
significant results. Given there were so many incorrectly classified brain
wave representations of words, these strong results may seem paradoxical.
But they are not. They just reflect how far from chance level is our daily
easy recognition of the words in spoken sentences, for which we must have
mostly correct brain representations to converse. On the one hand, we have
statistically strong recognition rates for individual words, and on the other
hand, we are far from Jelinek’s criterion (1997) of 95% or better for practical
computer methods of speech recognition.

In the data drawn from these four experiments, we have presented ev-
idence that the brain wave representation of words can be taken out of
particular sentential contexts and recognized by the methods of analysis
we have used. The results are by no means perfect, but it should be evident
from the p-values given in Table 3, and in other statistical results presented,
that highly significant recognition rates have been achieved. There is cer-
tainly much room for improvement in our results, although, as far as we
know, they are as good as any now to be found in the literature for this type
of language experiment.
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Table 5: Spearman Rank Correlations Between Pairs of Orderings of Condi-
tional Probabilities Measuring Similarity Differences.

II Vis II Vis II Vis II Aud III+IV III+IV
ρ TFC LDC LDC-TR LDC LDC LDC-TR Aud. Words

II Vis TFC 1 0.53 0.53 0.32 0.45 0.48 0.10
II Vis LDC 1 0.93 0.53 0.68 0.61 0.05
II Vis LDC-TR 1 0.52 0.63 0.64 0.05
II Aud LDC 1 0.42 0.42 0.10
III+IV LDC 1 0.68 0.10
III+IV LDC-TR 1 0.18
Aud. words 1

Note: Vis = Visual. Aud = Auditory.

5 Invariant Partial Orders of Similarity Differences Evaluated

Section 2 has formal definitions of confusion matrices, the conditional
probability densities derived from them, and the similarity-difference
semiorders ≺ of the conditional probabilities. The intersections of two such
orderings are invariant partial orders of similarity differences.

5.1 Spearman Rank Correlations. Before trying to find invariants
between the perceptual structure of the words and their representation in
the brain, we can ask ourselves how similar are the 19 × 19 conditional
probability matrices obtained using different experiments and different
classification models. We do not expect that the distributions underlying
these different matrices will be exactly the same; therefore, using a simple
χ2 test is not appropriate, as the test will always reject the null hypothesis
given enough trials. We first compute Spearman rank correlations of the
361 entries of the 19 × 19 matrices. The matrices can be found in the
Supplementary Material, section V. We then turn to invariant partial orders
of similarity differences.

Table 5 shows the rank correlations for experiments II and III+IV.
All of the correlations between brain wave similarity-differences have
highly significant p-values (p < 10−10), except for the correlations with the
similarity-difference ordering of the speech recognition distances between
actual spoken (auditory) words, which do not reflect direct perceptual
judgments.

The two rank correlations comparing the two models LDC and LDC-TR
are especially strong: 0.93 for experiment II visual and 0.68 for experiment
III+IV. Also, more relevant to brain function is the high correlation of 0.53 for
experiment II LDC, Visual versus Auditory, in spite of the great differences
in the physical processing of the visual and auditory stimuli. These strong
rank correlations support much more detailed investigation of similarity-
difference relations, as developed in section 2.
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5.2 Invariant Partial Orders. The conditional probability matrix, de-
rived from the confusion matrix for a given experimental condition, defines
a simple order (excluding ties) of all possible pairs of classes. We can relax
the order relation by classifying two pairs as equivalent in similarity differ-
ence for which the conditional probabilities differ by less than a threshold
ε, which is 0.02 in all cases before section 5.4. We then obtain a semiorder, as
discussed in section 2. For any two such orders, we can look at the invariant
partial order defined by their set-theoretical intersection, as also discussed
in section 2.3. It is difficult to show the graphs for sets greater than half a
dozen items, as the number of pairs is the square of this number. For that
reason, we chose a subset of three city names, Berlin, London, and Moscow,
each with two positions in sentences, for a total of six items.

The analysis and interpretation of the partial orders can be split in two
main parts. The diagonal elements of the two matrices from which an in-
variant parital order is derived show the distributions of the correct classifi-
cations of the prototype test pairs. But the off-diagonal elements carry more
insights about the structures underlying the confusion matrices and their
associated conditional probabilities and semiorders. Off-diagonal elements
at the top of the semiorders are the most similar confused pairs and those
at the bottom the most dissimilar ones. A property may be present in one
semiorder representing the auditory modality and not in the semiorder cor-
responding to the visual presentation. Or it can be invariant between the
modalities and be preserved in the invariant partial order. This is a stronger
condition than being present in both modalities.

5.2.1 Distribution of Correct Classifications. Figure 3 shows the semiorder
for experiment II LDC Visual. Figure 4 is the corresponding semiorder for
experiment II LDC Auditory, and Figure 5 shows the semiorder for the
distances between the auditory words. Figure 6 shows the intersection of
the semiorders of Figures 3 and 4, and Figure 7 the intersection of the
semiorders of Figures 4 and 5.

The first observation about Figure 6 is that five of the six types of test
samples are each invariantly strictly more similar to their own natural
prototypes—“invariantly” meaning for both auditory and visual stimulus
presentations. Thus, m1|m1 � {m2|m1, l1|m1, l2|m1, b1|m1, b2|m1} and sim-
ilarly for l1| l1, l2| l2, b1|b1, and b2|b2. Moreover, m2|m2 dominates four of
the six cases and is weakly equivalent to the fifth case b2|m2. This is not
surprising, as the classification rates were significantly above chance level.
More interesting in the analysis of the effect of position, in Figures 3 and 4
all diagonal elements with a city name in the first position (b1|b1, l1|l1 and
m1|m1) are in the semiorders above the elements with a city name in the
second position (b2|b2, l2|l2 and m2|m2). The city names in first position
classify better than the ones in second position in the sentence. Perceptu-
ally this reflects the usual greater salience of the first word of a spoken
sentence beginning with a proper name in comparison to the other words.
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Figure 3: Semiorder graph of similarity differences for experiment II VIS LDC.
The semiorder was constructed from the simple order of the conditional prob-
abilities using a threshold ε = 0.02.

Figure 4: Semiorder graph of similarity differences of auditorily generated
brain waves for experiment II Aud LDC with a threshold ε = 0.02.

A detailed phonological discussion of these matters may be found in Selkirk
(1995).

Figure 7 shows the intersection of the semiorders of Figures 4 and 5.
So Figure 7 is the intersection of the semiorder of the transformed brain
waves of the auditory presented city names Berlin, London, and Moscow, as
before, and the semiorder derived from the distances of these three auditory
words. (Of course, we consider as separate words two tokens of the words
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Figure 5: Semiorder graph of similarity differences for auditory words them-
selves using the normalized distortion measure with a threshold ε = 0.02.
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Figure 6: Intersection of the two semiorders of experiment II using similarity
differences of the visually and auditorily generated brain waves (see Figures 3
and 4) for the LDC model.

Figure 7: Intersection of the two similarity-difference semiorders of
experiment II of brain waves generated by auditory words (see Figure 4)
and the auditory words themselves (see Figure 5).

in different sentential positions.) The first observation is the same as for
Figure 6—the intersection of Figures 3 and 4. The high similarities of test
samples to their natural prototypes are clustered together at the high end
of the ordering.

We computed the partial orders from the confusion matrices obtained
with SVM with a linear kernel for experiments II Visual and II Auditory
(see Figures 8 and 9), cases where SVM outperformed LDC. The intersection
between the two semiorders is shown in Figure 10. We already remarked
this corresponds to the experiments with the largest numbers of trials. The
most notable difference between the invariant partial orders obtained with
SVM and LDC is the SVM shift toward the bottom of the couples b1|b1, l2|l2
and m2|m2. This seems surprising at first glance, as we would expect better
rates to push the diagonal couples upward. A look at the rates by classes
(see Table 6) gives the explanation. The improvement of the classification
for SVM is at the cost of robustness to inbalance in the number of trials per
class, a constraint difficult to avoid in our study. The gap between the rates
for the classes with a high number of trials (b2, l1 and m1) and the other
classes is significant, to the point of none of the auditory London2 (l2) trials
being classified correctly.
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Figure 8: Semiorder graph of similarity differences for experiment II VIS SVM-
linear, with ε = 0.02.

5.2.2 Analysis of the Confusion. Here is a further observation about
Figure 6. The two rows at the top of the graph of the partial order cor-
responding to the highest similarity have 7 out of 7 pairs with city names
in the same position. In contrast, the two rows at the bottom have 12 out of
14 pairs with city-names in different positions. One remark about Figure 5
brings out its special character in the analysis of the distances between the
auditory words: each position of the three city names is very similar to its
other position. These six cases (b1|b1, b2|b2, and so on) have the highest
similarity, followed by the six cases comparing different positions. Here
we have perfect symmetry in the semiorder of these cases: l2| l1 ≡ l1| l2,
m2| m1 ≡ m1| m2, b2| b1 ≡ b1| b2. However, this perfect symmetry follows
from the symmetric property of the distance measure, which is not derived
from a confusion matrix.

Another line of analysis of the partial orders focuses on the congru-
ence relation, represented by pairs sharing the same box. The pairs m1|m2
and m2|m1 are congruent, as defined in section 2, in the partial order of
visual and auditory words in Figure 6 as well as in the invariant partial
order of the brain representation of the auditory words with the auditory
words themselves in Figure 7. In this latter figure, there are more invariant
congruent pairs, and we note that such pairs in the same boxes tend to
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Figure 9: Semiorder graph of similarity differences for experiment II AUD
SVM-linear, with ε = 0.02.

have common items: {b1|l2 ≡ b2|l1 ≡ l1|b2}, {l1|m1 ≡ l2|m2 ≡ m2|l2}, and
{b2|m2 ≡ m1|b2 ≡ m2|b2}. There is more invariance between the auditory
brain words and the auditory words themselves than between the two
brain modalities. The symmetry of the auditory words semiorders is par-
tially preserved in the invariant partial order in Figure 7: {b2|l1 ≡ l1|b2},
{l2|m2 ≡ m2|l2}, and {b2|m2 ≡ m2|b2}. We already remarked that {m1|m2 ≡
m2|m1} are in both invariant partial orders. Also, in all three triple con-
gruencies in Figure 7, the pair not congruent with the symmetric pair is
made of the same city names as the symmetric pair in the same congruence
relation.

5.2.3 Three City Name Regardless of Position. Given the symmetry built
into the distance of the auditory words, we reanalyzed the visually and
auditorily generated brain waves, without considering the positions in a
sentence of the three city names. We show in Figure 11 the three semiorders,
again with ε = 0.02, and so there are nine similarity differences to compare.
Experiment II Visual (brain) is shown on the left, experiment II Auditory
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Figure 10: Intersection of the two semiorders of experiment II using similarity
differences of the visually and auditorily generated brain waves (see Figures 8
and 9) for the SVM-linear model.

Table 6: Comparative Classification Rates per class for the LDC and SVM Mod-
els. Experiment II Auditory and Visual.

Visual Auditory

Number of Rate Rate Number of Rate Rate
Word Trials LDC % SVM % Trials LDC % SVM %
b1 90 22.2 4.1 40 50 10.5
b2 450 52.6 70.4 200 29.9 61.2
l1 360 46.7 58.8 160 40 53.3
l2 180 34.1 11.9 80 21.2 0
m1 360 43.8 56.8 160 37.1 35.4
m2 180 42.3 9.2 80 15.8 20.6

Notes: There are six classes, derived from three city names, Berlin, London, and Moscow,
each in two sentential positions. Data for the visual condition are shown on the left,
and for the auditory on the right. The data are the percentages of correct classification
of the six classes. The number of trials for each class is shown in the first column for
visual and auditory. This is the total number for each class, not the number of the test
trials.

(brain) in the middle, and experiment II Auditory words on the right. The
closeness is reflected in the three intersections: Figure 12a, the intersection
of experiment II Visual and Auditory; Figure 12b, the intersection of the
semiorders of the auditory words and their brain waves; and Figure 12c,
the intersection of the semiorders of the auditory words and the brain waves
of the visual words.
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(a) (b) (c)

Figure 11: Similarity-difference semiorder for the names of three cities without
considering position: (a) visually generated brain waves, (b) auditorily gener-
ated brain waves, and (c) the auditory words themselves.

First, we note that all three invariant partial orders defined by an intersec-
tion are actually semiorders, which, as proved in section 2, is not in general
the case. Second, the three natural prototype similarity-differences b|b, l|l,
and m|m remain at the top of all three intersections in slightly different con-
figurations. Third, there is a qualitative difference between Figure 12a and
Figures 12b and 12c. But this is not surprising, since Figure 12a represents
the intersection of two semiorders of brain waves, whereas Figures 12b and
12c represent intersections of brain wave semiorders with the semiorder of
the auditory words themselves. In Figure 12a, the only partial-order rela-
tions are between the three pairs of brain waves of same city name and the
six pairs with different city names (e.g., b|b � b|l). On the other hand, in
Figures 12b and 12c, there are a number of partial-order relations between
pairs with different city names, for example, in Figure 12b, l|b � b|m, and
in Figure 12c, b|l � m|l.

At the last intersection of two semiorders, we compared two models for
the same data, that of experiment III+IV. This comparison is given in the
Supplementary Material, section VI.

5.3 Expanding the Analysis to 10 Words with Similarity Trees.

5.3.1 Dominance of Position. We selected the 5 city names with both po-
sitions 1 and 2 to form a 10 × 10 conditional-probability matrix.
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(b)(a)

(c)

Figure 12: Pairwise intersections of the three semiorders of Figure 8: (a) audito-
rily versus visually generated brain waves, (b) auditorily generated brain waves
versus the auditory words, and (c) visually generated brain waves versus the
auditory words.

We first found, for each city name brain wave, the wave with which it
was most confused. For experiment II VIS TFC, out of the 10 city names, 9
confusions were with a city name of the same position and 0 with the same
city name in a different position. For experiment II VIS LDC, these numbers
were 10 and 0 out of 10. With a chance probability of 4/9 of drawing a same
position and a chance probability of 1/9 of drawing the same city name in a
different position, these rankings strongly support the conclusion that city
names often group by position and not by same city name.

Using the similarity tree method described in section 2, we used the
ordering of the conditional probabilities for each experiment to construct
the corresponding trees, as shown in Figure 13. We can see with this more
complex example the simplification brought by the similarity trees, where
the relations shown are directly between the brain waves of words instead
of pairs. In Figures 13a and 13c, the words in positions 1 and 2 occur
separately in two distinct main branches. Looked at in another way, of the
30 possible pairs in Figure 13, only 8 correspond to confusions, with 7 of
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(a) (b) (c)

Figure 13: Trees for brain waves of the names of the five cities for experiment
II LDC: (a) visual, (b) auditory, and (c) for experiment III+IV LDC.

these between different words in the same position. The only exception is
London2. This confirms the dominant effect of position in the brain waves.
Counting words from the three trees, in 22 out of 30 brain waves of word
tokens, the prototype is on a terminal branch next to the test of the same
word, which is consistent with the classification rates we reported.

Analyzing confusions between brain waves of city names is less
straightforward. The pattern of confusion or closeness for the city names in
position 1 does not seem to be consistent with the city names in position 2.
In tree a, the group (−London2, +London2) is next to (−Berlin2, +Berlin2),
but in position 1 (−London1, +London1) is next to (−Warsaw1, +Warsaw1).
Also, there is no clear invariance of confusion among the three trees besides
the effect of position.

5.3.2 Semantic Clustering Without Syntactic Position. A limitation of the
language constituents considered is that no semantic features are included.
This is not necessary for such constituents as phonemes or syllables, but
words are another matter. Free associations of spoken or written words
are at least as likely to be semantic as syntactic in nature. Certainly the
associations generated can be manipulated by instructions in experimen-
tal situations. But in the experiments considered here, no explicit mention
of semantics or meaning occurred. However, all the brain data for words
were collected in sentential contexts that required the evaluation of the
truth or falsity of the sentences presented as stimuli. This requires a se-
mantic computation of truth or falsity for each sentence. So it is natural to
inquire whether any of the similarities we found were semantic rather than
syntactical in nature.
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(a) (b) (c)

Figure 14: Trees for brain waves of the names of the three cities, three countries,
and four directions, for experiment II LDC: (a) visual and (b) auditory and
(c) for experiment III+IV LDC.

Ignoring position, so as to have, for example, only one brain wave for
Paris, we chose to use the brain waves of the three city names, three country
names, and four direction names used earlier. The brain data suggest a ten-
dency for the direction names to group together. For the country names, the
results were not so good; most such names were confused with a city name.
In Figure 14a, east, west, and south are in a common branch. In Figure 14c,
all four direction names are in the same branch.

The results just described are very suggestive. It may be that semantic
aspects of language are processed, probably in parallel in the brain, almost
as early as phonological and syntactical features. The development of mod-
els to identify invariants of semantic similarity by the methods used here is
a topic we are pursuing.

For the semiorders discussed in this section, we used a constant ε = 0.02
as the threshold. In the Supplementary Material, section VII, we compute
the cardinality of the semiorders using other threshold values.

5.4 Start and Ending Contours of Transformed Brain Waves of Ini-
tial Consonants. Another expected feature of similarity between different
representations of the same linguistic constituent is conservation of the
temporal sequence of events, time-interval overlap, and time isometry. In
experiment I, when the participant hears ba , it is in the interval of time
[ics, ice ] for the initial consonant b and the interval of time [vs, ve ] for the
vowel a . There is not a time point that separates the auditory sound b
from the auditory sound a and these two intervals overlap by a time δ,
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Figure 15: Isocontours of the initial-consonant brain-wave classification rate (in
percent) restricted to a |e−s| time window. The numbers plotted are average
values for start s on the x-axis and window |e − s| on the y-axis. The star at the
bottom, between 100 and 200 ms, represents the shortest interval (e − s) for the
36th percent isocontour.

for example, ice − vs = δ > 0. We can say that the initial consonant inter-
val overlaps the vowel interval to an approximation δ. So the question is
whether this ordering is preserved in the brain wave representation of ba .
For that, we need to estimate which time interval is relevant for the classifi-
cation of the transformed brain wave representations of initial consonants
and vowels presented in section 2.

In order to show when in time the brain waves are the most discriminant,
we plotted classification rates for both initial consonants and vowels as a
function of the start s and end e of the window of analysis in ms after the
onset of the stimulus and with e−s, in ms, as the window. Each result in the
plot is the average of 10 classification rates obtained with the LDC method
restricted to the e−s window with start s, for participant S7 only (results
rounded to integer values). Figure 15 shows the contours for the initial
consonants. The maximum rate is 42% with a sharp plateau defined by the
36% contour. The minimum start and temporal window for the 36% contour
are about 180 ms and 60 ms, respectively, as shown by the star in the figure.
When overlap is considered, these time intervals for the brain waves are
small enough to fit in with the approximate real-time processing (roughly
3 words per second) that is characteristic of most listening and reading.
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6 Concluding Remarks on Similarity-Difference Invariants

In experiment I we illustrated how similarity differences can show an in-
variance between perception of lexical constituent (phonemes) and their
brain representation in EEG. In this simple four-class case, the invariance
of structure is immediately visible in the intersection of the semiorders and
in the similarity trees, and especially evident was the robust distinction
between voiced and voiceless consonants. In experiment II we lacked the
perceptual data and used instead a dissimilarity speech-recognition mea-
sure derived from the mel-frequency cepstral coefficients, as discussed in
section 4.2.6, to substitute for a perceptual measure. An interesting ro-
bust invariant is that the word Moscow, as a sound and in visual and
auditory brain representations, is the most differentiated of the three
words.

As the examples we have presented in section 5 show, the notion of an
invariant partial order of similarity differences has a wide application. In
the case of experiment II, it is also useful in finding the invariants between
brain representations of the same linguistic constituent presented auditorily
or visually. What is especially interesting here is that the physical pathways
from the peripheral nervous system to the cortex are extraordinarily dif-
ferent. But the invariant partial order suggests considerable overlap in the
different representations of visual and auditory word presentations, or there
is, at bottom, one such brain representation accessed by these two different
pathways in listening or reading.

A second application is the comparison of models that do very well in
classification but still are not identical. It would of course be surprising
to have very good rates of classification and yet rather different orders of
similarity differences. This is not the case, but it is important to be able to
see to what extent different models yield similarity comparisons that are
close to each other and to examine carefully what differences there are.

At the level of the phonological experiment, experiment I, or the com-
parison of visual or auditory presentations in experiment II, the findings
are significant, but also call for more extensive experiments and the search
for ever better methods of improving, in some sense, the judgments of
similarity differences.

From the standpoint of language, what was suggested in section 5.2.2
is one of the most significant areas to explore and was not anticipated in
organizing the experiments reported. This is the surprising appearance of
semantic clustering as exhibited in three of the four similarity trees for ex-
periments II, III, and IV. This goes to the heart of the question of exactly
what information the brain representations of words contain. These seman-
tic similarity results suggest that in the end, semantic content may be as
important as, or even more so than, the phonological structure. A complex
way in which meaning is read into perceptions, for instance, is the recog-
nition of certain moving “objects” as being persons. In such cases, we can
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use linguistic distinctions analogically and think of a person as being the
meaning and the purely phenomenological character of the perception as
corresponding to the phonological structure of a word. We know very well
that such conversion of scenes into meaningful constituents is at the heart
of the perception of physical objects, and the same goes for corresponding
auditory phenomena. Determining whether this is true and, if so, where it
is represented in the brain representations of words is a major problem, in
our own judgment, for future research. Finding invariant partial orders of
semantic similarity differences would be a desirable next step.
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