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The first part of this article surveys different current trends in mathematical learn-
ing theory. The main divisions of the subject covered are stimulus-response theory,
language learning, formal learning theory, perceptrons, cellular automata, and neu-
ral networks. The second part is concerned with extending the ideas of stimulus-
response theory to universal computation. This is done by using register machines
rather than Turing machines. The main theorem is that any partial recursive func-
tion can be asymptotically learned by a register learning model. In the discussion of
this result the emphasis is on the need for a carefully organized hierarchy of concepts
in order to have a rate of learning that is realistic for either organisms or machines.

I have organized this lecture into two parts. In the first part I survey a number of different
current trends in mathematical learning theory, with some attempt also to give some background
of the developments leading up to them. In this part the main topics that I cover are stimulus-
response theory, language learning, formal learning theory, and a group of related approaches
I have entitled perceptrons, cellular automata, and neural networks. (The survey given here
extends considerably the one given in Suppes, 1977a.)

In the second part I return to some of my own earlier work on stimulus-response theory of
finite automata and give an extension to universal computation via register machines, rather
than Turing machines. In this context I also discuss the feasibility of applying these theoretical

ideas directly to actual learning situations.
General Survey

1. Stimulus-response Theory

For the period running from the late 1930s to the late 1960s, that is, roughly a period of 30
years, the dominant theoretical view of learning was some variant of stimulus-response theory.
We could, of course, begin earlier with the work of Thorndike, but for the period to which I am
referring we can start with the papers of Clark Hull, and especially his Principles of Behavior
(1943). On the other hand, Hull’s theory does not have a genuine mathematical feel about
it. It is impossible to make nontrivial derivations leading to new quantitative predictions of
behavior. This is so in spite of the valiant attempts to formalize Hullian theory (Hull et al.,
1940). In my judgment the first serious paper that had an impact in the history of mathematical
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learning theory was William K. Estes’ article “Toward a Statistical Theory of Learning” (195-0).
Estes presented in statistical learning theory a theory that has the kind of formulation that we
expect of theories in physics. Nontrivial quantitative predictions can be made, and especially
We can vary experimental conditions and derive new predictions. Another early and important
publication was the 1955 book of Robert Bush and Frederick Mosteller, Stochastic Models for
Learning. In the period roughly from 1955 to 1970, a large number of additional theoretical and
empirical studies appeared and I will not attempt to survey them here. I do want to mention
my own 1969 article, “Stimulus-Response Theory of Finite Automata,” because in the second
part I will return to the framework of this article and extend it to register machines, thereby
establishing connection with some of the other directions characteristic of mathematical learning
theory in the last several decades. The main theorem of the 1969 article is the following:

THEOREM 1. Given any finite automaton, there is a stimulus-response model that under

appropriate learning conditions asymptotically becomes isomorphic to the finite automaton.

There are one or two features of stimulus-response theory as developed in the period I have
described that have not been really satisfactorily replicated in the two decades since. It is
important to recognize that progress has not been uniform in this respect. The most important
of these features is the one mentioned above, the ability to make new predictions based upon
change in experimental parameters. What is important about these predictions, moreover, is
that the predictions of stochastic learning models derived from stimulus-response theory were
detailed in character compared to the often qualitative or single predictions made from learning
theories derived from the current fashion in cognitive psychology. To give some sense of this, I
cannot resist showing some results on stimulus-response theory for a continuum of responses.
Figure 1 shows a comparison between an observed response histogram conditioned upon a pre-
ceding reinforcement with a corresponding predicted density for a continuum of responses with
noncontingent bimodal reinforcement distribution. Details can be found in Suppes, Rouanet,
Levine, and Frankmann (1964). (For a recent application of these ideas to learning by robots,
see Crangle and Suppes, 1989.) The derivation of this highly nonsymmetric curve is very much
in the spirit of the kinds of derivations which one makes in physics and which work so well in
stochastic learning models. The weakness of such models is that they work well in narrowly
defined experimental settings, which I must say, by the way, is true of very many physical the-
ories as well. The moral of the story is that in learning theory as in other subjects one cannot
have one’s cake and eat it too. If one wants precise mathematicaily derived predictions, then
the experimental situations will probably be relatively narrowly circumscribed. On the other
hand, if one wants to deal with a wide range of significant phenomena the predictions will not
be nearly as satisfactory.

2. Mathematical Models of Language Learning

Although the theory of language learning in general form has a long history, we can date

the mathematical theory in the modern period from an important paper of Gold (1967). He
established the following important theorem.
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Figure 1: Observed response histogram conditional upon preceding reinforcement with corre-

sponding predicted density.

THEOREM 2 (Gold). Regular or contezt-free classes of grammars are not tezt-learnable.

By text-learnable is meant that just by being presented instances of text the grammar as such
cannot be learned, that is, asymptotically identified. Note that the sense of learnable in this
theorem is a very weak sense. One has in mind that the grammar cannot be learned even
with an infinite number of trials. On the other hand, on the assumption that one could ask
an informant whether something were grammatical in the language being spoken and therefore
according to the grammar which was to be learned, Gold proved the following theorem.
THEOREM 3 (Gold). Regular or context-free classes of grammars are informant-learnable.

It is important to note, of course, that Gold’s framework is completely nonpsychological and is
based really just on formal properties of regular and context-free grammars.

The most notable effort to develop a mathematical but psychological theory of language
learning is to be found in the various publications of Kenneth Wexler and his associates. Perhaps
the first article to be mentioned is Hamburger and Wexler (1973), in which they study the
identifiability of a class of transformational grammars, and their 1975 article on a mathematical
theory of learning transformational grammar. Here I shall refer especially to the large book of
Wexler and Culicover (1980), entitled Formal Principles of Language Acquisition. The general
idea of their theory is that when one is given surface data, for example, spoken sentences, then
each surface sentence is paired with a base phrase marker and this structure is then passed to
a learning mechanism. The intuitive idea is that every pair (b, s) in a certain range has a fixed
probability greater than zero of appearing at time ¢, and that this probability of appearing at
time ¢ is bounded away from zero independent of the past history of the system. Exactly which
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pairs do show up, that is, what the theori' permits as possible transformations, is a matter for
linguistic analysis, to which we turn in a moment. The learning mechanism is a hypothesis
formation procedure that is familiar from many other contexts. At any particular time ¢, the
state of the learner is represented by a finite set of transformations, and on each “trial” the
learner is presented with a pair (,3). In response to the pairing, that is, the given phrase
structure of grammars is used to decide if it is correct and thereby make no change, or if it
is incorrect try another hypothesis. Such learning only from errors is a familiar mathematical
model of learning. So the learning mechanism itself is simple, easy to describe, and very much
in the tradition of earlier mathematical models of learning.

Notice that knowledge of the base structure is assumed in Wexler and Culicover’s theory
of learnability. Moreover, this base structure is the carrier of meaning. This assumption
is certainly psychologically unrealistic but can be accepted in the context of their theory in
order to permit concentration on the problem of learning a transformational grammar. But
what is actually going on in a young child is undoubtedly very much more complicated than
such a simple theory postulates. What is complicated, and I shall not attempt to describe in
detail here, is the set of transformations derived from the theory of transformational grammars.
Wexler and Culicover impose five important structural restrictions on transformations, which
can be justified linguistically. The five basic restrictions that they impose on the class of
transformational grammars can be described in the intuitive terms I used in my original review
of the book (Suppes, 1983).

1. The freezing principle asserts that if a transformation changes the structure of a node so
that that part of the base structure is no longer a base structure (i.e., able to be generated by
the context-free grammar of the base), then no transformations may be applied to subparts of
the structure of the node. (The intuitive picture here is of a grammatical tree structure, and the
“structure” of a node refers to that part of the tree lying below the node.) For example, if we
applied a passive transformation (I am not claiming such transformations are psychologically
or linguistically sound) to John who loved Mary loved Jane to obtain Jane was loved by John

who loved Mary, we could not then apply a transformation to the subordinate relative clause.

2. The binary principle restricts transformations to applying to constituents that cut across
more than two embedded sentences in the base structure. Primarily because of this principle,
Wexler and Culicover are able to prove that the learner need never encounter base sentences
more complex than having two stages of embedding. Thus, base sentences of the complexity of
the familiar nursery rhyme This is the dog that worried the cat that killed the rat that ate the
malt that lay in the house that Jack built need not be encountered.

3. The raising principle asserts that if a node is raised, a transformation cannot be applied
to a node beneath this node. For example, consider the sentence John believes that the man
who shot Bill loves Mary. By raising we obtain Jokn believes the man who shot Bill to love
Mary, the noun phrase the man who shot Bill has been raised from sub ject of the complement

clause to object of the main verb, and by the raising principle no transformation can be applied
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to the relative clause of this noun phrase.

4. The principle of no boitom contez! is rather technical, and I shall not try to illustrate it
here. What it does is rule out lower structures that overly determine whether a transformation
at a higher level fits exactly and is thus applicable.

5. The principle of the transparency of untransformable base structures is also technical. It
asserts that base structures that cannot be transformed must turn up in the surface structure
and thus be transparent.

THEOREM 4 (Wexler and Culicover). With restriction of input o sentences satlisfying the bi-
nary principle stated above, a transformational grammar also satisfying the other four principles
listed above may be asymptotically learned with probability one.

I have already remarked in several places criticisms of the theory of the kind that are
standard of mathematical theories of learning, namely, simplifications that all recognize are
simplifications. There is another point of the Wexler and Culicover work that needs remarking
of a different sort. They do not offer any evidence about the rate of learning. It could very
well be that, on the assumption that sentences appear once a minute, it would still take several
hundred years to learn a working grammar. In fact, the amount of time required could really
be astronomical. It is an important aspect of theories of this kind to get, even if necessary
by simulation, some idea of the rate of learning. Without doubt, the detailed features of the
transformational grammar will have by far the largest impact on the rate of learning. Of
course, by putting in hierarchical principles restricting in a given situation the transformations
available, one can see how it would speed up very much the rate of learning and it may be by
efforts of this kind a reasonable rate of learning could be achieved. What is probably needed
in the tradition of this work at the present time is to get closer to some actual experiments—or
actual data perhaps even better—of children’s language learning, but the difficulties of testing
quantitative theories in this fashion are also well knowr.

To some extent, this moving closer to the data is characteristic of the theory set forth in
Pinker (1984). Also of interest is the fact that Pinker builds his theory around lexical functional
grammars (Kaplan & Bresnan, 1982). Lexical functional grammars represent one of the new
generalized phrase-structure grammars, which currently seem very promising from a linguistic
standpoint and therefore represent a better target choice than the transformational grammars
used by Wexler and Culicover. On the other hand, as Pinker explicitly states, he has not
attempted to give a formal theory of language learning, so that consequently his main efforts
fall outside the framework of this paper. His book is full of interesting remarks about problems
of theorizing in this area and also about a great variety of psycholinguistic experimental and
naturalistic data. But it would at the present time be extremely difficult to formalize his ideas
as formulated in the book, and the standard questions we would want to ask of such a theory,
as, for example, computations about rates of learning, etc., to show practical feasibility, are
simply out of the question.
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3. Formal Learning Theory

Based on the kind of idea characteristic of Gold’s important early work (1967), a discipline
known as formal learning theory has developed. The mathematical tools are essentially ideas
of computability and recursion. There is no use of probabilistic notions and no appeal to
actual empirical data. Thus, for example, the processes being modeled are not really actual
learning processes, as exhibited in animals, persons, or even practical computer programs. The
theorems mainly consist of possibility and impossibility theorems of the kind already exemplified
in Theorems 2 and 3, due to Gold. The most recent summary of work in this field is the 1986
book Systems That Learn of Osherson, Stob, and Weinstein. Various combinations of these
three authors have published a number papers as well. I will not try to summarize the variety
of results that are proved but will state only one typical theorem that I think gives a sense of
the kinds of results established. It is important to remember that this theorem is typical—it is
not some conclusion of a large buildup.
THEOREM 5 (Osherson, Stob and Weinstein). A learning strategy with limited memory re-
stricts the set of languages that can be learned.

Sketch of Proof. Let the memory for sentences of the strategy ¢ be only for the sentence

currently being processed. Let £ be the set of languages consisting of

L = {(0,9)li € N},
L, ={(0,i)lie N}U{(1, )}
Ly ={(0,d)li#j,i € N}u{(1,5)}-

When ¢ first sees (1, j) for some j,  cannot remember whether it previousiy saw (0, j) or
not, and so cannot distinguish between L, and L}. This argument may easily be extended to
a ¢ having any fixed finite memory.

Osherson, Stob, and Weinstein have a lot of informal remarks about human learners and
language learning as well as about children’s learning of first language, but it is obvious enough
that their approach could not possibly supply anything like an empirically adequate theory
of language learning. They establish within the framewark of recursion theory a variety of
positive and negative results but they do not move from general theorems of a recursive sort
even to theorems about feasibility. Typically it has been important in the recent literature on
complexity in computer science, for example, to distinguish a recursive result from special cases
that are also feasible. The typical case is that a decision procedure that is exponential in terms
of some essential parameter is recursive but not feasible. In order to be feasible it must be no
more than polynomial in number of steps in the parameter. A typical example of this would
be Tarski’s well-known decision procedure for elementary algebra. It is known to be strongly
exponential in the length of the algebraic formula whose validity is being decided. Feasible
procedures can be given only for special subsets.

In spite of the general references to children, for example, and other aspects of human
learning, there is no direct analysis of data of any kind and it would not seem appropriate

with the self-imposed restrictions of the aunthors. Along with their absence of any detailed
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complexity results there are also no concrete or numerical results on the rate of learning of
the various learning strategies they investigate. The results are either negative, for example,
something cannot be learned, or the results are asymptotic. The concrete and positive study of
learning must lie elsewhere, even though the kinds of results given can be useful in establishing

the boundaries of substantive learning theories.

Also to be mentioned is the sophisticated independent work of Ehrenfeucht and Myciel-
ski (1973a, 1973b, and 1977). The general framework is similar to that of Osherson, Stob,
and Weinstein, but Ehrenfeucht and Mycielski introduce different conceptual ideas in order to
characterize asymptotically learnable functions. Equally important in this connection is the in-
dependent work of Pentti Kanerva (1988), who goes further than Ehrenfeucht and Mycielski on
the difficult problems of the organization of memory for formal learning theories or for related
computing performance issues.

4. Perceptrons

I have grouped under this heading a great variety of work that I cannot attempt to survey in
any depth but all of which needs at least some mention. The work on perceptrons goes through
a line beginning with McCulloch and Pitts (1943), Rosenblatt (1959), and Minsky and Papert
(1969). Minsky and Papert were quite successful in setting perceptron theory in a mathematical
framework in which useful results could be proved. Their most important results were negative,
showing that simple perceptrons of the kind mainly discussed in the prior literature were not
capable of learning some quite simple geometrical concepts. I will not enter into the details of
these negative results but define the concepts necessary to state the main positive result, the

perceptron convergence theorem, particularly in the form given by Minsky and Papert.

The conceptual apparatus is of the following sort. There is a set D of perceptual displays
and a subset G that we want the device to learn to select correctly, that is, to identify correctly
membership or nonmembership in G. More particularly, on each trial the device responds yes
to the presented display d if it classifies d as a member of G; otherwise it responds no. If the
answer is correct, the device receives positive reinforcement (e; ), and, if the answer is incorrect,
it receives negative reinforcement (ez). Notice that the reinforcement is symmetric with respect
to yes-no responses and depends only on the correctness or incorrectness of the response. This
type of reinforcement is what I shall term standard nondeterminate reinforcement. Later on I
shall discuss more complex and more informative reinforcement structures. The heart of the
idea of the perceptron is that there is a set ¢ of elementary predicates. Each of these predicates
is assigned a weight, and the perceptron combines in linear fashion the weighted ‘answers’ of the
predicates to answer more complex questions. We can state the basic definition and the basic
theorem without specifying more exactly the character of the elementary predicates because the
results are relative to the set ¢ of predicates. For notational purposes, let A be a k-dimensional
vector of real numbers that gives the weights assigned to each of the k-elementary predicates
with a; being the weight assigned to elementary predicate ¢; . The set ¢ can also most easily
be represented as a k-dimensional vector of the k-elementary predicates. For each perceptual
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display d in D, #,(d) has the value 1 if d has the property expressed by ¢; and 0 otherwise.
We can thus use standard inner product notation for vectors so that in place of 3 a;9:(d) we
can write A - ¢(d). It is understood that the response of the perceptron learning model is yes if
this inner product is greater than 0 and no otherwise. To refer to a particular trial, the vector
Aq of coefficients can also be referred to as the state of conditioning of the perceptron learning
model at the beginning of trial n, and d, is the object presented on trial n.

In the present context, finally the sample space X consists of all possible experiments, with
each experiment, of course, being a sequence of trials. A trial in the present case is simply
a triple (4,d,e), where A is the state of conditioning as described already, d is a perceptual
display that is a member of D, and e is a reinforcement.

We thus have the following definition.

DEFINITION 1. A structure % = (D, ¢, E, X)) i3 a perceptron learning model if and only if the
following azioms are satisfied for every sequence of trials in X.
(i) If ey occurs on trial n, then Ap41 = Ap -
(ii} If e2 occurs on trialn and A, - ¢(d,) < 0, then Appy = An + ¢(dn).
(iii) If ez occurs on trial n and A, - ¢(dn) > 0, then Any1 = An — ¢(da).

Note that the main feature of the learning of perceptrons is that learning occurs only when
an error is made, that is, when an e, reinforcement occurs. The vector expressing the state of
conditioning changes in one of two directions, depending upon the type of error.

In terms of these concepts we can then state the standard theorem.

THEOREM 6 (Perceptron Convergence Theorem). For any set D and any subset G of D, if
there is a vector A such that A ~¢(d) > 0 if and only if d € G, then in any percepiron learning
model there unll only be a finite number of trials on which the conditioning vector changes.

What is particularly important to note about this theorem is the ergodic property of con-
vergence independent of the particular choice of weights A; at the beginning of the experiment.
The finite number of changes also implies that the perceptron learning model will make only a
finite number of mistakes. The hypothesis about G expressed in the theorem is equivalent to
saying that G and its complement with respect to D are linearly separable.

The perceptron convergence theorem is asymptotic in character. The more important ques-
tion of rate of learning is not settled by the theorem, although there exist some results in the
literature that are of some interest. I say no more about perceptrons here because work on
them in many ways converges into other work to be mentioned.

5. Cellular Automata

To illustrate ideas, here is a simple example of a one-dimensional cellular automaton. In
the initial state, only the discrete position represented by the coordinate 0 has the value 1.
All other integer coordinates, positive or negative, have the value 0. The automaton can in
successive ‘moves’ or steps produce only the values 0 or 1 at any given location. The rule of
change is given by a function that depends on the value of the given position and the values for

the simple case to be considered here of the adjacent values on either side. Thus, using al as
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the value at site i, after applying the function for change, we can represent the rule of change

as follows:
(1) a‘ = Q(ai—ly () al'+1)-

Note that because of the restriction in the values at any site this function takes just eight
arguments, the eight possibilities for strings of 0’s and 1’s. The automata being discussed
here are at the very lowest rank on the number k of possible values: k¥ = 2 is the number of
possible values and r = 1 is the distance away. Updating may depend on adjacent values. The
characterization here in terms of the infinite line can be replaced by a finite characterization,
for example, in terms of a discrete set of points on a circle. The same kind of function as given
in equation (1) applies.

Cellular automata have the following obvious characteristics:

Discrete in space

Discrete in time

Discrete state values

Homogeneous—in the sense all cells are identical

Synchronous updating

Deterministic rule of change corresponding to a deterministic differential equation of motion
in the case of classical mechanics

Locality of change rule: the rule of change at a site depends only on a local neighborhood
of the site

Temporal locality: the rule of change depends only on values for a fixed number of preceding
steps—in the present example just one step.

The study of cellular automata by physicists has to a large extent been concerned with their
usefulness as discrete idealizations of partial differential equations. Both computer simulation
and mathematical analysis by use of cellular automata are simplifications of the difficult prob-
lems of the behavior of fluids and other complicated phenomena that in principle are governed
by nonlinear differential equations.

The learning aspects of cellular automata have not been a real focus of study, but the
closely related topic of self organization has been. The investigation of simple self-organizing
phenomena goes back at least to the early work on chemical systems by Turing (1952). Even
before that von Neumann began lecturing and talking about cellular automata. It seems that
the idea of cellular automata originated in conversations between von Neumann and Stanislaus
Ulam (von Neumann, 1966) as idealized mathematical models of biological systems capable of
self-reproduction. Von Neumann’s construction of a self-reproducing automaton was one of the
early conceptual successes. Von Neumann’s two-dimensional cellular automaton construction
consisted of a universal Turing machine embedded in a cellular array using 29 states per cell
with 5-cell neighborhoods. Moreover, his automaton can construct in the cellular array any
configuration of machine which can be described on its input tape. For this reason von Neu-

mann’s cellular automaton is called a universal constructor. Also important is the fact that
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transcription takes place: von Neumann’s automaton also makes a copy of the input tape and
attaches it to the constructed automaton.
THEOREM 7 (von Neumann). There erists a self-reproducing finite cellular automaton.

As would be expected, there are a large number of subsequent resuits about self-reproduction.
A good review is given in Langton (1984), which includes a description of Codd’s substantial
simplification of von Neumann’s construction (Codd, 1968), as well as his simplification of
Codd. The earlier articles on self-reproduction are well represented in the volume edited by
Burks (1970). The abstract theory of self-reproduction is especially well set forth in Myhill
(1964), reprinted in Burks’ volume.

Although there has been almost no literature on cellular automata directly focused on
learning, there has been considerable interest in adaptive automata as models of biological
systems. For general theory, see Holland (1975); for a review of what is known about emergent
properties of random cellular automata, see Kauffman (1984) and references therein. Especially
suggestive is the work of Burks and Farmer (1984) on the modeling of DNA sequences as
automata. A recent encyclopedic review of automata and computer models in biology is Baianu
(1986).

Because of their great definitional simplicity, cellular automata provide a good framework
for contrasting determinism and predictability. Clearly, the nonprobabilistic cellular automata
are deterministic in character, but predictability of their behavior is another matter. Knowing
the transition rule for a cellular automaton and given an initial configuration, can one predict in
closed form the configuration after n steps? In general, this is certainly not the case. Of course,
we can get predictability in another way by directly simulating the automaton but this is not
what we ordinarily mean by predictability. There is in fact a concept that is useful to introduce
at this point. This is the concept of being computationally irreducible (Wolfram, 1985). A
system is computationally irreducible if a prediction about the system cannot be made by
essentially shorter methods than simulating the system or running the system itself. Wolfram
(1986) has shown that the following k = 2,r = 1 cellular automaton generates highly complex
sequences that pass many tests for randomness, in spite of its totally elementary character.

The automaton is defined by equivalent equations, one in terms of exclusive or and the other
in terms of mod 2 arithmetic.

a( = a,_lXOR(a,ORa.'.H)

@, = (@y-1 + 6i + Gi41 + GiGi41) mod 2

Another good example of a physical process that is computationally irreducible is the addition
of a column of numbers on the fastest computer available. For numbers randomly chosen but
that do not have some special tricky features, there is no shorter way to compute their sum than
simply to run the algorithm of addition itself. Because of our great interest in predictability
we often forget how many processes are not predictable in the sense that they can be predicted
in advance of their actual running or direct simulation of running. Of course, we can learn

many things about the behavior of a system, including the asymptotic behavior of a learning
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system, without having it be computationally reducible. A tantalizing conjecture is that the
network of neurons in a human brain constitute in their complete computational capability a
computationally irreducible system. The implications of this conjecture for having theories of
learning or performance as detailed as one might ask for are quite pessimistic.

6. Neural Networks

Just as cellular automata and perceptrons grow out of a common background, so do neural
networks arise from the same background. Above all, neural networks are close to perceptrons
in general conception. Neural networks differ from cellular automata in two essential respects.
One is that updating is asynchronous, and, secondly, connections can be continually changed.

{Cellular automata have been studied with these two changes in mind, but not extensively.)

Among the early work on neural networks we mention especially the voluminous research in
various forms by Grossberg and his colleagues. Simply for reference I mention here Grossberg
(1974, 1978, 1980, 1982). Grossberg's and his colleagues’ research is concentrated on a psy-
chophysiological theory of sensory processing and development. He gives an excellent overview
of the theory in Grossberg (1978). As he puts it there, the theory is organized into four stages.
The first stage is concerned with the question how fluctuating patterns of data are processed
in cellular tissues so that problems of noise and dynamic range are solved. In particular, what
are the mechanisms that keep the patterns of data from either being saturated or hopelessly
confounded with noise? Stage two concentrates on the question how do persistently corre-
lated presentations of two or more events yield an enduring reorganization of system dynamics.
Grossberg's intention is to discuss problems at this stage, for example, classical conditioning, in
a way that is fundamental in terms of schematic analysis of chemical and electrical properties
of cellular structures. I emphasize the word schematic. It would be misleading to give a sense

that he is dealing with the complete details of cellular dynamics.

The third stage concerns the question how sensory codes reorganize themselves or develop
in response to environmental pressures. The theory at this stage particularly deals with the
hierarchical organization of feature detectors, and in particular their interaction. Stage four
deals with the fundamental question of how the information code can be held stable in an

environment that is changing both internally and externally.

To give a sense of how Grossberg attacks these matters, a familiar and typical instance
would be his analysis of adaptation and automatic gain control in on-center and off-surround
networks which are hypothesized as schematic models of important aspects of the visual system.
The models proposed are meant to account for psychologically known facts about perception
of overlapping colored patches of light. Models are formulated in terms of population of cells
which themselves have schematic properties in terms of activation decay. I hope it is clear that I
am quite positive about the level of schematization that Grossberg is attempting. It is certainly
out of range at the present time to try to use all the detailed information that is known about
cell structure and, in particular, about the structure and function of neurons. How complicated

the details are and how little we still know about function are well brought out in the chapter
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on the cerebral cortex by Crick and Asanuma in McClelland, Rumelhart, et al. (1986).

On the other hand, I will not try to review Grossberg’s work in detail for another reason,
He has concentrated on problems that are rather different from my focus here, namely, the
computational power of learning models. There are certainly remarks in various publications
that bear on this but he has mainly concentrated on specific network models of vision that
account for visual illusions, on the development of feature detectors in the visual cortex, adaptive
pattern classification, networks that account for psychological facts of olfaction, and especially
the excellent recent monograph on the neural dynamics of ballistic eye movements (Grossberg
& Kuperstein, 1986).

The surprising ability of neural networks to self-organize themselves to have emerging com-
putational properties has recently been studied in simulations by Hopfield (1982) and Hopfield
and Tank (1985). In the latter article it is shown how a neural network can be constructed
to compute a surprisingly good solution of the traveling salesman problem, which is the hard
combinatorial problem of finding the minimum-distance route a salesman should take in visiting

n cities exactly once.

Within psychology the recent surge of interest in neural networks has been led by Rumel-
hardt, McClelland and the PDP Research Group (1986). Their massive and discursive two-
volume treatise summarizes in one form or another most of the work done to date. What
is eapecially interesting is the intellectual conflict that has already surfaced and is certain to
continue between cognitive psychologists who are devoted to rule learning, and learning psy-
chologists like Rumelhardt who do not believe that explicit rules, e.g., grammatical rules, play
an important part in language learning or other cognitive domains. Chapter 18 of the work
cited above-this chapter is by Rumelhardt and McClelland-provides a good exampie in its ap-
plication of neural networks to learning the past tense of English verbs. Nothing like a complete
sample of verbs is presented but enough is done to show what is a practical conceptual approach
to developing a more extensive and detailed theory.

For an essentially negative critique of this work on verbs and related developments, see
Pinker and Mehler (1988). The negative arguments by various cognitive psychologists in this
volume are by no means conclusive, even though some excellent criticisms of neural networks, or
connectionism as the theory is often called, are given. The important point from the standpoint
of the present paper is that none of the criticisms by Pinker and others are precisely formulated
from a mathematical standpoint. In other words, unlike other work cited here, no impossibility
results are proved or even explicitly formulated.

There is a considerable development of formal theory in various other chapters of the work,
with many of the ideas derived more from physics than psychology, even though some of the
theorems state learnability results. An example is Chapter 6 by Smolensky on the foundations of
harmony theory, a particular approach to information processing in dynamical systems, a topic
close to some of the extensive work done by others on cellular automata. Smolensky contrasts

his “subsymbolic” paradigm using concepts of activation, relaxation, and statistical correlation
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to the symbolic paradigm forcefully presented by Newell (1980), which emphasizes the central
role of symbolic computation in cognitive science. This is the conflict mentioned above under
another guise. The main characteristics of harmony theory, which is in its way a new descendant
of older perceptron theories, are these: inference is through activation of schemata, stored
knowledge atoms are dynamically assembled into context-sensitive schemata, schemata are
coherent assemblies of knowledge atoms, harmony derives from making inferences that are
consistent with the knowledge represented by the activated atoms, and the self-consistency of
a possible state is assigned a quantitative value by a harmony function. What I have said
here is only meant to be suggestive, and many of Solensky’s remarks are of the same sort.
However, and I emphasize this point, in the appendix to the chapter he gives a straightforward
mathematical development of harmony theory. It is just not feasible to state here in technical

detail the three theorems on competence, realizability, and learnability.
II. Learning Theory for Universal Computation

1. Finite Automata Again

The main purpose of this section is to straighten out confusions that have been the sources
of criticisms of Theorem 1 (Suppes, 1969) on stimulus-response models of finite automata. I
begin with a brief summary of this earlier work.

The central idea is quite simple-it is to show how by applying accepted principles of condi-
tioning an organism may theoretically be taught by an appropriate reinforcement schedule to
respond as a finite automaton. When an automaton is presented with one of a finite number
of letters from an input alphabet, as a function of this letter of the alphabet and its current
internal state, it moves to another one of its internal states. In order to show that an organism
obeying general laws of stimulus conditioning and sampling can be conditioned to become an
automaton, it is necessary first of all to interpret, within the usual run of psychological concepts,
the notion of a letter of an alphabet and the notion of an internal state. In my own thinking
about these matters, I was first misled by the perhaps natural attempt to identify the internal
state of the automaton with the state of conditioning of the organism. This idea, however,
turned out to be clearly wrong. In the first place, the various possible states of conditioning
of the organism correspond to various possible automata that the organism can be conditioned
to become. Roughly speaking, to each state of conditioning there corresponds a different au-
tomaton. Probably the next most natural idea is to look at a given conditioning state and
use the conditioning of individual stimuli to represent the internal states of the automaton. In
very restricted cases this correspondence works, but in general it does not. The correspondence
that turns out to work is the following: the internal states of the automaton are identified with
certain responses of the organism.

I now turn to the discussion of Theorem 1. The most technically detailed and in many ways
the most interesting criticism of this representation theorem has been by Kieras (1976). The
intuitive source of Kieras’ confusion in his claim that the theorem as stated is too strong is easy

to identify. Because I identified the internal states of a given automaton with the responses
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of the representing stimulus-response model, Kieras inferred I had unwittingly restricted my
analysis to automata that have a one-one correspondence between their internal states and
responses. On the basis of this confusion on his part he asserts that the representation theorem

is not correct as it stands.

My purpose now is to lay out this dispute in an explicit and formal way in order to show
unequivocally that Kieras is mistaken and the representation theorem is correct as originally
stated.

From a mathematical standpoint Kieras’ mistake rests on a misunderstanding of represen-
tation theorems. The isomorphism of a representation theorem is a formal one. In the case
of Theorem 1 above, the isomorphism is between the internal states of the automaton and the
responses of the representing stimulus-response model. The Rabin-Scott definition of automata
used in the 1969 article does not have an explicit response mechanism, but that this is a trivial
addition to their definition is shown by the general definition of a sequential machine with out-
put given by Harrison (1965, p. 294), who is referenced by Kieras and who acknowledges he is
mainly following the terminology of Rabin and Scott (see p. 292). An automaton or sequential
machine with output is for Harrison just an automaton in the sense of Rabin and Scott with
the additional condition that the set F of final states are those “giving a one output.” As Har-
rison and others have remarked, a restriction of output to 1's and 0’s is no restriction on the

generality of the sequential machine.

The addition of this output apparatus to the formal definitions I gave in the original article
is trivial. We just pick two responses rg and r; not used to represent internal states, but one of
them, say rq, represents 0 and the other 1. Whenever the machine is in an internal state that is
not a final state but a response is required, it outputs ro. When it is in a final state it outputs
r; . To modify Definition 1 to take account of these output responses is easy. I note once
again that the two output responses are in no way intended to correspond to internal states of
the automata being represented. Other responses of the stimulus-response model represent the
internal states. I emphasize, also, that this modification of adding output responses would not
be correcting an error in Theorem 1 but would only be providing an additional closely related
result.

2. Register Machines

Another misconception in the literature is that stimulus-response theory can only deal with
machines that have the power of finite automata. The purpose of this section is to show that
this is not the case by giving the construction of register machines, which are equivalent to
Turing machines, corresponding to that for finite automata. The development here extends
and modifies substantially that in Suppes (1977b). To give the results formal definiteness, we
shall develop a learning theory for any partial recursive function. Such functions can be defined
explicitly in a fairly direct way but we shall not do so here. I shall rely upon the fact that
partial recursive functions are computable functions. We then use the basic theorem in the

literatare, whose technical framework we shall expand upon somewhat later, that any function
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is partially recursive if and only if it is computable by a register machine or, equivalently, by a
Turing machine. The concept of a register machine used here was introduced by Shepherdson
and Sturgis (1963). The reason for using register machines rather than Turing machines is that
their formal structure is simpler. For example, the proof of equivalence between a function
being a partial recursive function and being computable by a register machine is much simpler
than the corresponding proof for Turing machines. First, let me recall how simple a classical
register machine for a finite vocabulary is. All we have is a potentially infinite list or sequence
of registers, but any given program uses only a finite number. Exactly three simple kinds
of instructions are required for each register. The first is to place any element of the finite
vocabulary at the top of the content of register n; the second is to delete the bottommost letter
of the content of register n if the register is nonempty; because any computation takes place in
a finite number of steps, the content of any register must always be finite in length. The third
instruction is a jump instruction to another line of the program, if the content of register n is
such that the bottommost or beginning letter is a,; in other words, this is a conditional jump
instruction. Thus, if we think of the contents of registers as being strings reading from left to
right we can also describe the instructions as placing new symbols on the right, deleting old

symbols on the left, and using a conditional jump instruction in the program when required.

It is straightforward to give a formal definition of programs for such an unlimited register
machine, but I delay this for the moment. It is clear that a program is simply made up of
lines of instructions of the sort just described. The potentially infinite memory of an unlimited
register machine both in terms of the number of registers and the size of each register is a
natural mathematical idealization. It is also possible to define a single-register machine with

instructions of the kind just stated and to show that a single register is also adequate.

An important point about the revision of stimulus-response theory given here is that the
internal language used for encoding stimulus displays is all that is dealt with. In other words,
in the present formulation of the register-machine theory I shall not enter into the relation
between the set of external stimuli and the encoding language, but deal only with the already
encoded representation of the display. This level of abstraction seems appropriate for the
present discussion but of course is not appropriate for a fully worked out theory. It is a proper
division of labor, however, with the proper modularity. I am assuming that the sensory system
passes to the central nervous system such encoded information, with the first level of encoding
taking place well outside the central nervous system. Thus, in one sense the concept of stimulus
becomes nonfunctional as such, but only because the encoding is already assumed. It is obvious
enough that no serious assumptions about the actual perceptual character of stimuli is a part
of classical S-R theory. Secondly, the concept of a program internally constructed replaces the
direct language of responses being conditioned to stimuli. A natural question would be why
not try to give a more neural network or hardware version of this construction. Given how
little we know about the actual way in which information is transduced to the central nervous

system and then used for encoding and programming, it seems premature, and in fact may
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well be premature for much longer than many of us hope, to try to move to any hardware
details, Certainly what does seem to be the case is that there is internal programming. I
am not suggesting that the abstract simple theory of a register machine catches the details of
that internal programming-it is only a way of representing it-, and it is a matter for detailed
additional theory to modify the abstract representation to make it more realistic.

On the other hand, without giving anything like a detailed neural analysis, the register-
machine programs can be replaced by computationally equivalent stimulus-response connec-
tions, but without further specification such postulated S-R conditioning connections are no
more concrete, i.e., closer to empirical realization, than the register-machine programs. It seems
to me that it is therefore better to think of the programs as being realized by neural “hardware”
we cannot presently specify. What is presented in the remainder of this section is formally ade-
quate, but can surely be improved upon in many ways either to more closely imitate the learning
of different organisms or to make machine learning more efficient. Moreover, given some feature
coding of presented stimuli, there is every reason to think that to any software program there
is a corresponding neural net, and vice versa, for solving a particular class of problems with
essentially the same rate of learning. But this likely equivalence cannot be pursued further
here.

To make matters more explicit and formal but without attempting a complete formalization,
Iintroduce the following definitions. First, (n) is the content of register n before carrying out an
instruction; (n') is the content of register n after carrying out an instruction. Second, a register
machine has (1) a denumerable sequence of registers numbered 1,2,3,..., each of which can
store any finite sequence of symbols from the basic alphabet V, and (2) three basic kinds of
instructions:

(@) PY(n):  Place q; on the right-hand end of(n).
(8) Dn(n):  Delete the leftmost letter of(n} if (n) # 0.
(c) J,(\;.)(n)[q] : Jump to line g if {n)begins with a;

If the jump is to a nonexistent line, then the machine stops. The parameter N shown as a
subscript in the instructions refers to the set of feature registers holding sensory data and not
used as working computation registers. (This point is made more explicitly in the definition
given below.)

A line of a program of a register machine is either an ordered couple consisting of a natural
number m > 1 (the line number) and one of the instructions (a) or (b), or an ordered triple
consisting of a natural number m > 1, one of the instructions (c), and a natural number ¢ > 1.
The intuitive interpretation of this definition is obvious and will not be given.

A program (of a register machine) is a finite sequence of k lines such that (1) the first
number of the i** line is i, and (2) the numbers g that are third members of lines are such
that 1 < ¢ < k + 1. The parameter k is, of course, the number of lines of the program. [
shall also refer to programs as routines. How a register machine follows a program or routine

ie intuitively obvious and will not be formally defined. Subroutines are defined like programs
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except (1) subroutines may have several exits, and (2) third members of triples may range over
Q- - qx—these variables being assigned values in a given program.

I shall not give the formal definition of a partial recursive function defined over the alphabet
V. It is any intuitively computable function. Given V, the finite vocabulary, then, as usual in
such matters, V* is the set of finite sequences of elements of V; in the present context, I shall
call the elements of V' feature codings. Let f be a function of n arguments from V *z-.-zVx%
(n times) to V. The basic definition is that f is computable by a register machine if and only
if for every register z;,y and N with y # z; fori=1,...,n and z;,...,Zs,y < N there exists
a routine BRn(y = f(z1,...,2n)) such that if (z;),...,{z,) are the initial contents of registers

Z1,...,Zn then
(1) if f((z1),-..,{zn)) is undefined the machine will not stop,

(2) if f({z1),...,({Zn)) is defined, the machine will stop with (y), the final content of register
¥, equal to f({z1),...,(Zn)), and with the final contents of all registers 1,2,..., N, except

y, the same as initially.

I turn now to the axioms for register learning models that in a very general way parallel
those given for stimulus-response models with nondeterminate reinforcement in Suppes and
Rottmayer (1974). I axiomatize only the model, and not the full probability space that serves
as a formal framework for the learning trials. Extension to the latter, possibly via random
variables and leaving the probability space implicit, is straightforward but tedious.

The axioms are based on the following structural concepts:
(i) the set R of registers,
(i1) the vocabulary V of the model,
(iii) the subset F' of feature registers,
(iv) the subset C of computation registers,
(v) the subset Rp of response registers,
(vi) the working memory WM,
vii) the long-term memory LT M,
(viii) the responses rg and 7 ,

(ix) the real parameters p and ec.

It will perhaps be useful to say something briefly and informally about each of the primitive
concepts. The feature registers in F' just encode the features of the presented stimulus. This
encoding and computation as well is done by using the vocabulary V. The computer registers
in C are working registers available as needed for computation. The working memory WM
stores programs being constructed. For simplicity here I shall assume there is only one such
memory, but clearly this is too restrictive for general purposes. The long-term memory LTM

is where programs that are found by repeated trials to be correct are stored.
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One distinction is essential between the two memories and the registers. The memories .
store the program, so to the feature vocabulary vy,...,v, in V is added notation for the three
types of instruction: P for placing or adding on the right, D for deleting on the left, and J for
a jump instruction. V' must also include notation for referring to registers used and to program
lines. For the purpose I add the digit 1 (thus 2 = 11, 3 = 111, etc.), the most rudimentary
counting notation.

The set Rp of response registers is also here for simplicity assumed to be a singleton set,
This register corresponds in the general register machine characterized earlier to be the register
that holds the value of the partial recursive function being computed. Here also I make an
inessential simplifying assumption, namely, that learning will be restricted to concept learning,
which is in principle no restriction on the set of computable functions. In the present case,
given that the program is completed, if the register is cleared, the response is ro, which means
that the stimulus displayed-whose features are encoded in F-is an instance of the concept
being learned, and if the register is not empty the response is ry , which means the stimulus
presented is not an instance of the concept. Moreover, if the program at any step is halted
before completion, the response is ro with guessing probability p, and r, with probability 1 — p.

The two real parameters p and ¢ enter in the axioms in quite different ways. As just
indicated, p is the response guessing probability, and ¢ is the constant prabability of stopping
construction of a program. These parameters, and others introduced implicitly in the axioms,
are surely context dependent, and will naturally vary from task to task.

As formulated here, each line of a program is run as it is selected for the program construction
and placed in working memory (WM). A program is transferred to long-term memory (LT M)
only when it is completed and is successful in correctly identifying an instance of the concept
being learned. The mechanism of completely erasing a constructed program that is in error
is too severe, but is a simplifying assumption that holds for some animal learning, e.g., the
all-or-none elimination of habituation in aplysia by sensitiving stimuli (Kandel, 1985).

The three types of register-machine instructions-adding on the right, deleting on the left, or
conditional jump—mentioned earlier are modified in one respect. To jump to a nonexistent line
and thereby halt the program, rather than jumping to m + 1 where m is the number of lines,
the jump is to 0, which is a possible number for no line. The reason for this change should be
apparent. As the program is probabilistically constructed line by line by the learning model,
there is no way of knowing in advance how long the program will be. So it is convenient to
have in advance a fixed “place” to jump to in order to halt the program.

DEFINITION 2. A structure ® = (R,V, F,C,Rp, WM, LTM,ro,m,p,¢) is a register learning
model for concept formation if and only if the following azioms are satisfied:

Register Structure Arioms
R1. The subsets F, C, and Rp of registers are nonempty and pairwise disjoint.
R2. Subsets F and Rp, and the set V are finite and nonempty.
R3. Each register in R can hold any word of V}, i.e., any finite string of elements of V; =
V-{1,P,D,J}.



Current Directions in Mathematical Learning Theory 21

Stimulus Encoding Aziom
D1. At the start of each trial, the stimulus presented is encoded as having features (f) in the
registers f of F.
Program Construction Azioms

P1. If at the start of the trial, the LT M is nonempty, no program construction occurs.
P2. Given that LTM is empty:

(i) With probability ¢,0 < ¢ < 1, construction of the program in WM terminates after each

line, independent of the trial number and any preceding subsequence of events;

(i1) Given that a line is to be added to the program, the probability of sampling an instruction of
any type with any argument is positive, independent of the trial number and any preceding
subsequence of events; in the case of the line number n to which a jump is to be made the

probability is geometrically distributed.

Program Ezecution Azioms

El. If LTM is nonempty, the contents are copied into WM, and then the program is ezecuted.
E2. If LTM is empty, then a program is constructed probabilistically, line by line according to
Construction Azioms Pl and P2, and is ezecuted as each line is constructed.
E3. When a jump instruction is ezecuted, there is a fized positive probability the program
is halted after one step, with this probability being independent of the trial number and any
preceding subsequence of events.
Response Azioms

Rpl. If when the program is complete, register Rp is empty, the response is rg .
Rp2. If when the program is complete, register Rp is nonempty, the response is 1 .
Rp3. If the program is halted by Ariom E$, response rq is made with guessing probability p, and
response ry with probability 1 — p, the probability p is independent of the trial number and any
preceding subsequence of events.

Program Erasure Azioms
Erl. If positive reinforcement occurs at the end of a trial, the program in WM is copied in
LTM if LTM is empty.
Er2. If negative reinforcement occurs at the end of a trial, the program in WM is erased and
so is the program in LTM if it is nonempty.

A few of the axioms require comments that were not made earlier in the informal discussion.
The probabilistic program construction axiom P2 is similar to a stimulus sampling axiom which
guarantees accessibility for conditioning of all relevant stimuli. Axiom P2 is obviously formu-
lated in such a way as to bound sampling probabilities away from asymptotically approaching
zero except in the case of the geometric distribution for sampling line numbers. The stopping
probability required in program execution axiom E3 is required in order to prevent staying

with programs that generate infinite loops. Finally, the informal concept of reinforcement used
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in the program erasure axioms has an obvious meaning and is easily formalized. Positive re-
inforcement here just means that the concept classification of a stimulus by the response rq
or ry is correct, and negative reinforcement that it is incorrect. Obviously, more informative
reinforcement methods can and are widely used in learning and withont question facilitate the
speed of learning. More is said on this point in the final remarks on hierarchical learning.

On the basis of the axioms stated above we may prove an asymptotic learning theorem
corresponding in a general way to Theorem 1 for stimulus-response models.

THEOREM 8. Let f be any partial function of n arguments over the finite alphabet V and having
just two values in V. Then f is a partial recursive function if and only if f is asymptotically
learnable with probabilily one by a register learning model R of concept formation.

Proof. Let p be a program for R that computes f. We know there must be such a program
by virtue of the fact that a function f over a finite alphabet is partial recursive if and only if it is
computable by a register machine. Furthermore, given a definition of f we have a constructive
method for producing p. Our objective is to show that in the learning environment described
by the axioms there is a positive probability of coustructing p on each trial.

Let C C V* x ~.- - x V* (n times) be the set of encoded stimulus instances of the f-
computable concept C-without loss of generality in this context I identify the concept with its
set of instances, and let ~C be the complement of C. We take as a presentation distribution of

stimuli, where ({f1}),...,(fa)) is the encoding representation of a stimulus,

P(((f1)s---2{fa)) € C) = P(({1),---,(fa)) € °C) = %

Moreover, we design the experiment to sample from C and —~C in the following geometric
fashion. Let f; be the coding in V* of feature i of stimulus o and let |f;| be the number
of symbols in f;. Then ¥ |f,| is the total number of symbols used to encode o. We use a
geometric distribution for the total number of symbols, and a uniform distribution for selecting
among those of the same total number of symbols. (In a completely formalized theory, these
assumptions about probabilistic selection of presented stimuli would be part of the axioms,
which I have restricted here just to the register learning model, and have not included axioms
on stimulus presentation or reinforcement procedures in any detail.)

Suppose now that initially LT'M is nonempty. If the program stored in LTM correctly
computes f, we are done. If the program does not for some stimulus o, then by the assumptions
just stated there is a fixed positive probability that o will be presented on every trial and hence
with probability one asymptotically LTM will be cleared by virtue of Axiom Er2.

The probability of then constructing p is positive on every trial. The detailed calculation
is this. First, let p have m lines. By Axiom P2(i), the probability of constructing a program
of exactly m lines is equal to c(1 — ¢)™~! . If line i is not a jump instruction, then by Axiom
P2(ii), the probability of line i being of the desired form is greater than some ¢, > 0. And
if line i is a conditional jump instruction, where the jump is to line n; , then also by Axiom
P2(ii), the probability of line i being exactly line i of program p is equal to €3(1 — e;)™~! for
some €; > 0.



Current Directions in Mathematical Learning Theory 23

So, independent of trial number, the finite product of these probabilities is positive on every
trial. Explicitly, let 41,...,im, be the lines that are not jump instructions and let 7y, ..., jm,

be the lines that are, with m = m; + my. Then

Y Prob of p > € [Timi™ (1 - &)™+ ¢(1— )™ > 0.

=1
From this inequality, we infer at once that asymptotically p will be learned with probabil-
ity one, which completes the proof, except to remark that to prove the constructed program
characterizes a partial recursive function is straightforward.

Criticisms of the purely asymptotic character of this theorem are as appropriate as they
were in criticisms of the perceptron convergence theorem (Theorem 6) or the language-learning
theorem of Wexler and Culicover (Theorem 4). The next section addresses these problems.

3. Role of Hierarchies and More Determinate Reinforcement

For the theory of register-model concept learning, as formulated in Definition 2, we cannot
improve on inequality (I). Treating it as an equality it is evident that for programs p of any
length learning will be very slow, much slower than we observe in most human learning and
even much animal learning.

Within the framework of the present theory, the only practical hope for learning to occur
in a reasonable time is to organize learning into a hierarchy of relatively small tasks to be
mastered. It might be thought that this conclusion could be avoided by making the reinforce-
ment more informative or determinate than what was assumed in Axioms Erl and Er2 above.
There is something correct and important about this view, and it can be supported by detailed
computations on significant examples. On the other hand, there is also a question of inter-
pretation. For the completely deterministic reinforcement used in the proof of Theorem 1, we
could regard conditioning of each internal state of the finite automaton as a task—here task is
defined by what gets reinforced, and in this view, the most fine-grained hierarchy is created by
completely deterministic reinforcement.

It will be useful to end with application of the theory to a small, familiar task, to show that
the theory can be brought down to earth and applied to data. Of course, in the present context
I shall not try to be serious about actual parameter estimation. The task selected is that of
5-year-old children learning the concept of a triangle by recognizing triangles when presented
with triangles, quadrilaterals and pentagons.

I make the following assumptions about the register model being used by the children. (It
has the sort :)f simplifications necessary in such matters.)

(i) The language V; has a single element, ¢, which is used for counting.

(ii) There are two feature registers, #1 for number of segments and #2 for size, with & =
small, aa = medium and caa = large.

(iii) The conditional jump is either to a previous line or to 0 (for a nonexistent line and
stop).

(iv) To simplify formulation, computations are made directly on the feature registers rather

than first copying their contents to a working register. (Characterizing copying from one register
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to another in terms of the three types of primitive instructions is straightforward.)

(v) Rp is the single response register.

(vi) Let a be the probability of selecting the delete instruction, b the probability for the
jump instruction, and 1 — a — b the probability of the place or add instruction.

(vii) Let p be the probability of selecting feature register 1, and 1—p that of selecting feature
register 2 for reference in a line of program.

A-simple correct program is:

1. D(1) Delete a from register 1.
2. D(1) Delete a from register 1.
3. D(1) Delete a from register 1.

4. Copy(1,Rp)  Copy the contents of register 1 in the response register Rp.

All programs, in the short form used here, must end in copying the contents of a feature or
working register to the response register. A response is then made. So the probability of lines
1-3is: pPa®c(1 - c)?, where c is the parameter for the distribution of number of lines introduced
in Axiom P2(i).

It is important to recognize that many different programs will produce the correct response,
and so the probability of a correct response is considerably greater than p®a3c(1 — c)?. The
complexity of a full analysis even for the simple experimental situation considered is much
greater if the task is recognition of quadrilaterals rather than triangles. Still, under reasonable
assumptions, the probabilities of the correct programs that are near the minimum length should
dominate the theoretical computation of a correct response.

The learning setup defined axiomatically here is in terms of its scope comparable to the
definition of partial recursive functions or the definition of register machines for computing
such functions—namely, the definitions apply to each function considered individually. But
for extended learning of a hierarchy of concepts, the structure must be enriched to draw upon
concepts that have been previously learned in order to reach a practical rate of learning. Here
is a very simple example to illustrate the point. Consider a disjunctive concept made up of n
disjoint cases. Only one register is required, the alphabet V; is the set {a, 3}, and there is no
jump instruction, but only the four instructions for deleting letters on the left or adding them
on the right. Let the program be at most 10 lines for each case. Then assuming a uniform
distribution on sampling of instructions and of the number of lines (1 to 10), the probability of
each program of at most 10 lines can be directly computed. More importantly in the present
instance, we can easily compute the possible number of programs: 4 of length 1, 16 of length 2,
and in general 4™ of length n, with 1 < n < 10, for a total of (41! —-4)/3, which is approximately
4'°, If now at the second stage programs are put together using only original instructions and
the n subroutines from individual cases, with programs of length at most 2n permitted, then
there are [(n + 4)2*+! — (n 4 4)]/(n + 3) possible programs, which is approximately (n + 4)*".
On the other hand, if a single program is developed in one step with 10n lines, the number

of possible programs is approximately 41°%, Consider, for example, the case n = 3. Then
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4% is many orders of magnitude larger than 7% + 3.(4!°). The details of this example are not
jmportant, and I have not attempted to fix them sufficiently to determine in each of the two
approaches the number of possible programs that are correct. Ordinarily in both the hierarchical
and nonhierarchical approach this number would be a very small percentage of the total. The
gain from the hierarchical approach is evident enough.

More generally, clever ways of dynamically changing the probability of using a previously
defined concept, i.e., its recognition program, are critical to actual machine learning, for ex-
ample, and sound hypotheses about such methods seem essential to any sophisticated study of
human or animal learning of an extended hierarchy of concepts. Of equal importance is the in-
troduction of forms of information feedback richer than the simple sort postulated in Definition
2, but the mathematical study of alternatives seems still to be in its infancy—only the extreme
cases are relatively well understood. Much human learning depends upon verbal instruction
and correction, but an approximately adequate theory of this process of feedback is as yet out
of reach from a fundamental standpoint. Various gross simplifying assumptions, as used, for
example, in protocol analysis, seem uneliminable at the present time. This is one measure of

how much remains to be done.
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