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Instructable robots must be able to interpret a wide range of ordinary natural-
language commands. This paper presents an approach to the interpretation of
commands that takes into account the context in which the commands are given. It
shows how the precise interpretation of many ordinary English words can be fixed
only within their context of use and not before. It examines the role of the
perceptual situation in fixing that interpretation, the role of the cognitive and
perceptual functioning of the robot, and the role of the immediate linguistic
surround. Qur approach draws on the model-theoretic tradition in semantics in that
it defines a set of models in terms of which the English commands to the robot are
interpreted. At the same time, it uses a procedural semantics for the lexicon, thus
addressing the question of how the robot can use the instruction it is given to
perform the task described by that instruction. Examples are drawn primarily from
insiruction in elementary mathematics, Other examples come from our recent work
with a robotic aid for the physically disabled.}

1. Introduction

The context in which a command is given strongly determines the meaning of that
command. This fact has long been recognized for certain classes of words. Indexical
prorouns such as I and you, and adverbs of place and time such as here, now, and
today, are clearly fixed by the context of their use, as are anaphoric pronouns such
as i/ and she. What has not been obvious up to now is that many ordinary words
have their precise meaning fixed by their context of use. This paper presents an
approach to the interpretation of natural-language commands that exploits the
essentially contextual nature of ordinary English words.

It pays special attention to the perceptual situation in which the words are used, in
contrast to analyses such as those of Grosz and Sidner (1985) that explore other
aspects of the discourse context, such as speaker’s intentions. An emphasis on the
perceptual situation in language understanding and use is not new. More than ten
years ago Miller and Johnson-Laird (1976), writing about language and perception,
offercd perceptual procedures for many different classes of words. However, their
work did not share our strong semantic claim that words in general do not have
determinate meaning but that their semantic significance is fixed by the actual
occasions of their use and that the perceptual situation helps specify those occasions
of use.

Appeals to context are also not new and have recently found convincing
expression in Winograd and Flores (1986). What is significant about the work

 The work on the robotic aid is funded by the Rehabilitation Research and Development Center of
the Veterans Adininistration, VA Medical Center, Palo Alto, California.

371
0020-7373/87/100371 + 28303.00/0 © 1987 Acaderaic Press Limited



372 C. CRANGLE AND P. SUPPES

reported here is the particular substance given to these appeals. All natural-
language commands are interpreted relative to a given class of perceptual situations
and a given class of language users. In model-theoretic terms, we define a set M of
models that characterize the perceptual situations in which the commands are given
and the perceptual and cognitive functioning of the agent to whom the commands
are addressed. Our fundamental premise is that by fixing the class of models within
which the language makes sense, the specific and appropriate meaning of many
ordinary English words is fixed, and not otherwise. This paper is organized around
the presentation of that set M of models and an extended discussion of how
commands are interpreted relative to it.

The work reported here falls within a larger program of research on instructable
robots. It draws directly on the prior work of Maas and Suppes (1983, 1984, 1985) in
developing a natural-language interface to an instructable robot. The language used
is the ordinary language one would use to teach someone, child or robot, standard
arithmetic tasks such as column addition. While this paper features the arithmetic
robot introduced by Maas and Suppes, our current work on instructable robots is
based on the omnidirectional robot under development as an aid for the physically
disabled (Michalowski & Leifer, 1983; Michalowski, 1986; Crangle, Suppes &
Michalowski, 1987; Michalowski, Crangle & Liang, 1987). User communication with
this robot has been restricted to one-word commands that correspond to predefined
primitive actions. Work underway will allow the physically disabled user to teach
this robot how to perform complex tasks in the home and at the workplace using
ordinary English commands such as Go to the table while avoiding the chair and Pick
up the plate and put it in the microwave oven. Some of our discussion will reflect this
recent work.

It is useful to contrast the work reported in this paper with VanLehn’s study of
the acquisition of procedural skill in mathematics (VanLehn, 1983). VanLehn
discusses several forms of machine learning: learning by being told, learning by
discovery, learning by analogy, and learning by generalizing examples. He focuses his
work on the last category, pointing out that arithmetic textbooks contain many
exercises and worked examples but few precise natural-language procedural
descriptions. In terms of Vanlehn’s categories, our work lies somewhere between
learning by being told and learning from examples. We examine the kind of learning
that takes place when instruction is given in terms of specific examples, a method
well suited to the kind of one-on-one instruction we envisage for robots. The use of
specific examples allows the inevitable ambiguities of natural language to be

resolved in the course of the instruction.
This paper is organized as follows. Section 2 discusses the particular use we make

of the model-theoretic approach to semantics. It then defines the set M of models
for the arithmetic instruction context. In a typical instruction session the agent is
presented with an exercise and given verbal instruction based on that exercise. An
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FiG. 1. A single-column addition exercise.
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example is the following sequence of commands for single-column addition and the
exercise in Fig. 1.

Look at the top number.

Remember the number.

Look at the next number down.
Add the two numbers.

Remember the sum.

Look at the next spot down.

If you see a number, continue adding, remembering, and looking down until you see
a bar.

Look one spot down.

Write the singles digit of the answer.
Look one spot left.

Write the tens digit of the answer.

The set M of models identifies as perceptual objects the digits, bars, and empty
spaces of an arithmetic exercise. It also defines the relations horizontally left of and
vertically below that hold between perceptual objects. The cognitive and perceptual
functioning of the agent being instructed is characterized by a register-machine
model. There is a stimulus-supported register (S§S) which holds an image of the
perceptual object that is at the agent’s point of visual focus. Then there is a
non-stimulus-supported register, which is known as the memory register (MR). An
operation register (OP) holds the result of an addition operation. A final register
(ORD) ideatifies an ordering relation on perceptual objects.

Section 3 shows how the denotations of individual words are expressed in terms of
the models defined in section 2. It also shows how these denotations enter into the
syntactic analysis of a sentence. It introduces our representation of lexical items and
explains the use we make of grammars. This section also discusses some implemen-
tution issues.

Section 4 presents several extended examples of command interpretation. Of
particular importance in this section is the account of how the interpretation of a
word is fixed on the actual occasion of its use, that is, as part of a particular
command at a particular point in the instruction. This section shows how residual
contextual factors in a word are resolved by the perceptual situation and the word’s
place in the discourse.

The final section, 5, points to our current and future work on instructable robots.
An Appendix contains a glossary of terms and notation appearing in the paper.

2. The set of models

2.1. WHAT KIND OF MODELS

Our approach to the interpretation of natural-language commands straddles two
traditions: model-theoretic semantics from logic and operational semantics as
developed for programming languages. We begin by explaining how our work
extends the usual model-theoretic apparatus to encompass operational semantics for
natural-language discourse.
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As stated earlier, all commands to the agent are interpreted relative to a set of
models that characterize the agent to whom instruction is being given and the
perceptual situation in which the instruction is taking place. The command Find the
empty space to the arithmetic robot of Maas and Suppes, for instance, is interpreted
relative to the rows and columns of an arithmetic problem. That same command
given to the mobile base of the robotic aid would be interpreted relative to the
configuration of objects and their parts in the room in which the instruction is taking
place.

One natural outcome of this viewpoint is that the set of logically possible models
satisfying a given utterance or piece of discourse is not of primary interest. For all
natural discourse we comnsider, it is appropriate rather to take a subset of the set of
possible models. We restrict the set of models to just those that encompass a
particular environment. For example, for the arithmetic instruction the models are
restricted to the arrangement of digits, bars, and spaces that constitute an arithmetic
exercise. For the robotic aid, the models are restricted to the room and its physical
contents. The aim is to capture the notion of possibility that lies behind ordinary
discourse.

At the same time as we restrict ourselves to a fixed set of models, we also extend
the models to include a framework for the cognitive, perceptual, and motor
functioning of the agent to whom the commands are addressed. This means that if
we are talking about the robotic aid we are not simply restricting ourselves to the
physical objects in the room but must have a way of dealing in the models with the
cognitive and perceptual states of the robot. The language of communication will, as
we envisage it, be almost entirely physical in character. In a command like Go to the
table and pour me a glass of water, all of the terms have a direct physical
interpretation. But interpreting that command relative to a set of models requires
some apparatus to express as part of the model the cognitive state and perceptual
activity of the robot. This point has special plausibility for verbs such as remember
and look at in commands such as Remember where you placed the cup or Look at the
next number. In the work reported here, such verbs are expressed in terms of a
register-machine model that characterizes the agent’s cognitive and perceptual
functioning. For the mobile robotic aid, motor functioning is also included.

By taking into account the cognitive and perceptual functioning of the agent, we
share in the tradition of operational semantics which asserts that characteristics of
the interpreting machine (suitably abstracted) are an integral part of the meaning of
a programming language. As sections 3 and 4 will make clear, however, there are
significant differences between operational semantics as it has been proposed for
programming languages and the semantics we propose for natural languages, not
least of which is the utter reliance of natural-language interpretation on the context
at the time of utterance. Nonetheless, we emphasize the procedural basis of our
semantics in that it has a distinct advantage over other, nonprocedural semantics for
natural languages. The procedures provide a direct link between language and
action, that is, between verbal commands and responses to them. This link between
language and action is especially important in the instructable robot project where
we want the robot not merely to understand the commands but to take specific and
appropriate action in response.

Our use of a set of models to define the context of an utterance has something in
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common with the ‘commonsense metaphysics’ approach to the lexicon (Hobbs et al.,
1986) in which core theories are constructed about physical objects—and about
time, space, material and so on—with the lexical items being characterized in terms
of those theories. Our work is different, however, in that we focus rather more
closely on specific contexts of use, that is, the actual physical environments at the
time of the utterance, and we make provision in the lexical items for those contexts,
at time of utterance, to make their contribution.

2.2, THE PERCEPTUAL SITUATION

In examining the language used to instruct an agent in elementary mathematics, we
focus on the algorithms children are commonly taught for column addition,
subtraction, multiplication, and division. We assume that all exercises are presented
in standard format, with enough regularity in the arrangement of the figures that the
agent can make a judgment about what counts as a blank space and what merely
separates one symbol from another. A two-column addition exercise, for example,
may appear as shown in Fig. 2.

While we give no account of the processing of visual information from the
arithmetic exercises, we take perceptual functioning into account in that we make
explicit the perceptual assumptions that lie behind the use of language in the given
perceptual situation. These assumptions are expressed, in part, as axioms that define
a simple perceptual geometry of objects. Although the details of this geometry are
straightforward, they are important in that the objects of perception they identify—
namely, the digits, bars, and blank spaces of an arithmetic exercise—are the objects
referred to in the natural-language instruction. In teaching someone to set the table,
for example, we do not customarily refer to edges, surfaces, and planes, but to
perceptually given objects such as cups, spoons, and tables. Our treatment of
perception is thus at the level appropriate to the demands of natural-language
semantics in that it deals with perception at the level of natural-language discourse.

We feel it is a productive strategy to keep language processing distinct from the
perceptual processes by which edges, surfaces, and shapes are transformed into
perceptually recognized objects. But as the paper will make clear, perceptual
functioning is integral to our approach for it is only in interaction with the
perceptual environment that the agent can interpret many natural-language com-
mands. The agent must, for example, not only recognize objects but perceive spatial
relations that hold between objects—relations such as to the left of and vertically
below—in order to interpret certain words.

We assume that the agent attends perceptually to one symbol of the arithmetic
exercise at a time. The agent’s point of visual focus changes by moving vertically or
horizontally. Its point of visual focus will change, for imstance, as a result of
understanding and obeying a command such as Look at the next spot down or Look
down until you see a bar. A spot in the context of the arithmetic exercises is the area
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Fi1G. 2. A two-column addition exercise used in instruction.



376 C. CRANGLE AND P. SUPPES

immediately surrounding, and containing, at most one symbol. An open spot
contains neither a digit nor the bar character. In the exercise in Fig. 2 there is an
open spot to the left of the 9 and below the 4, and there are two open spots in the
answer row. -

The agent’s visual geometry is organized by a set of axioms. We identify two
relations, H and V, which in the intended interpretations are the relations
hovrizontally left of and vertically below. That is, for any two objects a and b, aHb if
and only if a is horizontally left of b, and 2Vb if and only if « is vertically below b. In
the arithmetic exercise in Fig. 2, the following are all vertically below 7: 8, 9, 6 (the
rightmost one), and the bar character (the rightmost one). Furthermore, 1 is
horizontally left of 7, 4 is horizontally left of 8, and so on. Note that 4 is neither
vertically below 7 nor horizontally left of 7 in the intended interpretations. The
relations A and V are both irreflexive, strict partial orderings, that is, in addition to
being irreflexive they are both transitive and asymmetric.

The set that H and V partially order is the set of perceptual objects in a given
arithmetic exercise. We use the nmemonic POBJ for this set. For the exercise in Fig.
2, the set POBJ contains perceptual objects 1,7, 4, 8,9, 6, 6 (both occurrences of 6),
—,— (again both occurrences of the bar character), and several blank spaces (one
below the 4 and to the left of the 9, one below each of the bar characters, at least
one to the left of 1, and so on). Note that the elements of POBJ are these ‘located
symbols’. To use a familiar distinction, these located symbols are tokens, not types.
For expository purposes we refer to these located symbols when necessary by
subscripting them as if they were located in a grid whose origin were at the digit in
the top rightmost corner with the X coordinate giving the horizontal position
(numbered from right to left) and the Y coordinate the vertical (numbered from top
to bottom). Thus we refer to the perceptual objects 7,4, 8,5, —15, and so on. The set
POBJ is always finite and for the standard arithmetic exercises we can limit POBJ to
include only those blank spaces that are in the answer row, those that are within the
columns of figures, and those immediately to the left of the leftmost column of
figures. We use the symbol e, subscripted as for the digits and bars, to refer to these
located blank spaces. Each time a symbol is erased or a new symbol is written in an
arithmetic exercise (as when the agent writes the answer in the answer row), we
have a new structure POBJ, which in model-theoretic terms yields a new model for
the set of axioms.

We must identify three subsets of POBIJ for the natural-language instruction. First
there is BLNK, the subset of located blank spaces, then BAR, the subset of
located bar characters, and finally DIGIT, the subset of located digits. For the
exercise given earlier, for instance, BAR={-5,—} and DIGIT=
{711, 812, 913, 614, 121, 422, 624} . These subsets completely partition POBJ and identify
the three types of perceptual objects occurring in the instruction context. In addition
to these perceptual objects, other objects must be identified for the arithmetic
instruction, specifically those that result from an addition operation performed by
the agent. Before instruction starts, it is assumed that the agent is already able to
add any single digit to any other digit or digit pair. (For simplicity, we limit
ourselves to digit pairs.) The result of such an addition, also a token, is referred to
as the sum or the answer during instruction.

To describe the agent’s perceptual functioning in more detail, it is useful to define
two other relations which in the intended interpretation are the relations
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horizontally right of and vertically above. For any two perceptual objects a and b, a
is horizontally right of b if and only if b is horizontally left of a, and a is vertically
above b if and only if b is vertically below a.

The first axiom we introduce is the following: For all perceptual objects a and b, if
a stands in the H relation to b then a does not stand in the V relation to b and b
does not stand in the V relation to a, and similarly for V. This axiom simply
stipulates that a perceptual object is never both in a horizontal and a vertical
relation to another perceptual object.

The second axiom ensures that each perceptual object stands in an appropriate
relation to one distinguished element, namely the top rightmost digit of the
arithmetic exercise. The axiom says that there is a digit in the top rightmost corner
of an arithmetic exercise and all other digits, spaces, and bars are horizontally left of
that digit or vertically below it, or are vertically below another perceptual object
that is horizontally left of it. This axiom also establishes the existence of the digit
that is in the top rightmost corner of an arithmetic exercise. In its formal expression,
this axiom uses the notion of relative product. (The relative product of H and V (in
symbols: H/V) is the relation that holds between a and b if and only if there exists a
c such that aHc and cVb.) The axiom says that there is a unique perceptual object a
such that a is a located digit and every other perceptual object b stands in the
relation bHa or bVa or bH/Va.

The third axiom stipulates that each perceptual object has its own spot, that is,
that characters are not superimposed on each other. In its formal expression, this
axiom uses the notion of immediate successor and immediate predecessor. (We say
that 4 is a V-immediate successor of b if and only if aVb and (V¢) [if cVb then (a=c¢
or cVa)]. Similarly, a is an H-immediate successor of b if and only if aHb and (Vc)
[if cHb then (a = c or cHa)].) The axiom is as follows: Each perceptual object a has
a unique V-immediate successor, provided it has a V successor at all (that is,
provided there exists a ¢ such that c¢Va), and a unique H-immediate successor,
provided it has an H successor at all, and similarly for predecessor. This axiom also
ensures that H and V have the intended interpretation of horizontally left of and
vertically below. In the example in Fig. 2, for instance, it is this axiom that prevents
4 from being vertically below 7 and 8 from being vertically below 1. For suppose 4
were vertically below 7. Then since 8 is vertically below 7 and 7 has a unique
V-immediate successor, either 8 is the same perceptual object as 4, or 4 is vertically
below 8 or 8 is vertically below 4. But 8 and 4 are distinct objects. Furthermore, by
the first axiom, since 4 is horizontally left of 8, 4 is not vertically below 8 nor is 8
vertically below 4.

Several {urther axioms are required to describe a well-formed arithmetic exercise.
These axioms, as well as the previous three, must hold at each step of the exercise,
whether, for instance, there are only blank spaces in the answer row or some digits
of the answer have already been written out. These further axioms are listed in
Table 1. Together the nine axioms describe the perceptual situations in which
instruction takes place.

2.3. THE AGENT’S COGNITIVE AND PERCEPTUAL FUNCTIONING

There are several aspects of the agent’s cognitive and perceptual functioning that
must be taken into account for the semantics. The following are significant: the
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TasLE 1
The perceptual axioms

Al A perceptual object is never both horizontally left of and vertically below or above
another perceptual object

A2 There is a digit in the top rightmost corner of an arithmetic exercise and all other digits,
spaces, and bars are horizontally left of that digit or vertically below it, or are vertically
below another perceptual object that is horizontally left of it

A3 Each object has its own spot, that is, characters are not superimposed on each other

A4 No blank space appears in the rightmost column of figures above the bar

A5 There are at least two digits vertically above the rightmost bar

A6 Each column contains exactly one bar

A7 The bars are all horizontally adjacent

A8 Only one digit or blank space appears below the bar in each column

A9 No digit is horizontally to the left of a blank space

agent’s visual perception, the basic arithmetic skills the agent starts with, the agent’s
memory capabilities, and the agent’s ability to write down symbols for the answer.

In defining the class of mental models appropriate to the arithmetic instruction,
we use the idea, familiar from automaton theory, of a register and its content. In
general, there is a set of registers Ry, R,, ..., R,, and two operations on these
registers. One operation yields the content of a register; the other sets the content of
a register. We designate the first operation using square braces around the register
name and with a subscript to indicate time. That is, we write [R;], to show the
content of register R, at time ¢, with [R,], = x meaning that the content of register R;
at time ¢ is x. The second operation assigns content to a register at time . We use
the assignment operator <—,. Thus R, <—,x means that the content of register R, is set
to x at time ¢. For our purposes, we need only identify the time ¢ before a procedure
is executed, the time ¢ 4- 1 of its execution, and, where necessary, the time f + 2 after
its execution. If R;<— x then [R,],4, =x.

What does x range over? The content of a register is either an image of a
perceptual object or an object that results from the addition operation. For
example, the image of perceptual object 7,5 in one register is added to the image of
the perceptual object 45, that is the content of another register to yield the digit pair
11. For simplicity of language, we refer to digits (and digit pairs such as 11) that are
not images of perceptual objects as mental objects and we do not call images mental
objects.

For the arithmetic instruction, we propose a minimal cognitive architecture by
specifying the following set of four registers. This choice of register set follows that
made by Suppes (1973b; Suppes et al., 1983) in a different but related study of
arithmetic performance, with the addition of one register that plays a special role in
fixing context. As we will discuss below, the choice of registers has a direct effect on
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TABLE 2
The role of the registers

SS: A stimulus-supported register. It holds an image of the perceptual object that is at
the agent’s point of visual focus.

MR: A non-stimulus-supported register, referred to as the memory register. The content
of this register is either an image, transferred from SS, or a mental object,
transferred from OP.

OP: An operation register. This register holds the result of an addition operation, a
mental object.

ORD: An ordering register. This register identifies an ordering relation on perceptual
objects.

what commands or sequences of commands can be obeyed by the agent. The four
registers are described in Table 2.

There are five activities in the arithmetic instruction context: looking, seeing,
remembering, writing, and adding. The registers are linked to the activities in the
following way. First, each activity is characterized as a transfer between registers,
often as several alternative transfers. Second, each activity is also characterized in
terrns of operations performed on the content of the source register. The narrative
description that follows elaborates on these transfers and shows exactly what
operations are performed on the source register content before the transfer. The
register transfers for each activity are summarized in Table 3.

Looking. We identify two forms of looking in our instruction context. The first
is an object-oriented activity, referred to in sentences such as Look at the top
number or Look at the next spot. This activity has a perceptual object as its
target—the top number or the next spot, for instance. The second form of looking is
referred to in sentences such as Look three spots down or Look down until you see a

TABLE 3
The register transfers

Source register Destination register

Looking SS 5SS
Seeing SS SS
Remembering SS MR
0)3 MR

Writing MR S8
SS SS

OP SS

Adding SS and MR oP
SS and OP OP

MR and OP OP
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bar. It is characterized by the fact that the looking is in a certain direction and that
there is a condition for when to stop looking—either a distance that must be covered
(three spots) or a state of affairs that must hold (you see a bar). The effect of both
these forms of looking is that the content of SS changes. The image of the
perceptual object in SS before the command is obeyed is replaced by the image of
another perceptual object, the one at the new point of visual focus. When the
looking is in a certain direction, the ordering relation in ORD is used to constrain
which perceptual objects can be looked at.

Seeing. Seeing takes into account only the content of SS. It does not change that
content but checks what it is. References to seeing typically appear in sentences such
as You see a bar and You see a number which in our instruction context are
embedded in imperatives such as Look down until you see a bar or If you see a
number, add the number to the sum.

Remembering. Remembering transfers to MR either the image of a perceptual
object or a mental object that is a digit or pair of digits, the result of an earlier
addition operation. Typical remember-commands are Remember the sum and
Remember the number. A command such as Remember the number would of course
occur after a perceptual object had been identified through a command such as
Look at the top number. 1t is clear that the transfer to MR could originate in either
SS (Remember the number) or OP (Remember the sum).

Writing. The activity of writing goes beyond simple register tranfers and
operations on register content. It causes a new perceptual object to come into being,
replacing a blank space in the answer row with that new object. Typical
write-commands are: Write the singles digit of the answer, Write the answer in the
next spot open, Write the number you see, and Write the number you remembered. It
is clear that the object to be written out may come from memory (the content of
MR), may be specified perceptually (the content of SS), or may be the result of an
arithmetic operation (the content of OP). Writing is thus an action that takes an
object (the content of SS or MR or OP) and transforms it into a new perceptual
object. After writing out a character, the agent continues to attend to that
perceptual object. Three conditions govern the action of writing: only single digits
may be written, only blank spaces below the bar may be written over, and a symbol
is written out at the agent’s point of visual focus (the agent does not look elsewhere
while writing). Note that in writing over a blank space, the axiom stating that each
perceptual object has its own spot still holds because the new perceptual object and
the old are not from the same structure. If a is the perceptual object being replaced
in POBJ, the old structure, and b is the new perceptual object, then it is the case
that POBJ — {a} = POBJY’ — {b} where POBJ’ is the new structure. An operation
must be defined for the semantics of write that will produce the new perceptual
object at the location of a. This operation is defined over the medels themselves; it
is not a primitive of the perceptual geometry, nor of the agent’s cognitive and
perceptual architecture. If the relationship between successive perceptual models
were itself given systematic treatment, it would of course be part of that theory. But
because we have only one ‘world-changing’ activity—the activity of writing—we will
leave the discussion in its present informal state.

Adding. Adding is a cognitive and perceptual activity that forms the arithmetic
sum of two digits or digit pairs. We assume that before all instruction starts, the
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agent is able to add any digit to any other digit or digit pair. These digits are given
perceptually or are in memory. The addition operation is therefore defined over
both the set of mental objects and the set of images of perceptual objects. Typical
add-commands are: Add the two numbers, Add the number to the sum, Add the
number you remembered to the sum, and Add the number you see to the sum. It is
clear from these sentences that the addition operands could come from any two of
SS, MR, and OP. Because there is only one stimulus-supported register, SS, ai least
one operand must be in memory, in either MR or OP. The following instruction
sequence therefore cannot be interpreted by our agent:

Look at the top number.
Look at the next number down.
Add the two numbers.

The following sequence, on the other hand, can be given an interpretation:

Look at the top number.
Remerber the number.

Look at the next number down.
Add the two numbers.

Perhaps the most striking feature of the cognitive and perceptual architecture we
have proposed is its simplicity. There is very limited ‘central processing’ capability:
four regisiers and two basic operations to access and change the content of a
register. As sections 3 and 4 will reveal, the computational complexity lies in the
lexical items themselves and in the rules of the grammar.

The preceding axioms and definitions and the register apparatus come together to
define the class of models in terms of which the language is interpreted. These
models substantially restrict the physical environments under consideration to just
those in which the language of arithmetic instruction makes sense, as addressed to
an agent with the kind of cognitive and perceptual functioning described. The
further special purpose served by this class of models, and one we will elaborate in
the next section, is that it allows the semantic interpretation of the lexical items to
be fixed, at the time of their use, by the perceptual situation in which the words are
used and by their place in the discourse. Two examples illustrate this idea briefly
before it is taken up in some detail in the next section.

The interpretation of the word fop as used in a command such as Look at the top
number or Fetch the cup from the top shelf will depend on the organization of the
perceptual objects—numbers or shelves—in the environment. Some sequencing or
ordering relation will be evident—the shelves, for instance will typically be ordered
in terms of their vertical distance from the floor. It is this ordering relation that
allows the top shelf to be selected. Expressions such as the top student in the class
also depend on an underlying ordering relation for the interpretation of top but in
this case, as in others, the ordering is not given perceptually. For many uses of top,
however, and for all uses in contexts of special interest in this paper, the ordering
relation is given perceptually. Thus in specifying perceptual relations, the models
help fix the interpretation of the words used in instruction.

The register apparatus also helps fix the interpretation of words in context. From
the summary in Table 3 it is clear that the procedure specifications for the write,
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remember, and add verbs can specify only the destination registers, for only they are
invariant in all cases, namely: SS for write, MR for remember, and OP for add. The
source registers are determined by the context. If the command were Remember the
number, for instance, the transfer would be from SS to MR. If the command were
Remember the sum, the transfer would be from OP to MR. Taking an even larger
bite of context, the command Add the numbers would initiate a transfer from SS and
MR, or SS§ and OP, or MR and OP, depending on the several commands that
preceded it. Examples in the following sections will show how the lexical items are
combined to yield a final register transfer for the whole command.

3. Grammars and the lexicon

We have adopted the idea, found in Miller and Johnson-Laird (1976), Suppes (1980,
1982), Crangle (1984) and others, that natural-language utterances may be repre-
sented semantically as procedures. Each word denotes a procedure and these lexical
procedures are combined to form more complex procedures for sentences. The
mechanism controlling this synthesis of procedures is the semantic tree (Suppes,
1973a, 1976, 1979; Suppes & Macken 1978). A simple example makes the concept
clear.

Consider the following parse tree for the imperative Find the empty space. (See
Fig. 3.) The non-terminal labels shown are I (for imperative), VP (for verb phrase),
NP (for noun phrase), V (for verb), N (for noun), and ADJ (for adjective). This
parse is produced by a context-free grammar, which we then extend by assigning at
most one semantic function to each production rule of the grammar. (See Table 4.)
The semantic functions stipulate how the denotation at each node of the tree is to be
obtained from the denotations of its daughter nodes. The resulting grammar is
called a potentially denoting grammar following Suppes (1973a). We use square
braces to show the denotations. For instance, [NP] stands for the denotation of NP,
[space] stands for the denotion of space. Two operations appear in the semantic
functions. They are designated by the symbols * and N and are explained here. The
* operation is in fact simply function application and in the examples later in the
paper we will use the usual parentheses notation (that is, we will write [V]([NP]),
for instance). The other operation is set intersection. Given our set-theoretic
representation of procedures (to be explained below), all the usual set-theoretic
operations are at our disposal for the semantic functions.

vp
v NP
fir'»d the ADJ N

empty space
F1G. 3. Parse tree.
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TaBLE 4
Potentially denoting grammar

Production rule - Semantic function
I->VP [I]=[VP}]
VP—V + NP [VP] =[V]*[NF]
NP—> the + ADJ + N [NP] = [ADJ] N [NP]
V—find [V]=[find]
N— space [N] = [space]
ADJ— empty [ADJ] = [empty]

Each lexical procedure is given a set-theoretical representation which in its
simplest form appears as follows.

{{x,y):F(x, y)}.

x designates the input; y designates the output; and F designates a complex
condition on x and y which establishes the relation between the input and output,
plus any conditions x has to meet to qualify as acceptable input to the procedure.
These lexical procedures are to be thought of as mechanisms for transforming the
state of the agent being addressed or the state of the physical environment. In the
lexical procedure for the verb find, for instance, x will designate the state of the
agent before a find-action has been taken and y the state of the agent afterwards.
Clearly, these representations provide specifications for the procedures, not the
algorithms themselves. This distinction between procedure specifications and
algorithms will be returned to later in this section when we discuss implementation.

To capture the context-dependency inherent in many words, the semantic
representation of a word is typically given not by a simple input—output specification
but by an expression of the following form. (We use the standard lambda notation
for abstraction.)

(AaB){(x, ) : 0(x, y, @, B)}.

What we have here set-theoretically is simply a function from the set of pairs
{(a, B)} to a set of procedure specifications. We let the variable o range over
relations given by the perceptual situation and the variable § range over procedures
in their set-theoretic representation, procedures given by the words surrounding the
given word in a sentence. These A-expressions thus provide a way of letting a
proeedure specification be determined in part by the perceptual situation in which
the word is used and in part by the other words surrounding that word, two aspects
of coutext of special interest in this paper. The semantic representation of the word
top, for instance, will therefore be a A-expression that allows the appropriate
ordering relation to be set as the value of the first A-variable.

For many words, typically nouns and adjectives, the procedures they denote are
of interest only for their output. The denotation of space, for instance, is a
procedure that returns all perceptual objects that are spaces in the given instruction
context. Qur set-theoretic representation of [space] is thus {a:F(a)} where R
stands for the conditions that an entity 4 must meet to be differentiated from other
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objects in the given perceptual situation and be identified as a space. While this
lexical procedure does not include anything of the perceptual processes by which
objects are recognized, it does acknowledge an appropriate level of perceptual
functioning in that it returns the appropriate perceptual objects. Along similar lines,
the denotation of empty is a procedure that returns all entities that are empty and no
others. Let its set-theoretic representation be {a:F(a)}. The denotation of find is
given by the expression (AS){(a, b):F(a, b, S)} where a designates the input, b the
output, and the value of S is given by the immediate linguistic surround, specifically
by the denotation of the object noun phrase, which in our example is the empty space.
Here F stands for the conditions that establish the relation between the input a and
the output b such that a is the object that is at the present point of focus, and b, an
element of S (that is, an empty spot), is at the new point of focus. Finally, the
definite article the is treated syncategorematically.

The extended grammar yields the semantic tree in Fig. 4 for Find the empty space.
To the right of the colon at each node we show the denotation of that node. At the
top of the tree we have a procedure specification for the command Find the empty
space, stated in the imperative mood. While this example illustrates the basic
apparatus of the semantic tree, showing how the input—output representations of
procedures are composed using operations such as function application and set
intersection to produce other procedure specifications, several questions are
immediately raised by the example:

1. What content is given to the conditions F;, F, and F; in the lexical denotations?
In other words, how do we define the conditions they stand for?

2. Where does the input to a procedure come from? In other words, where does a
of {{a,b):F(a, b)} get its value? And what happens to b, the output of the
procedure?

3. How does a procedure specification, that is, an expression of the form
{{a, b):F(a, b)}, become an executable object? This is tantamount to asking how
the complex condition F is transformed into an algorithm.

I:{{a,b) :Fg(a,b,{c:Fa(c)and F(c)}}

VP:{{a, b) :F3(a,b,{c:Fa(c)and F|(c)h}

V: (9){{a by :F3(a,b,S)} NP :{a:Fa(a)and F,(a)}

the ADJ:{a:Fy(a)} N:{a:F|(a)}

find: (A S){ (as b> . F3(a,b,S)} empty : {a : F2(3)} space {a : Fl(a)}

F1G. 4. Semantic tree.
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We will answer questions 1 and 2 in this paper. While question 3 is not the topic
of this paper, it must of course be answered before an operational system can be
produced, one that allows a specific robot to be instructed in a given context, for the
robot obeys a command by executing the procedure for that command. Only when
the conditions on input—output are replaced by algorithms that meet those
conditions do we have something that can be executed.

There are two reasons for putting this question aside for the present. The first is
that an operational system does exist for the arithmetic instruction context (Maas &
Suppes, 1983, 1985). While the syntactic and semantic basis of that work is
somewhat different from the one laid out here, that work stands as a demonstration
of the kind of algorithms needed for arithmetic instruction to be successful. It has
established the feasibility of implementing a natural-language system for arithmetic
instruction.

The second reason for putting the question aside in this study is a conceptual
rather than a pragmatic one. Natural-language commands seldom entail much
commitment to how the command is to be obeyed. Take the command Pick up the
cup, for instance. While there might be some ‘normal’ or customary way of picking
up a cup—by the handle and keeping the brim level so that the contents do not
spill—the command itself does not exclude other ways of picking up the cup. This
laxity in language is relied on when we qualify verbal commands, by saying, for
instance, Pick up the cup by grasping it at the bottom, or Pick up the cup without
using the handle. It would thus be a mistake to assume the same algorithmic
interpretation of pick up for all commands, even in a restricted set of circumstances.
There are, however, certain constraints that an action must meet to qualify as a
picking-up action in the given instructional context. It is those constraints that must
be expressed in the lexical entry as the conditions on input and output for the
pick-up procedure. Only after all the appropriate contextual features have been
accounted for can an executable procedure be produced. The concern in this paper
is with those contextual matters, particularly those given by the perceptual situation.

However, a few remarks on implementation are appropriate before turning to the
answers to questions 1 and 2. These remarks draw on our recent work with the
robctic aid. In moving from input—output conditions to algorithms, the goal is clear:
to achieve specific action in response to a verbal command, action that is
appropriate in the context. The first step towards this goal is to identify a default
way of performing each action in the instructional context. For the action of
inserting, for instance, as referred to by the command Put the potato in the pot,
consider the following sequence of robot acts:

Grasp x.

Move the arm (possibly with obstacle avoidance routines active) until x is all the way
inside y.

Put x down on a surface in the interior of y.

Withdraw the arm from y.

The problem that lies in wait is that of modifying this sequence in response to a
range of verbal commands that make sense in the given context. In addition to
commands that explicitly modify the action—for example, Put the fork in the drawer
but do not let go—there are several other examples: Put the cup in the microwave,
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where we expect the vertical orientation of the cup not to be disturbed; Put the
pencil in the tray, where the pencil must be oriented along its principle axis to fit in
the tray.

As a solution to this problem, we propose the following approach which leads
directly from the position taken in this paper. For each word we encode only input-
output conditions in the lexical entries, no algorithms. Then, having used the methods
outlined in this paper to put together an interpretation for the whole command, the
default procedure for the main verb is modified as stipulated by the conditions
collected from all parts of the command and from the context. On the question of
how defaults are overridden, cne answer (and one we have implemented for the
mobile base of the robotic aid) is to embed procedures in a highly parallel
processing environment. The special circumstance that signals the override of a
default will then contribute its own procedure, and the parallel execution of
procedures will produce the appropriately modified action. There are cases in which
this approach works and cases in which it does not. Again we draw on the robotic
aid for an example. The procedure for go fo, as used in the commands Go fo the
table and Go to the table without hitting the chair, produces straight-line motion of
the robot towards its goal. The procedure invoked by without hitting the chair, on
the other hand, produces motion that avoids the chair. Together, these procedures
have the effect of modifying the robot’s direct movement towards the table, allowing
it to skirt around the edge of the chair. However, not so successful a story can be
told for the pick up command. If the default action for picking up a cup has the
robot grasping the handle of the cup, and if without using the handle keeps the
robot’s gripper away from the handle, the overall effect is that the cup is not grasped
at all. For actions such a pick-up and insert, then, the default procedures must be
defined so that all aspects of their operation that are open to modification are
parameters that can be set by the context. In terms of the notation already
introduced for the lexical items, A-variables must be provided for those aspects of
the action that may be altered by the context.

We return now to questions 1 and 2 concerning the semantic content of the lexical
items. The answer to these questions is to be found in the set M of models defined
for the given instruction context. For our example of Find the empty space, the
instruction context could be the arithmetic exercises we are concerned with here, as
in Find the empty space below the bar. The command is equally appropriate,
however, in an office or at home, two environments in which the robotic aid is
expected to function. In instructing this robot to set the table for a meal, for
instance, the user might tell it to find the empty space for the plate. Alternatively, if
the robotic aid were being used to do filing, it might be told to find the empty space
in the drawer of the file cabinet. Quite different models would be required for each
of these instruction contexts to ensure that the command had the appropriate
interpretation on the actual occasion of its use. In the next section, we show how the
semantic content of individual words is expressed in the terms of the set of models
defined in section 2.

Before moving to the analysis of particular English commands in the next section,
a few general remarks must be made about grammars and parsers. No particular
graramar or parsing method is required for semantic trees. However, the concept of
a semantic tree does fit very well with the recent developments in augmented
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phrase-structure grammars that have led to the theory of lexical-functional gram-
mars (LFG) and to the unification-based grammar formalisms such as D-PATR
(Kaplan & Bresnan, 1982; Shieber et al., 1986). In our work on the arithmetic
instruction context, we have made use of.the facilities of the LFG Workbench (a
parser and set of debugging tools available on the Xerox 1108 Workstation) to
implement the context-free rules of our arithmetic instruction grammar as a
lexical-functional grammar (LFG User’s Manual, 1985). A lexical-functional gram-
mar assigns two levels of syntactic description to every sentence: a C-structure (for
constituent structure) which is a conventional phrase-structure tree, and an
F-structure (for functional structure). In LFG theory, the purpose of the F-structure
is to encode the meaningful grammatical relations of the sentence and to provide
information about the predicate-argument structure of the sentence. Equations
attached to the category symbols on the right-hand side of the context-free rules of
the grammar describe how to construct the F-structures. These equations specify
conditions of grammaticality for a sentence in addition to those provided by the
phrase-structure rules. If all the conditions they specify are met, a well-formed
F-structure is produced for the sentence. The C-structures delivered by the
Workbench for our instruction sentences were converted into semantic trees by the
method outlined above. Our only use of the F-structures was to help produce legal
parses for the sentences by filtering C-structures. For a report of the lexical-
functional grammar implemented for an extended corpus of arithmetic instruction
sentences, see Crangle and Suppes (1985). Some details of the grammar for the
mobile robotic aid may be found in Michalowski, Crangle and Liang (1987).

4. Examples of context fixing

This section is organized around several examples, which are treated in considerable
detail. They concern commands to direct the agent’s attention to various parts of an
arithmetic exercise. That is, they are all look-commands. We focus on this specific
group of commands to acknowledge the many different natural ways there are of
giving instruction on even one activity, and to examine the way the semantic
approach accommodates these different sentences of instruction. Grammatical rules
and lexical items are introduced as needed by each example.

A brief explanation of notation is necessary. As before, we use POBJ for the set
of perceptual objects in the arithmetic exercise facing the agent. We make the
assumption that there is a one-to-one correspondence between the perceptual object
and the agent’s image of it and so use a, b, and c for the elements of POBJ and for
images of the elements of POBJ without differentiating between the two. In
addition, we use the variables S and T for subsets of POBJ and R for binary
relations on POBJ. These relations may be V (vertically below) or H (horizontally
left of ) or composite relations built up from V and H.

4.1. LOOK AT THE TOP SPOT AND LOOK AT THE TOP NUMBER

The first two commands we examine in detail are Look at the top spot and Look at
the top number, with special emphasis on the adjective fop and the way its precise
interpretation is fixed both by its. immediate linguistic surround and by the



388 C. CRANGLE AND P. SUPPES

perceptual situation. The intuitive idea behind its semantic representation is best
understood if we talk about the top x where x is spot in this sentence and would be
row in the phrase the top row. When we say the top x, we are referring to that x
from a collection of entities of the same kind (that is, they are all x’s) such that for a
given ordering relation R on these x’s, the top x is the R-last entity. (The notion of
an R-last element of a set is defined as follows: a is the R-last element of a set § if
and only if for all b in S, b =a or (b, a) € R.) The following procedure specification
captures these intuitive ideas for top.

(ARS){a:a e S& (Ab)(if b € S then (b =a v (b, a) e R))}.

Values for § and R are provided by the context. In the simplest case, the noun that
top qualifies yields a value for S, and the perceptual situation provides a value for R.

To see how this lexical item is fixed by the context we must examine the word’s
use in a command. Consider the production rule and semantic function given below
in (1) for the phrase the top spot. We will discuss the interpretation of the top spot
using (1), and then show how a closer look at the context demands a change in (1).
The syntactic category of top is ADJ,,, (for adjective of degree) while for spot and
number it is N (for noun). The semantic function in (1) shows that the denotation of
the noun provides a value for S in [top]. The other argument’s value (an ordering
relation) is not given explicitly in the language of the command but must be
provided by the context. We use R for the relation R given by the context. The
appropriate relation is selected with the help of one of the registers, the one we have
labeled ORD. In keeping with the idea of an instructable robot, interaction with the
user will select the ordering relation the first time it is needed by the semantics. It is
stored in ORD and subsequently used as the default unless verbal instruction
explicitly changes it. (Notice that our restricted mental model provides no
mechanism for the perceptual situation itself to induce a change in the content of
ORD.)

Production rule Semantic function

NP — the + ADJy,, + N, [NP] = [ADJu..](Re, [N]). M

What is the appropriate ordering relation in the context of the arithmetic exercises?
In the usual context of use for fop, the agent has been, and is expected to continue,
scanning down a column of figures. The relation V of being vertically below is thus
exactly the one intended by these uses of top. Here then is a step-by-step analysis of
the top spot.
[the top spot]
= [top](Rc, [spot]),
by rule (1),
=(ARS){a:aeS& (Vb)(if beS then (b=a v (b, a) e R))}Rc, [spot]),
by the semantic representation of top,
= {a: a € [spot] & (Vb)(if b € [spot] then (b =a v (b, a) € Rp))},
by function application,
= {a: a € [spot] & (VD)(if b € [spot] then (b =a v bVa))},
by the content of ORD.
To see how this procedure specification for the top spot (or a similar one for the top
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number) functions, we examine its use in a particular context. Take the command
Look at the top number and consider the exercises in Figs. 1 and 2 again, Suppose
the agent is focused somewhere in the answer row at the time the command is given.
For the single-column addition exercise in Fig. 1, we would expect that the agent is
being asked to look at the 7. But for the two-column addition in Fig. 2, is it the 1 or
the 7? There is of course no way of telling from the command alone. In fact, if the
procedure specification proposed above for the top spot were used in the
interpretation of Look at the top spot for the two-column addition exercise, no
perceptual object at all would be identified for there is none vertically above all the
others.

This is where the context comes into play once again. Arithmetic instruction will
typically lead the student down one column at a time. The context therefore narrows
the interpietation of spot to include only those perceptual objects in the column in
which the agent is presently focused. The command Look at the top spot thus has
the effect of Look at the top spot in this column, a completely unambiguous
command in the arithmetic context. How do we ensure that the context comes into
play to limit the range of perceptual objects? The answer lies in recognizing that the
intended interpretation of Look at the top spot is Look at the top spot in this column,
that is, in recognizing that the unqualified phrase the fop spot is semantically
incomplete in the context of the arithmetic instruction. We therefore replace the
semantic function in (1) by the following.

[NP] = [ADJdeg](RC: [N] N Sc),

where Sc, a set given by the context, is intersected with the denotation of the noun.
We therefore have the following amended rule (1a).

Production rule Semantic function

NP—> the + ADJ 4., + N, [NP] = [ADJ 4] (Rc, [N] N S¢). (12)
Taking tHis approach, we allow an interpretation to be given not omnly for the top
spot but also for more complex phrases such as the top spot to the left and the top
spo: in the rightmost column. Here the phrases to the left and in the rightmost column
limit the range of perceptual objects and provide a value for Sc.

To complete the analysis of Look at the top spot, we must of course examine the
semantic representation of look. In this command we have the look of look at. ..,
the ‘object-oriented’ use of look. (There are other uses of look. Earlier we
mentioned the ‘direction’ use, as in Look down until you see a bar. For our
arithmetic instruction context we therefore identify two verb categories: V44 for
direction and V,; for object-oriented.) The intuitive idea behind the denotation of
look,,; is that it is a procedure that produces a change of visual focus, from
perceptual object a to perceptual object b, where b is the target object, that is, the
object that is looked at. To capture the semantic role played by other words in the
command, we let look denote a function from the utterance context to procedure
specifications. The lexical entry for look is therefore the following:

Word Category Semantic representation

look, Voo (AS$){(a,b):[SS];=a& b eS&SS <., b}.

j?
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The object noun phrase yields a value for the variable S. In Look at the top spot, the
denotation of the top spot becomes the value of S; in Look at the top number, the
denotation of the top number becomes the value of S. The procedure specification
for look,y,; also includes conditions on the procedure’s input and output, namely,
that an image of the perceptual object @ is in the SS register before the
look-command is obeyed ([SS];=a) and an image of the target perceptual object b
is placed in the SS register in obeying the command (SS <., b). To parse Look at
the top spot and to construct a procedure specification for it, we therefore require
the following production rule and semantic function.

Production rule Semantic function
VP— Vobj + at + NP, [VP] = [Vobj]([NP]).

The semantic tree for Look at the top spot is given in Fig. 5 with the denotation
displayed below the label of each non-terminal node.

A similar command is expressed by the sentence Look at the top number. The
word number in the context of arithmetic instruction refers to what we have called
‘located digits’, that is, the single digits that appear at a given time in a given
arithmetic exercise. Because the agent can focus on only one symbol at a time (by
our perceptual assumptions), number refers only to the single digits of the arithmetic
exercise, not to the numbers (in the more general sense of number) that occupy
entire rows. Look at the top number is parsed by the same production rules as Look
at the top spot. If the agent is focused on the leftmost 6 of Fig. 6 (that is, SS contains
an image of perceptual object 6,,), the result of obeying this command will be to
change the content of SS from 6,, to 45, the number in the given column that has no

)

vp

{(a, b) :[SS] = a & b€[ the top spot ]&SS, 5 b}

Vv at

obj
(AS){(a, b) :[SS]=a & bES&SS, « b}
NP
{a:a€ [spot]ﬂSC & (Vb)(ifb G[spot]ﬂSCthen(b:avaCa))}

N
the AD‘{ieg {a:a€ POBJ}
(ARS){a:2€S& WbY(ifb€S then(b=avbRa))}
look top spot

Look at the top spot

F1G. 5. Semantic tree for sample command.
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FIG. 6. An exercise, showing all perceptual objects.

other number vertically above it. Look at the top spot would of course change the
content of SS from 6,4 to ;.

4.2. LOOK AT THE NEXT NUMBER AND LOOK AT THE NEXT SPOT

The word top is one of many words whose use presupposes some ordering relation
on objects in the perceptual environment or on mental objects. Other words like
this are the ordinals first, second, third and so on, and the word next, which we will
discuss in some detail in this subsection. We examine the two commands Look at the
next number and Look at the next spot. Once again, our emphasis is on the way the
precise interpretation of the word gets fixed by the perceptual situation and the
immediate linguistic surround.

The intuitive idea behind the semantic representation of next can best be
understood if we talk about the next x where x may be number, spot, or any other
common noun. When we say the next x, we are referring to the first x by some

rdering relation R (given by the context) relative to some present reference entity.
So if R is the relation V of our perceptual situation, and if the present reference
entity is the perceptual object 7, of the exercise in Fig. 6, the next number will refer
to the perceptual object 8,,. If the present reference entity were 4,,, then the next
number would refer to the perceptual object 6,, while the next spot would refer to
the perceptual object ©,3.

The following procedure specification captures these intuitive ideas for next.

(ARST){{a,b):aeS&beT&TcS&(b,a)eR
& (Ve)(if ce T& (c,a) e R then (b=c v {c, b) €R))}.

The value of T is given by the denotation of x of the next x. Set-theoretically, it is a
subset of S, where S is the set that is ordered by the relation R. We have to include
the superset S in the lexical entry and have the ordering relation on it rather than on
T for the foliowing reason. It makes perfect sense to say the next x even when the
present reference entity is not itself an x. For instance, the agent may be focused on
the perceptual object °,3, which thus plays the role of the reference entity for the
interpretation of the next number. But ©»; and 6,, must stand in the relation R for
6,4 to be the first number in that relation. So R must be a relation on some superset
of the set of numbers. In the arithmetic context, that superset is the whole set of
perceptual objects for a given exercise.

For most uses of next in the arithmetic instruction context, the ordering relation R
required by next is given by the relation V from our perceptual geometry. That is, in
the usaal context of use for next, the agent has been, and is expected to continue,
scanning down a column of digits. In these cases the semantic representation of next
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simplifies to the following.

(AST){a,b):aeS&beT&TcS&bVa
& (Ve)(if c € T& cVa then (b =c v cVb))}.

In general, however, we need the semantic function shown below for the
interpretation of the next number and the next spot. It indicates that the ordering
relation and the set ordered by that relation must both be supplied by the context
before a procedure can be put together. Later in this section we will examine a
command in which the language of the command itself provides the superset S, and
one in which the language itself provides the ordering relation. Examples may also
be found outside the arithmetic context. Consider the command Choose the next
person in order of height. Here the ordering relation is given by the phrase in order
of height. In neither the next spot nor the next number, however, is the ordering
relation or the ordered superset given in the language. We therefore need rule (3)
below. Once again, R stands for the relation R given by the context, and S¢ stands
for a set § given by the context. The word next has the syntactic category ADJ, 4
(for ordering adjective).

Production rule Semantic function
NPR—>the + ADJ.q + N, [NPR] = [ADJ.a](Rc, Sc, [N]).

Notice that the category on the lefthand side of the rule is NPR, for relational noun
phrase. This noun phrase must be differentiated from an NP noun phrase because it
denotes a procedure that outputs not a simple perceptual object but a relational
entity (the first x relative to the reference entity). It will therefore require different
compositional rules, as the next few paragraphs will show.

Suppose the ORD register provides the information that the ordering relation R
behind the use of next in Look at the next spot and Look at the next number is the
relation V and that the ordered superset S of both [spot] and [number] is the set
POBJ of all perceptual objects. The next spot and the next number will then simplify
to the following.

)

the next spot
{{a, b):a e POBJ &b € [spot] & bVa
& (Vc)(if ¢ € [spot] & cVa then (b =c v cVb))},

the next number

{(a, b):a € POBI &b € [number] & bVa
& (Vc)(if ¢ € [number] & cVa then (b =c v cVb))}.

In the context of the command Look at the next spot (and Look at the next number),
the elements a and b in the ordered pair (a, b) play their assigned semantic roles.
That is, the perceptual object a is the object that is at the present point of visual focus,
and b is the next spot (or the next number) relative to a. The object to be looked at,
as directed by the command Look at the next spot (or Look at the next number ), is
thus given by the second element in the ordered pair (a, b). Given this
understanding of [NPR], it is not hard to see how the following production rule and
semantic function put together the procedure specifications for the full commands.
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The expression R([NPR]) selects the target object for [look]. (R(INPR]) designates
the range of the relation [NPR].) Then [V,y;](R([NPR])) is intersected with [NPR]
to ensure that the conditions for picking out the next spot or next number relative to
the present reference entity are included in the final procedure specification.

Production rule Semantic function

VP—> Voy; + at + NPR, [VP] = [Ven, (R(INPR])) N [NPRY]. @

4.3. OTHER COMMANDS

The next command we examine is Look at the next spot open. What is of interest
here is the fact that the language of the command partially fixes the interpretation of
next. First, recall the general semantic representation of next.

(ARST){{a,b):acS&beT&T =S& (b, a) € R
& (Ye)(ifce T& {c,a) eR then (b=cv {(c,b) €R))}.

In the next spot open, values for both § and T are provided by the language of the
command itself. S is given by [spot] and T, the subset of S, is given by [open]. By
our perceptual geometry of objects, open denotes the subset, BLNK, of blank
spaces. Only the relation R remains to be fixed by the context. The following
production rule and semantic function parse the next spot open. In most arithmetic
coutexts, ‘as pointed out earlier, the relation R will be V and will be found in the
ORD register.

Production rule Semantic function 5)
NPR—the + ADJ,.q + N+ ADJ, [NPR] = [ADJ.u](Rc, [N], [ADIJ]).

A semantic interpretation for Look at the next spot open is put together as follows.
[look at the next spot open]
= [look](R([the next spot open])) N [the next spot open],
by rule (4),
=(A85){(a, b):[SS],=a &b €S & SS <, b}(R([the next spot open)))
N [the next spot open),
by the semantic representation of look,
={{(a, b):[SS], = a & b € R([the next spot open]) & SS <, b}
N [the next spot open],
by function application,
where [the next spot open]
= [next}(Rc, [spot], [open)),
g by rule (5),
= [next}(V, [spot], [open]),
by the ORD register,
=(ARST){{(a,b):aecS&beT&T<S&(b,a)eR&
(Ve)(ifceT& (c,a) eR
then (b=c v {(c, b) e R))}(V, [spot], [open]),
by the semantic representation of next,
={(a,b):a€[spot]| &b € [open] & bVa &
(Ve)(if c € [open] & cVa then (b =c v cVb))},
by function application.
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If the agent were focused on the top rightmost 7 of the exercise in Fig. 6, obeying
the command Look at the next spot open would direct its attention to the blank
space below the rightmost bar, that is, to the perceptual object 4.

We move now to the two commands Look at the next spot down and Look down
at the next spot. In the arithmetic instruction context, these commands can be used
interchangeably. But that is not so in all instruction contexts and a brief examination
of a different perceptual situation illustrates this very clearly. We start with Look at
the next spot down. The VP rule given earlier, number (4), parses and puts together a
procedure specification for the whole sentence. As with the earlier command, Look
at the next spot open, the verb look parses as a V,,; and the next spot down parses as
an NPR, a relational noun phrase. But while [open] became the value of T that was
required by [next] in Look at the next spot open, in Look at the next spot down,
although down occupies the same position as open, its function is obviously not to
provide a set of perceptual objects that can be ordered but to provide that ordering
relation itself. Its syntactic category is ADV,,, (for relational adverb) and it has the
following straightforward semantic representation which ensures that b, the percep-
tual object at the new point of visual focus, is vertically below a, the object
previously focused on.

{{a, b):bVa).

The NPR production rule and semantic function in (6) below produce an
interpretation for the next spot down. The set Sc that is ordered by [down] and
required by [next] must be supplied by the perceptual situation. In the arithmetic
context, it will simply be the set of all perceptual objects of the given arithmetic
exercise.

Production rule Semantic function
NPR—) !h-e + ADJord + N+ ADVrel, [NPR] = [ADJord]([ADVrel]: Sc, [N]).
(6)

When we examine the other command, Look down at the next spot, we see that
down does not make a contribution to the denotation of next. It serves rather as an
adverb directly qualifying the verb, acting as an extra constraint on where to look
for the next spot. In this sense it defines a direction in which to look. The semantic
function for the VP rule given in (7) below therefore intersects [ADV,,] with the
semantic denotation of look at the next spot, the rest of the verb phrase. In this
command, both the ordering relation and the set it orders must be given by the
context. See (8) below. Once again, most utterances in the arithmetic context will
have V as the ordering relation and the set of all perceptual objects as the set
ordered by that relation.

Production rule Semantic function
VP—V,,; + ADV, g + at + NPR, [VP] = ([Vor, JAR([NPRY)) @)
N[NPR]) N [ADV,],
NPR - the + ADJord + N, [NPR] = [ADJord](RC9 Sc, [N])= (8)

If the ordering relation V is used for the interpretation of next in Look down at the
next spot, the two commands have the same affect—they simply direct the agent’s
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attention to the spot below the present one in the column of figures. The distinct
syntactic and semantic rules for Look at the next spot down and Look down at the
next spot come into their own in a perceptual situation such as the following.

Suppose the ordering relations available for next included ones that took into
account features of the perceptual objects themselves, that is, features other than
their relative positions. For instance, suppose a spot were, as before, the area
surrounding and containing at most one symbol, but now the spots varied in size and
consequently could be ordered by size. So in Fig. 7, for instance, the 4 would follow
the 9 which would follow the 8.

Suppose this ordering relation has been established and set as the content of
ORD. Suppose that, as before, down denotes a procedure that returns all spots
vertically below a given spot. Suppose finally that the agent is focused on the 9.
Then the procedure for Look down at the next spot would return the 4 because it is
next in size, whereas the procedure for Look at the next spot down would return the
8 because it is the first spot vertically below 9.

The instruction contexts referred to earlier for the robotic aid provide similar
examples. Consider, for instance, the filing task. In the first command below, the
ordering relation behind the use of next is given explicitly in the language, by the
phrase in alphabetic order. In the second command, that same ordering relation
defines a direction in which to search, leaving open the question of what ordering
relation lies behind the use of next.

Search for the next file in alphabetic order.
Search from A to Z for the next file.

It is not possible here to lay out all the details of syntactic and semantic
interpretation for an extended instruction session. Full analyses are documented
elsewhere (Crangle & Suppes, 1986) for a selection of commands such as the
following, all within their instruction context: Look three spots down, Look at the
top number, Remember the number, Look at the next number down, Add the two
numbers, Remember the sum, Look at the next spot down, If you see a number,
continue adding, remembering, and looking down until you see a bar, Look one spot
down, Write the singles digit of the answer, Look one spot left, Write the tens digit of
the answer, Look at the next spot down, Add the number to the sum, Look down at
the next spot. While it is important that the approach we present covers a wide range
of commands, enough at least to allow instruction to take place, the significant point
of this paper lies elsewhere. It lies in the details of specific words, in how the context
of their use contributes to the full specification of their semantic role in commands.

9

4

F16. 7. Objects ordered by size and by relative position.
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Procedure Specification

English Command for Robot Action
\L _ A
GRAMMAR

COGNITIVE AND

lexical items PERCEPTUAL MODELS
production rules

semantic functions perceptual objects

perceptual relations

and register apparatus
PARSER

|
!
V |
Semantic tree .
|
|

F1G. 8. System components.

We close this section with a digram (Fig. 8) of the different parts of the system
showing how an English command is translated into a specification for robot action
in the given context. The solid bar represents the fact that the lexical items,
production rules, and semantic functions of the grammar are expressed in terms of
the cognitive and perceptual models. The broken line represents the fact that the
contextual factors taken into account after the grammatical analysis of a command
are also expressed in terms of the cognitive and perceptual models.

5. Conclusion

In the work reported here we have been concerned with the use of specific examples
in verbal instruction. The purpose of this paper was to show how the cognitive and
perceptual functioning of the agent being instructed, and the examples themselves,
help specify the context within which the language makes sense. In our focus on
context, we have abstracted from some details of the agent’s response to the
natural-language commands. This abstraction was both natural and necessary to
isolate specific aspects of the context that are semantically significant.

Our current work continues to examine the ways context is semantically
significant at the lexical level. In addition, however, we are also examining the way
context helps determine the appropriate specific action in response to the verbal
commands. In place of the arithmetic robot that was the focus of this paper, we are
using the robot that is under development as an aid for the physically disabled. Our
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goal is to have a robot that accepts instruction in ordinary English from the
physically disabled user.

While this paper has identified several crucial ways in which context fixes the
interpretation of verbal commands, it is only a start. Our recent work with the
robotic aid has shown us, for instance, how the interpretation of a command such as
Stop movuing will in fine detail depend not only on what the robot is doing at the
time but also on what it thinks it is doing. If the robot is reaching for a cup, for
example, in response to the command Pick up the cup, it must know not only that it
is performing a pick-up action but that in picking up something it is moving. It is not
enough simply to interpret a command such as Stop moving as a directive to freeze,
taking that interpretation from the composition of stop and moving and supposing
that the ‘opposite’ of moving is freezing, for there are many actions for which that
approach is not suitable. Take the command Stop feeding me, for example. What is
needed is for the robot to have a degree of self-understanding about its own actions.
The set M of models that underly the interpretation of natural-language commands
must therefore be extended to include such considerations. A major part of our
current work on the robotic aid lies in formulating the set M of models appropriate
to the tasks expected of this robot and appropriate to the environment in which it is
to function.

One final set of remarks should be made about our current and future work. They
concern the interplay between syntax and semantics and the usefulness of our
approach in domains other than that of arithmetic instruction where the lexical items
would seem to become enormously complex. Even within the arithmetic context,
there are some lexical items of moderate complexity. Take the word write, for
instance. Its lexical entry reflects several facts about the agent’s cognitive capacities
and the perceptual situation. First, there is the fact that writing takes place where
the agent is focused. This is expressed by the condition that the content of SS is
changed by the execution of a write procedure. Then there is the proviso that the
location of the newly produced perceptual object, whose image is now in SS, be the
same as the one replaced. Then there is the fact that only blank spaces below bars
are written over; that is, before the command is obeyed the content of SS is a
located blank space vertically below a bar. If the complexity of the lexical items is to
be constrained in some way, the grammar will become proportionately complex. In
our experience, the result has been production rules that are somewhat in conflict
with conventional grammars. As the examples in this paper have already shown, for
instance, we do not simply use conventional categories such as noun phrase but also
categories such as that of relational noun phrase. These issues are discussed at some
length elsewhere (Suppes & Crangle, in press) and will not be developed in this
paper. The point to be made here is that the promise of our approach lies in
exploiting this tension between syntax and semantics. At all times the goal is to
formulate lexical entries, production rules, and semantic functions that take into
account the actual occasions on which the natural-language commands are given.
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Appendix: A glossary of terms and notation

M set of models

SS stimulus-supported register

MR memory register

OP operation register

ORD ordering register

[R].=x the content of register R; at time ¢ is x
Ry« x the content of register R; is set to x at time ¢
H the relation horizontally left of

|4 the relation vertically below

POBJ set of perceptual objects

BLNK set of blank spaces

BAR set of bars

DIGIT set of digits

711, 423, etc. digits occurring in a specific arithmetic exercise (the

subscripts are for expository purposes only to
indicate location within the exercise)

° 145 ©24, €tC. blank spaces occurring in a specific arithmetic
exercise (the subscripts are for expository purposes
only to indicate location within the exercise)

S, T variables, taking as their values subsets of POBJ

Sc a set § given by the context

R a variable, taking as its value the perceptual rela-
tion H or V or a composite relation formed out of
Hand V

R¢ a relation R given by the context

the R-last element of a set a is the R-last element of a set S if and only if for

. allbin S, b=aor (b,a)eR
R(R) the range of the relation R
HIV the relative product of H and V. The relative

product of H and V is the relation that holds



V-immediate successor

ADVrel

1, [VP], [NPR], [see], etc.
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between a and b if and only if there exists a ¢ such
that aHc and cVb.

a is a V-immediate successor of b if and only if aVb
and (Vc)]if c¢Vb then (a =c or ¢Va)]. (Similarly for
H.)

imperative

verb phrase

verb

noun

noun phrase

adjective

adjective of degree

ordering adjective

verb of object

verb of direction

relational noun phrase

relational adverb

the denotation of I, VP, NPR, see, etc.



