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2 Causality and Computation

Patrick Suppes

First question: How do intentional computations relate to the surrounding physical
causes?

Tbegin the answer with two examples of computation.

Example 1.1 am a hardworking experimental biologist. I have a surprising
observation and a too-simple probabilistic theory about the phenomena.
I use a standard program to compute the probability p of this observa-
tion under the null hypothesis of the theory. The computer says to me,
“p is less than ten to the power minus 15.” (My computer often talks to
me.)

Do I believe it? Maybe. But is this because I have some grand theory of
deterministic causality that will not treat my intentional request with
proper respect? Certainly not. On the other hand, 1 may not trust the in-
tentional effort of the programmer who coded an algorithm for the com-
putation. Why? The problem of rounding errors in such “fine-structure”
computations. (Moreover, although I know he is a clever programmer, I
also know that his statistical background is not his strong point.)

Example 2. 1 am a computer designer of a new supercomputer. I want it to
be very fast, but also accurate. Do I worry about physical causes of errors,
.or, rather, do [ worry about their frequency under “standard” conditions?-
Certainly yes. '

Here is what von Neumann had to say in a famous early paper: “Error
is ... not an extraneous and misdirected or misdirecting accident, but an
essential part of the process ... full}? comparable to that of the intended
and correct logical structure” (von Neumann 1956, p. 43). Von Neumann
goes on to compute methods for building a reliable computer out of un-
reliable components. These are important matters to those responsible for
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designing and manufacturing real computers. Or just as serious for those
writing software—which for most of us is, in the form of “bugs,” the really
troublesome aspect of modern computing.

" But such errors, standing in the way of pure and wholly reliable inten-
tional implementations of whatever computations are needed, do not
seem to raise any doubts or fears about the kind of universe we live in.

Why not?

1 do not think I have ever heard a philosopher or scientist expressing a
serious worry about how there could, in fact, be the billions of intentional
computations, natural (i.e., in brains) and artificial (i.e., in computers),
every day in what must be a dreary world of determinate causes for every
event, fully in the spirit of the Antithesis of Kant's Third Antinomy. “There
‘is no freedom, but everything in the world happens solely in accordance
with laws of nature’” (Kant 1781/1997, A445). Or, in a dual version, in a
too-lively world of endless random causes, geﬁerated spontaneously, in
the absolute sense characteristic of Kant's Thesis in the Third Antinomy.
“Causality in accordance with laws of mature is not the only one from
which all the appearances of the wortld can be derived. 1t is also necessary
- to assume another causality through freedom in order to explain them”
(Kant 1781/1997, A444).

To someone seriously interested in the details of natural or artificial com-
puting, it is clear that focusing on the outworn homs of Kant's Third
Antinomy is a nonstarter. Something more subtle and flexible that matches
the empirical phenomena, especially of biology, is needed. '

How can watery messes of matter acquire intentional properties? In my
view of things, computations started early—billions of years ago, at the
very begirming of life. Here, there may well be a place for spontaneity, or
chance combinations of elements that formed the first larger prebiological
molecules leading up, after some considerable time, to what we might
think of as the first living cells. Getting to these first cells almost certainly
took millions of years; but even then, the computational power of these
first cells was limited. Yet in my conceptual view they already had primitive
intentional characteristics—were able to adapt in very restricted ways. 1t
took an enormous amount of time to take the next steps.

The two most important characteristics of living beings as we know them
are being able to reproduce and being able to adapt. Adaptability comes in
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two flavors, one is from genetic modification and the other from learning.
(Cf. Aristotle 1975, 412al5: *... by life, we mean the capacity for self-
sustenance, growth, and decay.”) I do not want to argue with those who
do not agree with my conceptual view that primitive intentions are mani-
fested in the first single cells; but I take a much stronger stand once learn-
ing and conditioning occur In the smallest animals.

Already in little worms like aplysia, with a nervous system of about
10,000 neurons, it is easy to demonstrate the ability to be conditioned to
move toward some phenomena and avoid others. Moreover, we can trace,
event if not in a complete way, the physical modifications in the neurons
“that result from such associations or conditioning.

Indeed, we can continue this story up to the rich perceptual computa-
tions performed by many species of mammals, and in the case of vision,
for example, birds and other animals as well. Abgve all, there is, as far as I
can see, no real air of paradox about these computational developments
that are clearly intentional in character, serving as they do as important
means for achieving some goal.

Let us go now to digital computers. What happens to our mathematicat
concept of correct computation when actual computations are performed?
Do physicalrcauses interfere and make any concept of correctness irrele-
vant? Yes, sometimes physical causes do interfere, power failure being one
of the best examples. But, no, this does not mean the concept of correct-
ness is not applicable. As in all real applications of concepts of correct-
ness, the best we can hope for is “most of the time.” Von Neumann's
calculations about reliable computations, referred to earlier, are in this
spirit.

So, the short answer to the first question is that just given: the billions,
indeed trillions, of computations—biological (i.e., natural), and artificial—
intentionally performed each day, are mostly correct. For we know some-
thing about our physical environment—unconsciously, in the case of most
biological computations; and scientifically and consciously, at least on the
part of some persons, in the case of digital computations. This knowledge,
implicit or explicit, guides us to compute mainly in ways that work. There
is nothing a priori about these endless computations. They could take place
only in some environments, but not in others—certainly not in randomly
chosen locations in the physical universe.
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Thus, not surprisingly, we find our computations conserved, if you will,
in the physical environment surrounding them, most of the time.

Second question: Does it matter for computation whether physical causes are
deterministic or probabilistic?

. No, it does not matter, for the theory of random errors has historically
been developed without addressing the question of whether or not there is
genuine objective randomness in nature. Moreover, a modern result is this:
with realism about systems never being completely isolated and therefore
subject to variable external influences or forces, and ditto for the measuring
instruments, we cannot distinguish deterministic systems without com-
plete isolation from stochastic systems. No matter how hard we try.

An easily visualized example is that of Sinai billiards (named after the
Russian mathematician Y. G. Sinai). Such a billiard setup is realized by plac-
ing a convex obstacle in the middle of the table, from which a ball hitting
it is reflected and satisfies the same physical laws as in hitting one of the
sides. Start a ball in motion, with the usual idealized assumption of no loss
of energy, so that it continues indefinitely. After a while, only probabilistic
predictions of its position on the table can be made.

Here is a general theorem about such systems.

Theorem 4: There are processes which can equally well be analyzed as deterrinistic sys-
tems of classical mechanics or as indeterministic Markov processes, no matter how many
observations are made, if observations have only a bounded finite accuracy. (Ornstetn and
Weiss 1991, p. 40)

-Such bounded accuracy has two natural universal sources present in ob-
servation of physical systems. There is no complete physical isolation pos-
sible, and instruments of measurement produce results that are not exactly
accurate when measuring ahy continuous quantity. So, from this view-
point, a universal positive or negative answer to the second question is mis-
guided. For many important physical phenomena, the right answer is: “It
does not matter.” (For a detailed elaboration, see Suppes 1993, 1999.)

When such a choice between different models has occurred previously in
physics—and it has occurred repeatedly in a variety of examples, such as
free choice of a frame of reference in Galilean relativity, or choice between
the Heisenberg or Schrédinger representation in quantum mechanics—the
natural move is toward a more abstract concept of invariance. What is espe-
cially interesting about the empirical indistinguishability and resulting ab-
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stract invariance, in the case of Sinai billiards and the like, is that at the
mathematical level the different kinds of models are inconsistent—that is,
the assumption of both a deterministic and a stochastic model leads, in
many standard cases, to a contradiction when fully spelled out. On the
other hand, it leads, in these standard cases, to no contradiction at the level
of observations.

Third question: How does the normative conicept of correct computation relate to
the actual empirical process of computation?

Answer: just like other norms relate to other actual processes. The con-
ceptual problem is that we tend to think of computation as a nonphysical,
purely theoretical matter. But this is nonsense, and just a matter of loose
thinking. The longer answer requires expanding on my general theory of
norms, which are also, for me, empirical processes, but I will not do that
here.

More important is to say something in greater detail about the relation
between norms for correctness of computation and actual computations.
The first, and in many ways most enlightening, remark is that there is an
enormous difference of detail between the two. 1 mean that in the sense
that we impose a2 norm about the correctness of computation; but, ordi-
narijly, that norm does not fix in any unique way the many individual steps
of the computation. The main focus of the norm is to request correctness,
where it is understood that a correct computation can be done in many dif-
ferent ways. So there is, in one sense, a one-many relation between the
norm and the actual computation,

* The second remark is that satisfaction of the notion of correctness has
to be conditioned on the absence of “irregular” events and, also, upon a
nonexplicit reference to ceteris paribus conditions. The examples to illus-
trate the kind of exceptions that are permitted here, without violating
the norm, are unlimited in any ordinary sense. I just mention a few. If, in
the middle of an actual computation, there is a power interrupt, then we
accept the gap in time in the computation and the unusual steps that may

“be taken in shutdown of the computer systemn, We return to continuation
of the computation, and we judge it as being correct when the uncorrupted
steps are satisfactory. Of course, in almost all cases, we will be wary of
something unexpected happening. If the computation is at all complex, al-
most certainly we will consider the safe thing to be that of restarting the
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computation from the beginning. In taking these steps of restarting, we are
not saying that the norm has been violated, because it is understood that,
in actual computing, external causes will occasionally intervene in an
unexpected way, and these are not to be judged as principled failures of
the correctness of the computation. We could spell this out in still other
ways. We could say that we may well be inclined to judge the computation
correct when each step, qua computation, is correct, even if some of the
computaticnal steps have intervening steps of accidental interventions. I
will not go further into this here, but note that the judgment of correctness
is very much more complicated when the errors are frequent enough to
require statistical analysis, as in the case originally considered by von
Neumann.

Another consideration often enters in satisfying the norm of correctness
when computations are of great importance. They may deliberately be
done several times cn different computers and, even in some cases, using
programs that are written by different programmers, just to make sure that
the important correct answer is indeed well established as correct. Notice, -
in these cases, that what is taken as evidence of correctness is multiple con-
firmation. Obviously, a more analytical and explicit approach can be taken,
as in verification step-by-step of an algorithm by a person checking correct-
ness, of by another computer program that is checking correctness. A good
deal of effort has been spent on computer programs to automatically verify
the cormrectness of proofs, and the even more important problem of ve:ifj-
ing the correctness of programs. It has tumed out that for complex pro-
grams, this is a difficult task, and only in relatively more simple cases do
we still have adequate prograros to make an analytical but automatic verifi-
cation of the correctness of a computation. Notice, of course, that these
programs are written without attention to any intervention by accidental,
external causes. They assume that all of that will be fine, and the focus is
entirely on an error in the program itself.

Still another poinf—to show the complexity of the topic—is that the ver-
ification program or the human individual checking the correctness of each
step can also make an error, because that process is not a priori or meta-
physical, but strictly empirical as well. When we think a much-used pro-
gram is correct, this is because it has been examined for errors from many
different standpoints. This examinaticn for errors is not due to unexpected
incursions in the ordinary way of thinking about things, but due to a mis-
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take in the original coding. But, such accidental incursions can occur in
programs that are used for some considerable time and, in fact, do occur
much too- often because of machine failures or other Kinds of possible
errors. A large program that is used for a very long period of time will accu-
mulate errors that were not in the program originally, and these also, em-
piricaily, must be searched for and found.

1 emphasize, finally, that in spite of my remarks about the many em-
piﬁcal errors that can occur, this does not at all disturb the fact that norms
are important and central to computation. Without a goal—without a
‘norm for what is correct—computations would be of little use,

Fourth question:: At the normative level, does the concept of correct computation
correspond to the morally correct thing to do in the context of personal conduct?

My answer is affirmative, even though distinctions can be drawn. One
distinction to be kept in mind is that we have an explicit theory of compu-
tations or algorithms that is mere definite and detailed in formulation than
almost anything about personal moral conduct. Given a proposed compu-
tation, we can often prove it is correct, or, if too complex, provide elab-
orate empirical data. The answer for human conduct requires some more
distinctions.

The excruciatingly detailed verification of correct computation, or the
exactness of von Neumann's arguments about how to handle error-prone
computers with faulty hardware, have no analog of any close nature in
terms of personal conduct, in the sense of moral conduct. On the other
hand, they do have analogs in terms of norms about human conduct in
many other arenas. The range that immediately suggests itself involves
those areas of human performance requiring well-skilled perception and
motor control. One obvious example is the meticulous and extended train-
ing of airplane pilots. A further range of examples is to be found in the
current level of training in highly competitive sports—from the Tour de
France, where there is much concern with the proper use of aerodynamics
to facilitate the lead rider of a team, to the careful attention to every aspect
of movement in a sprinter for the 100- or 200-meter, and longer races as
well,

My point is that these activities, requiring such refined perception and
motor activity, all depend completely on well-defined norms. In many
cases, the norms are so obvious and clear that they receive little explicit




40 P. Suppes

formulation. But the kind of detailed use of physics in many of them is
testimony to the elaboration of procedures meant to satisfy a clear and
definite norm. Something similar is to be said about the many physical
processes of manufacture of standard physical objects, such as high-
performance metors or even motors that perform at a level that is not nec-
essarily the very top. Quality control of manufacturing processes is now
one of the better applications of modern statistics, and it moves hand in
glove with dlearly set norms. Satisfying these norms requires superb human
performance and judgment.

In talking about these different kinds of hurnan cases, instead of “percep-
tion and judgment’’ I could just as well have talked about “human compu-
tation,” as opposed to computer computation. Note that the apple cart of
all these good human computations can also be easily upset by unexpected
external causes, It is just that in a large number of cases, no such unex-
pected events occur, so the norms can function in a realistic empirical
way. The performance being judged by the norm will not be perfect, but it
can be extremely good.

Fifth question: On the basis of the answers to the first four questions, does there
remain a conceptual problem about free will?

My answer is, “Certainly not.” But there is much to be leamed about
how the will actually works. I join Aristotle, Aquinas, and William James
in liking this old-fashioned term, “will,” which is not much used by psy-
chologists and is looked upon with suspicion by many philosophers.

The theory of the will is the theory of how we make choices and take
- actions; a central question being, when do we want to claim that the will
is free, and a free choice or free action has been taken? But there is no
paradox—exotic or banal—about such exercise of the will, There is no mys-
~ terious conundrum about causes and free will, just as there is none about
causes and computation.

Intentional computations and free choices by smart humans may be
looked upon as the stratosphere of biological activity, but they are still bio-
logical in character and a natural part of the physical world, as is the rest of
biology. Indeed, the questions raised here could be easily transferred to a
discussion of DNA as another form of natural computation.

There is of course a beautiful, long, and complicated story in all of this. It
is the story of how these quintessentially human activities developed bil-
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lions of years after the first beginnings of life. As 1 have already said—but it
bears repeating—for me intentions were embodied in all kinds of animals
iong before there were any humans. It is this development, not the very
recent questions about moral responsibility, that is a wonder to behold.
The earliest animals that mothered their young are the true miracle. The
distance between these animals and inert, lifeless matter is much greater
than the distance between them and us, however you think about the
comparison.

But my descriptions of the phenomena of computing and choosing too
much resemble what one would expect from a Victorian novel. The impor-
tant remark about causes, I have saved for now. My chapter, and much
work on intentional activities such as computation, are in terms of their
being isolated and protected from bad causal influences. From one angle
this is true; but what is not true is that there is, or can be, any absclute iso-
Jation. Why? Because any physical activity such as computing, thinking, or
"choosing must be constantly using energy and often matter as well. The
causal interaction between intentional process and physical world is con-
tinual and essential. The realization physically of any intentional action
must be fully supported by physical causes, such as inward flows of energy,
matched approximately over time by outward flows as well. As Aristotle
and Aquinas so aptly put it, there can be no separation of mind and body, -
and so it is with intentions and physical causes.

- In fact, there is something mistaken about the phrase “mind and body.”
This common idiom suggests that bodies are well-defined physical objects,
fixed in space and time at any given point. But, in fact, when we look at the
detailed activities of what we call bodies, really a better description is “mind
and bodily processes,” because the physical object we refer to as a human
body is not at all static, but something that is continually changing with
the inflow and outflow of energy and matter. A fantasy computation in
Probability theory, for example, is how many humans now alive have,
somewhere in their bodies, at the current time, a molecule that once occu-
pied Newton's body. Now, “mind” also can be misleading in suggesting
something separate—as it often has, in the history of philosophy—and I
am wary of the phrase “mental processes and bodily processes,” because it
suggests, somehow, an invocation of the dualisms of old. A description that
moves away from these confusing, if not mistaken, past concepts could
be something like, computations made by biological processes. The wording
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is awkward, but the meaning is clearer. Additional clarity can result
from distinguishing, wherever possible, between perceptual and mental
computations.
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